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Abstract. Implicit methods are the most popular approach for surface reconstruction from unorganized points.
While these methods are very effective for reconstructing closed surfaces, current implicit methods have not ad-
dressed the issue of reconstructing surfaces with boundaries. This paper presents an algorithm for reconstructing
implicit surfaces with boundaries that works during isosurface extraction and, therefore, can be used with any
implicit surface reconstruction technique. The algorithm is based on local evaluations being suitable for the recon-
struction of very large models through the use of out-of-core techniques. We demonstrate the effectiveness of our
approach by reconstructing implicit surfaces with boundaries from datasets acquired by scanning real objects.

1 Introduction

3D laser scanners are rapidly becoming a popular tool for
acquiring geometric samples of real-world objects and are
dramatically changing the way we create models of existing
complex shapes. Given a set of sampled positions in 3D,
a model is reconstructed by fitting a surface through these
points. Implicit methods are the most popular approach for
surface reconstruction from point clouds [18, 22, 8, 17, 9,
15, 21]. These methods work by computing a signed dis-
tance function, which is later evaluated for isosurface ex-
traction. Usually, the surface is extracted as the zero-set
of this function using one variation of the marching cubes
algorithm [14].

Until recently, it was believed that implicit methods
were impracticable for datasets consisting of more than just
a few thousands of samples [8]. In practice, datasets ob-
tained by scanning real-world objects can easily reach sev-
eral hundred thousand samples. During the last three years,
a few implicit methods have been demonstrated that support
the reconstruction of models sampled by millions of points,
allowing accurate descriptions of complex shapes [8, 15,
21]. While these methods are very effective for reconstruct-
ing closed surfaces, none of them has addressed the issue of
reconstructing surfaces with boundaries.

This paper presents an algorithm for reconstructing
implicit surfaces with boundaries from sets of unorganized
points that works during isosurface extraction and, there-
fore, can be used with any implicit surface reconstruction
technique. Our approach uses a spatial-occupancy data struc-
ture (SODS) to guide the identification of surface bound-
aries in the implicit representation. This data structure can
also used to accelerate surface extraction, avoiding unnec-
essary evaluations of the implicit function. The extracted
boundaries are further smoothed to reduce aliasing artifacts

due to the fact that isosurface extractors evaluate the im-
plicit representation only at the vertices of a 3D lattice.

(a) (b)

Figure 1: Reconstruction of implicit surfaces with bound-
aries obtained with our algorithm. (a) Model reconstructed
from a point cloud of a mechanical part acquired with a 3D
scanner, after some of the samples were discarded. (b) Re-
construction of the Stanford bunny preserving the holes that
appear in the original point cloud.

We demonstrate the effectiveness of our approach by
reconstructing surfaces with boundaries from 3D scans of
real-world objects. We show that the resulting 3D models
exhibit properly located smooth boundaries, which cannot
be obtained by previous variations of the marching cubes
algorithm. Figure 1 illustrates some examples of implicit
surfaces with boundaries reconstructed using our algorithm.
Figure 1(a) shows a mechanical part model exhibiting a
cross section boundary. This model was obtained after us-
ing a plane to split the original point cloud of the entire
model into two sets. Only the samples in the larger set



were used for reconstruction. This demonstrates the po-
tential of using our algorithm to explore arbitrary cuts on
implicit models. Figure 1(b) shows a reconstruction of the
Stanford bunny with its well-known holes preserved. Note
the smooth boundaries produced by our algorithm.

The main contributions of this paper include:

• An algorithm for reconstruction of surfaces with bound-
aries that can be used with any implicit surface recon-
struction technique. The algorithm produces smooth
surface boundaries and can be used to reconstruct sur-
faces represented by an arbitrarily large number of sam-
ples using out-of-core techniques. Moreover, it can
identify and correctly reconstruct multiple surface bound-
aries, each with arbitrary shape and topology, even on
twisted geometry;

• A spatial occupancy data structure for accelerating sur-
face extraction by the marching cubes algorithm.

2 Background and Related Work

The problem of surface reconstruction from sets of unor-
ganized points in 3D has attracted the attention of many
researchers in recent years [13, 1, 22, 8, 25, 17, 15, 21]. Ba-
sically, current surface reconstruction methods can be clas-
sified asalgebraic, computational geometry, and implicit
methods.

Algebraic methods (e.g., [20, 19]) recover a surface
by fitting a smooth function to the set of points. Algebraic
methods cannot handle arbitrary topologies and are not the
best choice for recovering surfaces rich in geometric details.

Methods based on computational geometry techniques
employ mechanisms such as Delaunay triangulation [10, 1]
and region growing [7, 16, 3, 11]. These methods usually
perform well on dense and clean datasets and can recon-
struct surfaces with boundaries. By interpolating the input
samples, these methods are sensitive to noise. Also, they
tend to leave holes in undersampled regions, resulting in
spurious boundaries. Gopi [12] discusses the required sam-
pling conditions necessary to guarantee proper reconstruc-
tion of surfaces with boundaries.

Hoppe et al. [13] cluster groups of spatially close points
and use principle component analysis to compute the nor-
mals of the best fitting planes to each such a cluster. These
normals are used to define local distance fields (with respect
to these planes), which are then evaluated using a variation
of the marching cubes algorithm [14]. By assuming a con-
stant sampling rate across the entire surface, this technique
can potentially reconstruct surfaces with boundaries. How-
ever, since normals become undefined in undersampled re-
gions, like in most computational geometry methods, the
algorithm tends to leave spurious holes in undersampled re-
gions.

Implicit methods are the most popular approach for
surface reconstruction from point clouds [18, 22, 8, 17, 9,
15, 21]. Basically, they compute a signed distance function,
which is then evaluated for isosurface extraction. Since the
reconstructed surface approximates rather than interpolates
the original samples, implicit methods are usually a good
choice for surface reconstruction from noisy datasets, such
as the ones produced by most 3D scanners. These meth-
ods can be used to reconstruct manifolds with arbritrary
topologies but current surface reconstruction methods do
not handle surfaces with boundaries. According to Bloo-
menthal et al. [6], boundaries can be specified with the use
of additional functions that subdivide the space into a set
of regions. Bloomenthal and Ferguson [5] presented an
algorithm for polygonizing non-manifold implicit surfaces
defined by multiple regions of space. Their algorithm can
handle surfaces with boundaries, but the existence of multi-
ple regions significantly adds to the complexity of the poly-
gonizer. Moreover, automatically computing, from a point
cloud, the implicit functions that properly divide the space
into the desired regions is not a trivial task.

Carr et al. [8] have recently presented a fast method
for fitting and evaluation of RBFs and have demonstrated
the feasibility of using implicit methods for reconstruction
of geometrically complex surfaces sampled by millions of
points. As the sampled surface is represented using a single
implicit function, hole filling for undersampled areas comes
for free. On the other hand, real holes present in the surface
are also automatically filled. As a result, the technique as
proposed by Carr et al. in [8] cannot reconstruct surfaces
with boundaries.

Another recent implicit method introduced by Ohtake
et al. [15] is based on a strategy known aspartition of unity.
This strategy consists of subdividing the space containing
the point cloud into cells. The surface is then locally ap-
proximated inside each individual cell and the resulting patches
are blended together using normalized weights (i.e., the sum
of the weights is one everywhere in the domain). Domain
subdivision allows the reconstruction of arbitrarily large mod-
els using out-of-core techniques. Ohtakes approach is fast,
presents low memory requirements, is capable of recon-
structing sharp features and supports CSG operations in-
volving implicit models. Like the technique presented by
Carr et al. [8], this approach produces hole-free surfaces
and does not reconstruct surfaces with boundaries.

Tobor et al. [21] also use a partition of unity strategy to
perform surface reconstruction from large models. In this
case, the local fit of the surface is performed using RBFs.
This approach inherits most of the properties of the previ-
ous two approaches and, like them, reconstructs hole-free
models.

Although any of the three techniques above [8, 15, 21]
could potentially be modified to support the reconstruction



of surfaces with boundaries, we are not aware of any such
extensions. In this paper, we present an algorithm for re-
constructing implicit surfaces with boundaries that works
with any implicit surface reconstruction technique.

3 Reconstructing Implicit Surfaces with Boundaries

A implicit function defines a hole-free surface and multiple
such functions are necessary to specify boundaries. Cur-
rent implicit methods used for surface reconstruction re-
cover a single implicit representation for the given set of
samples. Therefore, one cannot rely only on the recovered
representation to reconstruct surfaces with boundaries. The
problem, however, can be greatly simplified with the use
of additional information about the spatial distribution of
the original samples. In our approach, the 3D space con-
taining the point cloud is regularly subdivided into a series
of cubic cells and the information about the resulting grid
is stored in aSpatial Occupancy Data Structure(SODS).
SODS cells store logical values indicating whether, during
isosurface extraction, a polygon should be reconstructed for
that region of space.

Ideally, the resolution used for the SODS should match
the resolution of the reconstruction lattice used by the iso-
surface extractor. If the SODS lattice has a finer resolu-
tion, several of its cells will correspond to a single march-
ing cubes cell. If, however, the resolution of this lattice
is coarser, a single SODS cell will correspond to several
marching cubes cells. In the last two cases, the recon-
structed boundaries for the extracted surfaces are defined
conservatively (i.e., the reconstructed holes will never be
bigger than the actual holes).

A flexible way of allowing proper isosurface extrac-
tion to be performed at several resolutions is to dynami-
cally instantiate the SODS at the desired resolution. This
can be achieved by keeping the information about the orig-
inal samples in a separate data structure.

3.1 Initializing the SODS

Since the SODS consists of a regular grid, it can be ini-
tialized in time proportional to the number of input sam-
ples (O(n)). An implicit surface only approximates the in-
put points and it may pass through certain cells that do not
contain samples. This may happen if the surface contains
boundaries, is undersampled, or if points in neighbor cells
cause the implicit surface to pass through a given cell. This
situation is illustrated in 2D in figure 2. Figure 2(a) shows
the situation where the implicit function (black curve) in-
terpolates a hole (green squares) in the surface. Figure 2(b)
illustrates the interpolation of an undersampled region. The
situation shown in figure 2(c) corresponds to the case where
the surface passes through a given cell as a result of the
presence of samples in its neighborhood.

(a) (b) (c)

Figure 2: The implicit surface (black curve) passes through
some occupied (gray) and empty cells (green). (a) Surface
with boundary. The interpolation causes a hole to be im-
properly filled. (b) Interpolation of undersampled region.
(c) The surface passes through some empty cell as a result
of the presence of samples in neighbor cells.

Isosurface extraction from implicit representations is
usually performed using some variant of the marching cubes
algorithm [14]. Basically, marching cubes evaluates the im-
plicit function at the vertices of a cubical lattice and, if
the surface crosses the current cell, it extracts a polygon.
Therefore, marching cubes makes no distinctions among
the three cases shown in figure 2. Ideally, we would like
the surface extractor to: (i) preserve the surface boundaries
shown in figure 2(a); (ii) fill in the gaps due to undersam-
pling shown in figure 2(b); and (iii) reconstruct the surface
through some grid cells not containing samples, as shown
in figure 2(c).

In order to better handle these situations, we enhance
the original spatial occupancy data with some neighbor-
hood information. For each occupied cellc in the SODS,
we also set all originally empty cells in the 26-neighborhood
of c as cells where the implicit function needs to be evalu-
ated. This means that if the implicit surface passes through
these cells, marching cubes will be allowed to extract poly-
gons for them. This simple procedure tends to solve case (c)
in figure 2 and to reduce de occurrence of case (b). Notice
that we are interested in the reconstruction of complex geo-
metric objects, for which dense sampling is often available
in order to capture surface details. For case (a), this pro-
cedure dilates the surface across its boundary by one grid
cell. A distinction between cases (a) and (b) may be very
subtle and an automatic procedure for deciding between the
two cases needs to rely on some threshold. In our current
implementation, we only preserve surface boundaries that
contain a minimum number of boundary edges specified by
the user; otherwise, the region is considered to be under-
sampled (figure 2(b)) and the holes are filled automatically.

3.2 Extracting Surfaces with Boundaries

The enhanced SODS is used to guide surface extraction, in-
dicating the set of grid cells that need to be evaluated by
the marching cubes algorithm. Hoppe et al. [13] also pre-
sented a solution for avoiding unnecessary evaluations at



the lattice. Starting from a seed cell, their algorithm puts
all neighboring cells of the visited ones into a queue, which
is used to guide the surface extraction process. This pro-
cedure, however, allows for the extraction of a single con-
nected component at a time. Reconstructing multiple com-
ponents would require specifying multiple seeds. The use
of a SODS allows for automatic extraction of an arbitrary
number of connected components.

3.3 Smoothing the Surface Boundaries

The surface extraction procedure described in section 3.2
tends to produce jagged boundaries, as illustrated in fig-
ure 3(a). More visually pleasing borders can be obtained
by smoothing these aliased borders. Surface boundaries
may have complex shapes and topologies, and may also be
twisted. This makes proper identification of each individual
boundary a non-trivial task. An extracted surface boundary
can be defined as a cycle composed of edges belonging to a
single triangle [23]. A naive approach for identifying each
of the individual surface boundaries consists of searching
the set of all edges extracted from the model, identifying
the ones not shared with any other triangle and then look-
ing for cycles among them. This is, however, unnecessarily
expensive.

All individual boundaries can be found using a dual
approach. One can expect the number of extracted sur-
face triangles to be much bigger than the number of trian-
gles corresponding to hole regions (shown in green in fig-
ure 2(a)). Since the two sets of triangles are complementary
with respect to the implicit surface, boundary edges can be
found by looking for the subset of non-shared edges in this
smaller set. These edges define the surface boundaries, and
each boundary is a connected component. Thus, starting
from a seed edge, an entire boundary can be promptly iden-
tified. These edges are then removed from the set and a new
seed is chosen. The process continues until no edges are
left. This approach allows the identification of all surface
boundaries, regardless of their shape and topology. Obtain-
ing the set of triangles corresponding to hole regions can
also be guided by the enhanced SODS. Since these trian-
gles have corresponding empty cells in the SODs, one can
queue all empty cells with at least one non-empty neighbor
cell. While the queueQ is not empty, get a celle from Q
and check if the implicit surface passes throughe. If so,
extract the corresponding polygon, marke as visited, and
queue all empty and non-visited neighbors ofe.

This procedure can be used to identify all boundaries
in the model. We further process the identified boundaries
using a boundary smoothing technique related to the one
described in [24]. Thus, letv1, v2, . . .vn−1 be a sequence of
vertices defining a surface boundary and letv(i−1)mod(n),
v(i)mod(n), v(i+1)mod(n) be any three consecutive vertices

(a) (b) (c)

(d) (e) (f)

Figure 3: Evolution of a boundary as the smoothing bound-
ary algorithm progresses. Jagged boundaries extracted by
the marching cubes algorithm enhanced with a SODS: (a)
and (d). Smoother boundaries obtained after two iterations
of the boundary smoothing algorithm: (b) and (e). Final
smooth boundaries obtained after four iterations of the al-
gorithm: (c) and (f).

along the boundary. Here,(j) mod (k) represents the rest
of the integer division ofj by k. The boundary smooth-
ing algorithm works by makingv(i)mod(n) be collinear to
v(i−1)mod(n) andv(i+1)mod(n). Then, take the next group
of three consecutive vertices,v(i)mod(n), v(i+1)mod(n) and
v(i+2)mod(n), and makev(i+1)mod(n) be collinear tov(i)mod(n)

andv(i+2)mod(n). At this point, the collinearity amongv(i−1)mod(n),
v(i)mod(n) andv(i+1)mod(n) will be lost, but the overall re-
sult will be some smoothing. Usually, this process needs to
be iterated over all vertices a few times in order to produce
visually pleasing results. In practice, we have found that
four to six iterations tend to produce nice smooth bound-
aries.

Figure 3 illustrates the evolution of the leftmost bound-
ary visible at the bottom of the bunny model shown in fig-
ure 4(b) as the smoothing process progresses. Figures 3(a)
and (d) show the raw reconstructed boundary rendered as
a surface and as a triangle mesh, respectively. Likewise,
figures 3(b) and (e) show the boundary after two iterations
of the smoothing boundary algorithm, and figures 3(c) and
(f) show the same boundary after four iterations of the al-
gorithm. The final bunny model after iterations is shown in
figure 4(c).

3.4 Cost of the Algorithm

For the initialization of the spatial occupancy data structure
each input sample is mapped to a spatial grid cell, which
is then marked as occupied. During a second pass, the 26-
neigborhood of the occupied cells are visited and marked.
Thus, the cost of initializing the data structure isΘ(n),



wheren is the number of input samples. However, as it
can be seen in table 4, the cost of each individual operation
is so low and the initialization cost can be considered neg-
ligible. The space required for this data structure is one bit
per cell.

During isosurface extraction, one can consider two pos-
sible alternatives. First, assume that the implicit function is
evaluated at each lattice vertex (i.e., the SODS is not used
to guide surface extraction), as done by the conventional
marching cubes. In this case, our algorithm requires an ad-
ditional boolean test to be performed at each cell crossed by
the implicit function in order to check if a polygon should
really be extracted. Performing this additional test requires
computing an index into the spatial occupancy data struc-
ture and checking its stored value. The total cost of such
a test isΘ(k), wherek is the number of grid cells crossed
by the surface, and is expected to be much smaller than the
number of grid cells. In this scenario, the cost of the algo-
rithm is dominated by the evaluation of the implicit repre-
sentation at allm vertices of the 3D lattice. As a result, the
algorithm has the same asymptotic cost as marching cubes,
Θ(m).

Now, assume the SODS is used to drive isosurface ex-
traction. In this case, the cost of surface extraction isΘ(k).
Since,k is also expected to be much smaller thanm, one
can expect this version of the algorithm to be, in practice,
significantly faster than the conventional marching cubes.

4 Results

We have implemented the proposed algorithm and used it
to reconstruct surfaces with boundaries from point clouds
acquired from real objects. The implicit representations for
the surfaces were obtained using our implementation of the
algorithm described by Tobor et al. [21]. It combines parti-
tion of the unity with radial basis functions. Thus, given a
set of unorganized points, the cells used for the partition of
unity are obtained by discretizing the bounding box of the
point cloud into a set of axis-aligned and slightly overlap-
ping parallelepipeds. The overlapping is necessary to guar-
antee that the various reconstructed patches will smoothly
blend. We adaptively subdivide the spatial domain until
each cell contains between 50 and 160 samples. Inside each
cell, we fit and reconstruct an RBF representation for the
patch. Note that the use of such small number of sample
points guarantees that the RBF can be safely and quickly
computed without requiring the fast multipole technique
describe in [8].

The set of radial basis functions for a given point cloud
is computed by solving a system of linear equations. In
order to avoid the trivial solution (i.e., a solution with all
coefficients equal to zero), one needs to inform some off-
surface points for distinguishing the interior and the exte-

rior sides of the surface [8], which need to be computed
from the available data. Our algorithm computes the off-
surface points by locally approximating the surface normals
at clusters of points using the technique described in [13].
The obtained normals are then used to add both internal
and external points to the surface. The positions of the new
points are obtained by starting at the original positions and
moving them along the directions of the corresponding nor-
mals.

Table 4 presents some statistics comparing the run-
ning times of our algorithm with the conventional marching
cubes. The measurements were performed using a 1.7 GHz
Athlon XP PC with 512 MB of memory running Windows
2000. Times are expressed in seconds. In all examples, the
SODS resolution matched the resolution of the lattice used
for isosurface extraction by the marching cubes.

The bunny point cloud (figure 5(a)) consists of 34,834
samples and is well-known for containing five holes in its
bottom. For isosurface extraction, the space containing the
point-cloud was discretized in a1003 cubic lattice. The
time for extracting the closed isosurface shown in figure 5(b)
using the conventional marching cubes algorithm was 5,514
seconds. The marching cubes itself cannot reconstruct bound-
aries. In our approach, the spatial occupancy data structure
needs to be initialized before isosurface extraction is per-
formed. For the case of the bunny model, this initializa-
tion took 0.82 seconds. Isosurface extraction with bound-
ary preservation took 5,637 seconds, a2.2% increase in
time compared to the conventional algorithm. Note that
in our current implementation, the implicit representation
is still being evaluated at all vertices of the lattice. We ex-
pect significant speedup by using the SODS to guide the
surface extraction, as described in section 3.2. Besides the
five holes at the bottom of the model, our algorithm also re-
ported four extra small holes whose boundaries contain 4, 4,
11 and 12 edges, respectively. These correspond to under-
sampled regions (figure 2(b)). Our system allows the user
to automatically fill in small holes by specifying the mini-
mum number of edges a boundary should have in order to
be preserved. Figure 4 shows three reconstructions for the
bunny model produced by our algorithm. In (a), the trian-
gles extracted to accelerate the search of boundary edges
were used to fill in the five big holes. Thus, our system pro-
vides the ability to switch, during model visualization, be-
tween hole-free and surface-with-boundary representations
instantly. Figure 4(b) shows the model with the extracted
boundary. Note the jagged edges. Figure 4(c) presents the
final result after four iterations of the boundary smoothing
algorithm.

The original mechanical part model consists of 40,177
samples (figure 6(a)) defining the closed surface shown in
figure 8(a). The truncate part model consists of 37,960 sam-
ples obtained after discarding some of the original samples



(a) (b) (c)

Figure 4: Bunny models reconstructed with our algorithm. (a) Closed surface combining surface and ”hole” triangles. (b)
Boundaries extracted by our algorithm. The jaggy lines are aliasing due to the evaluation of the implicit representation at the
vertices of a lattice. (c) Smooth boundaries obtained from (b) after four iterations of the boundary smoothing algorithm.

Table 1: Running times (in sec.) for two datasets.
regular init. modified

Dataset MC SODS. MC
Bunny 5,514 0.82 5,637

Truncated Part 1,919 0.44 2,284

(figure 6(b)). For isosurface extraction, the space was dis-
cretized in a503 cubic lattice. We reconstructed this model
using both the conventional marching cubes and our algo-
rithm. Marching cubes took 1,919 seconds to perform iso-
surface extraction. The resulting surface is shown in fig-
ure 8(b). Note that the surface boundary has been improp-
erly extended all the way until it reached the limits of the
3D lattice used for evaluation of the implicit representation.
This happened because at the boundary, the surface was lo-
cally diverging. If, however, the surface were locally con-
verging, the implicit representation would tend to close it,
causing the conventional marching cubes algorithm to re-
construct a patch there.

Figure 8(c) shows the reconstructed model produced
by our algorithm from the point cloud shown in figure 6(b).
Note that the surface has been properly truncated at the
boundary. Figure 7 shows the extracted boundary before
and after the boundary smoothing algorithm is performed.
For this model, the initialization of the SODS took 0.44
seconds. Isosurface extraction with boundary preservation
took 2,284 seconds.

5 Conclusion and Future Work

Implicit methods are the most popular approach for sur-
face reconstruction from unorganized point clouds. Among

(a) (b)

Figure 5: Stanford Bunny. (a) Point cloud. (b) Recon-
structed 3D model.

their advantages, they are robust to the presence of noise
and to undersampled regions. Recent advances in implicit
methods [8, 15, 21] have made it possible to reconstruct
complex geometric models represented by millions of sam-
ples. These methods, however, do not handle surfaces with
boundaries. This paper presented an algorithm for recon-
structing implicit surfaces with boundaries that is general in
the sense that it can be used with any implicit surface recon-
structing method. We have demonstrated the effectiveness
of our algorithm by reconstructing implicit surfaces with
boundaries from 3D scans of real objects. Combined with
partition of unity methods, it is possible perform recon-
structions from arbitrarily large datasets using out-of-core
techniques. Our approach is quite intuitive and its imple-
mentation is straightforward. Essentially, the conventional
marching cubes isosurface extraction is extended, becom-
ing conditioned to the result of a query into a spatial occu-
pancy data structure.

Our algorithm allows proper reconstruction of surfaces



(a) (b) (c)

Figure 8: (a) Mechanical part model corresponding to the point cloud shown in figure 6(a). (b) Reconstruction of the trun-
cated model represented by the point cloud shown in figure 6(b) using the marching cubes algorithm. The extracted surface
improperly extends all the way to limits of the 3D lattice used for evaluation of the implicit representation. (c) Reconstruction
of the truncated model using our algorithm, after boundary smoothing. Note that surface is truncated at the correct location.

(a) (b)

Figure 6: (a) Point cloud of a mechanical part acquired with
a 3D scanner. (b) Point cloud obtained from (a) after dis-
carding the top portion of the model.

with boundaries. It also provides the means for exploration
and visualization of arbitrary contours and cross-sections
on implicit representations. For instance, the point cloud
corresponding to the model shown figure 8(c) was obtained
by using a plane do split the set of original samples. We
are currently developing a tool for interactive definition of
complex cross-sections on implict models. The flexibility
of implicit modeling also opens up other avenues for future
exploration. For instance, Ohtake et al. [15] have demon-
strated the use of CSG operations and morphing in the con-
text of the partition of unity framework. We are investigat-

(a) (b)

Figure 7: Boundary of the truncated mechanical part.
(a) Original boundary extracted by our algorithm. Note the
existence of some small dents. (b) Smooth boundary after
six iterations of the smoothing algorithm.

ing the use of these operation in the context of our algo-
rithm. This should allow us to perform boolean operations
and morphing involving surfaces with boundaries.
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