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Abstract 
 Most rendering engines subdivide arbitrary polygons 
into a collection of triangles, which are then rendered 
independently of each other. This procedure can 
introduce severe artifacts when rendering texture-mapped 
quadrilaterals. These errors result from a fundamental 
limitation: the impossibility of performing general 
projective mappings using only the information available 
at the vertices of a single triangle. Texture mapping 
involving arbitrary quadrilaterals has practical 
importance in applications that use real images as 
textures, such as in image-based modeling and rendering. 
This paper presents an efficient adaptive-subdivision 
solution to the problem, which, due to its simplicity, can 
be easily incorporated into graphics APIs.  

1 Introduction 

Polygonal meshes are extensively used in computer 
graphics to approximate arbitrary surfaces using simple 
planar primitives. While triangles are by far the most used 
of these primitives, quadrilaterals are also frequently used, 
especially for the modeling of large textured planar 

surfaces. Graphics libraries, such as OpenGL, have 
recognized the importance of quadrilaterals for geometric 
modeling and provide special constructs for specifying 
quadrilaterals directly [21].  

To simplify the design of graphics hardware, arbitrary 
polygons are usually subdivided into triangles, which are 
then rendered independently of each other. This practice, 
however, can introduce objectionable artifacts when 
rendering texture-mapped quadrilaterals. Although texture 
mapping of quadrilaterals is an well-understood problem 
[10], these errors persist due to the impossibility of 
performing arbitrary projective mappings using only the 
information available at the vertices of a single triangle. 
This is an artifact of the triangle-oriented graphics pipeline 
and cannot be fixed with the use of perspective-correct 
interpolation techniques [2, 11] during rasterization. Thus, 
all state-of-the-art polygon engines suffer from these 
problems.  

Mappings involving arbitrary quadrilaterals have 
practical importance for applications that use real images 
as textures, such as in image-based modeling and 
rendering [6, 7, 8, 13]. For instance, consider the problem 
of constructing geometric models for buildings from a set 

Figure 1. View of an old building produced by texture mapping two rectangles using texture patches from the photograph 
shown in Figure 2. The image on the left was rendered conventionally using OpenGL. Note the distorted façade. On the 
right, the rendering produced using our algorithm.    



of uncalibrated photographs (i.e., without explicit 
information about the camera pose or the imaged 
geometry) [8, 13]. Figure 2 shows a photograph of an old 
building for which a texture-mapped box can be used as a 
reasonable approximate model. Notice, however, that due 
to the foreshortening introduced by perspective projection, 
the image of the façade is not rectangular. When textured 
onto a rectangle using, for instance, OpenGL, the resulting 
image presents severe distortions (Figure 3 (bottom left)). 
The image to its right shows the rendering produced by 
our algorithm. In this case, although occlusions are still 
relative to the original viewpoint, the errors introduced by 
the rasterization of triangles have been removed. Notice, 
for example, the horizontal and vertical lines of the 
portals.  

While several researchers [12, 14, 3, 19, 18, 17] have 
devised methods for minimizing distortions resulting from 
the mapping of textures onto arbitrary surfaces, we focus 
on a much more restricted problem: eliminating texture 
distortions introduced by current graphics engines (as 
opposed to distortions introduced during the mapping 
itself). Note, however, that the rendering of distortion-free 
mappings may still contain artifacts introduced during 
rasterization, as illustrated in Figure 3 (left).  

 This paper presents an efficient adaptive-subdivision 
solution to remove these artifacts.  The subdivision 
process is driven by the shapes of the quadrilateral and the 
texture patch, as well as by the projected area of the 
quadrilateral in screen space. The algorithm is based on 
the observation that mappings involving parallelograms 
are affine and, therefore, can be correctly performed by a 
triangle-oriented rasterization unit. We show that by 
recursively subdividing a convex quadrilateral, the 
resulting polygons converge to parallelograms. Thus, the 
solution consists of adaptively subdividing both the 
polygons and the texture patches before rendering.  

Section 2 provides a review of some relevant 
observations for understanding the problem and its 
solution. Section 3 describes the details of the subdivision 

algorithm, while Sections 4 and 5 presents results and 
conclusions. 

2 Understanding the Problem 

Consider a texture map defined over the parameter 
space [0,1]x[0,1] and a trapezoid Q with vertices A, B, C 
and D, as shown in Figure 4. Also, let texture coordinates 
(0,0), (1,0), (1,1) and (0,1) be assigned to vertices A, B, C 
and D, respectively. While the expected image resulting 
from such a mapping is illustrated in Figure 5, the results 
produced by current graphics engines are shown in 
Figure 6. These are not only incorrect, but are also 
dependent on the order in which the vertices of the 
quadrilateral are specified. For example, in Figure 5 (left) 
the vertices were specified as A, B, C and D. In Figure 5 
(right), the order was B, C, D and A.  As the trapezoid is 
subdivided along one of its diagonals, half of the texture is 
compressed in the smaller triangle, while the other half is 
stretched in the bigger one (Figure 6). The underlying 
triangles are easily identifiable. 

 

 

 

Figure 2. Photograph of an old building. 

Figure 3. Mapping the building façade onto a rectangle 
(top). Rendering produced by OpenGL (bottom left). 
Result produced by our algorithm (bottom right). 

Figure 4. Texture map (left) and trapezoid (right). 
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2.1 From Another Perspective 

Another way to understand this problem is to 
consider it from a texture-mapping perspective. Texture 
mapping can be conceptually understood as a two-step 
process: a transformation from texture to object space 
followed by a transformation from object to screen space 
[10]. The 3D coordinates of a point P inside Q can be 
expressed as a bilinear interpolation of the coordinates of 
the vertices of Q, as shown in Equation (1), where (s,t) are 
the normalized coordinates (i.e., s, t ∈  [0,1]) associated 
with P in Q. 

The mapping from texture to object space can be 
simply stated as P(s,t).color = Texture(s,t). But bilinear 
mappings only preserve straight lines that are horizontal 
and vertical in the source quadrilateral. Lines in all other 
orientations are mapped to quadratic curves [20]. Figure 7 
illustrates this situation for the case of the diagonals of the 
two quadrilaterals shown in Figure 3. Points along the 
diagonals of the polygons shown on the left are mapped to 
points with the same normalized coordinates in the 
polygons on the right. Since, in general, diagonal lines are 
not mapped to each other (but to quadratic curves), 
interpolation of texture coordinates associated with the 
vertices of the subdivided triangles (as done by 
rasterization units) produces incorrect results. Preserving 
diagonal lines is equivalent to obtaining an affine 
mapping, which exists if both quadrilaterals are 
parallelograms  (see Appendix A).    

The artifacts in Figures 6 and 3 (left) result from the 
fact that the mapping between two planar quadrilaterals 

usually involves a projective transformation, thus 
requiring the specification of correspondences among four 
points in each quadrilateral [10]. Correspondences 
including only the three vertices of a triangle are not 
enough in general. However, the mapping between two 
parallelograms is affine and, in this case, as it suffices to 
establish correspondences between three pairs of non-
collinear points, rasterization units produce correct 
renderings (Figure 8). 

3 The Adaptive Subdivision Algorithm  

Most quadrilaterals and texture patches are not 
parallelograms.  One possible approach to reduce the error 
is to use subdivision. Catmull’s algorithm [4], for instance, 
consists of subdividing patches until they reach a pixel 
size. We show that polygons obtained by repeated uniform 
subdivision of convex quadrilaterals converge to 
parallelograms (Appendix B). Our algorithm then 
recursively subdivides the original quadrilateral and the 
texture patch until each of the sub-quadrilaterals (in both 
object and texture space) closely approximates a 
parallelogram. The subdivision process is driven 
simultaneously by the shapes of the polygon and the 
texture patch, as well as by the projected area of the 

Figure 8. Rendering of a parallelogram as two triangles 
(left). The diagonals of the two parallelograms map to each 
other (right). 

(a) 

(b) 

Figure 7. Diagonal lines are mapped to quadratic 
curves under bilinear transformations.  Figure 6. Texture-mapped trapezoid rendered by state-of-

the-art graphics hardware. The results are incorrect and 
dependent of the order in which the vertices are specified. 

Figure 5. Desired texture-mapped polygon. 
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quadrilateral in screen space, as it will be explained 
shortly. Figure 12 illustrates the case of a mapping 
involving quadrilaterals of arbitrary shapes.  

An important aspect of any adaptive subdivision 
procedure is a criterion to decide when subdivision is 
necessary. Usually, this takes the form of an error metric 
and some threshold. We take advantage of the unique 
geometry of a parallelogram to define a simple subdivision 
criterion. Opposite angles (sides) of a parallelogram have 
equal values (lengths) (Figure 9 (left)). Thus, let       
V1 = A –B, V2 = C – B, V3 = C – D and   V4 = A – D be 
four vectors associated to the edges of a quadrilateral 
(Figure 9 (right)). For a parallelogram, V1 ⋅ V2 = V3 ⋅ V4 
and V1 ⋅ V4 = V2 ⋅ V3. Then, for each texture-mapped 
quadrilateral, we compute the differences 
d1 = abs(V1 ⋅ V2  - V3 ⋅ V4) and d2 = abs(V1 ⋅ V4 – V2 ⋅ V3) 
and check if they are below a certain threshold. Note that 
the use of non-normalized vectors in the dot products 
favors the subdivision of larger polygons, which are most 
likely to exhibit noticeable artifacts. Given a texture patch 
Tp to be mapped onto a quadrilateral, the algorithm 
computes a similar set of four vectors for Tp and performs 
analogous difference tests, but in this case using a smaller 
threshold tailored for the normalized texture space. If 
either the polygon or the texture patch fails its 
corresponding test, both are subdivided according to their 
normalized coordinates. The subdivision itself is quite 
straightforward. It consists of introducing a total of five 
new vertices: one in the middle of each original edge, plus 
a vertex shared by all sub-quadrilaterals.  Their 
coordinates are given by AB=(A+B)*0.5, BC=(B+C)*0.5, 
CD=(C+D)*0.5, AD=(A+D)*0.5, ABCD = (AB+CD)*0.5, 
respectively (Figure 11).  

If the projection of the polygon covers only a few 
pixels on the screen, the use of thresholds defined in 
object and texture spaces might lend to unnecessary 
refinement. A screen-space criterion should be included to 
avoid unneeded subdivisions. For this, we use the 
projected area of the original quadrilateral computed at 
each frame. Since any step of the subdivision procedure 
divides a quadrilateral into four smaller polygons, the 
algorithm assumes that the quadrilateral is split into four 

regions of equal areas. Although this assumption is often 
incorrect, it provides a good approximation and is used to 
avoid computing the projected area for sub-quadrilaterals.  

The pseudocode for the adaptive subdivision 
algorithm is shown in Figures 10 and 11.  In Figure 10, we 
calculate the projected area (in pixels) of the original 
quadrilateral as the area of a 2D polygon [16]. The pixel 
coordinates are obtained using the ModelView and 
Projection matrices, as well as the dimensions of the 
window readily available from OpenGL [21].  The 
computed area is then passed as a parameter to the 
adaptive subdivision algorithm shown in Figure 11. 

 The adaptive subdivision procedure (Figure 11) 
computes the difference values d1 and d2, for both the 
quadrilateral and the texture patch. The differences are 
then compared to threshold values defined for object space 
(threshold_q) and texture space (threshold_t), 
respectively. If all difference values are below their 
corresponding thresholds or if the area of the quadrilateral 
is less than two hundred pixels, the quadrilateral is 

Figure 9. Opposite angles (sides) of a parallelogram are 
equal (left). Four vectors defined by the vertices of the 
quadrilateral (right).  
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void ComputeAreaAndDraw(Quad Q, Text_param ST,  
                                              int window_width, int window_height) 
{ 
  GLfloat  modelViewMatrix[16],  projMatrix[16],   vertices[16]; 
 Vec2f vertex_pixel[4]; 
 float polygon_area = 0.0; 
// 
glGetFloatv(GL_MODELVIEW_MATRIX, modelViewMatrix); 
glGetFloatv(GL_PROJECTION_MATRIX, projMatrix); 
Initialize_vertices_matrix(Q, vertices); 
//   multiply Projection*ModelView*vertices 
 glPushMatrix(); 
    glLoadIdentity(); 
    glMultMatrixf(projMatrix); 
    glMultMatrixf(modelViewMatrix); 
    glMultMatrixf(vertices); 
    glGetFloatv(GL_MODELVIEW_MATRIX, vertices); 
 glPopMatrix(); 
//  perspective division 
 for (int i=0; i<13; i+=4)  
     if (vertices[i+3] != 0) { 
         vertices[i]   /= vertices[i+3];   vertices[i+1] /= vertices[i+3]; 
     } 
//  map vertices to pixel coordinates 
for (i=0; i<4; i++) { 
   vertex_pixel[i].x =  0.5*(vertices[4*i] + 1.0f)*window_width;  
   vertex_pixel[i].y = 0.5*(vertices[4*i+1]+ 1.0f)*window_height; 
} 
//  compute polygon area in pixels 
 for (i=0; i<4; i++)  
       polygon_area += (vertex_pixel[i].x*vertex_pixel[(i+1)%4].y - 
                                        vertex_pixel[i].y*vertex_pixel[(i+1)%4].x); 
 polygon_area = 0.5*fabs(polygon_area); 
//   call subdivide and draw 
  SubdvideAndDrawQuad(Q,  ST, polygon_area); 
} 

 

Figure 10. Computation of the projected area of the 
quadrilateral in screen space. 



rendered. Otherwise, it is subdivided and the procedure is 
recursively called for the four sub-quadrilaterals. The 
resulting mesh is an unrestricted quad-tree [5]. 

4 Results 

 We have implemented the adaptive subdivision 
algorithm described in Figures 10 and 11 in C++. 
According to our experience, an object-space threshold 
(threshold_q in Figure 11) of 10-3 and a texture-space 
threshold (threshold_t) of 10-4 seems to be appropriate to 
detect the need for polygon and texture subdivisions, 
respectively.  For the screen-space criterion, we used a 
polygon area of two hundred pixels, which was defined 
empirically.  The use of an area threshold of four hundred 
pixels produces virtually the same results, except when the 
entire original quadrilateral covers a little less than four 
hundred pixels and, in this case, the artifacts introduced by 
conventionally rendering the quadrilateral as two triangles 
are still noticeable.   

Figure 12 illustrates the case where both the polygon 
and the texture patch are not parallelograms and both drive 
the subdivision process. The polygon was oriented parallel 
to the image plane to avoid foreshortening introduced by 
perspective projection, thus allowing us to fully 
concentrate on the artifacts to be corrected for. On the top 
left image, a polygonal line highlights the limits of the 
texture patch. The image on the top right shows the 
conventional rendering produced by OpenGL. The bottom 
left image shows the adaptively subdivided mesh and, to 
its right, the artifact-free rendering produced by our 
algorithm.  

Figure 13 illustrates the effect of the screen-space 
criterion for stopping the subdivision process. Here, the 
same texture patch used in Figure 12 was mapped to the 

Figure 12. Mapping involving quadrilaterals of arbitrary 
shapes. The selected portion of the checkerboard on top left 
was texture-mapped onto the quadrilateral shown to its 
right. Top right: result produced by OpenGL. Bottom left: 
adaptively subdivided mesh. Bottom right: rendering 
produced with our algorithm. 

void SubdvideAndDrawQuad(Quad Q, Text_param ST,   
                                                       float q_area) 
{ 
 Quad Q_prime;  
 Text_param ST_prime; 
//  compute the dot products for the polygon 
 float  v1_dot_v2_quad = (Q.A – Q.B) dot (Q.C – Q.B); 
 float  v3_dot_v4_quad = (Q.C – Q.D) dot (Q.A – Q.D); 
 float  v1_dot_v4_quad = (Q.A – Q.B) dot (Q.A – Q.D); 
 float  v2_dot_v3_quad = (Q.C – Q.B) dot  (Q.C – Q.D); 
//  compute the dot products for the texture 
 float  v1_dot_v2_text = (ST.A – ST.B) dot (ST.C – ST.B); 
 float  v3_dot_v4_text = (ST.C – ST.D) dot (ST.A – ST.D); 
 float  v1_dot_v4_text = (ST.A – ST.B) dot (ST.A – ST.D); 
 float  v2_dot_v3_text = (ST.C – ST.B) dot  (ST.C – ST.D); 
//  check if the quad covers less than 200 pixels or if  
// differences are less than the threshold 
if (q_area < 200 ||       // area of the quad in pixles 
    (fabs(v1_dot_v2_quad - v3_dot_v4_quad) < threshold_q  && 
     fabs(v1_dot_v4_quad - v2_dot_v3_quad) < threshold_q  &&  
     fabs(v1_dot_v2_text - v3_dot_v4_text) < threshold_t  && 
     fabs(v1_dot_v4_text - v2_dot_v3_text) < threshold_t))  { 
//   no need to subdivide: draw the quadrilateral 
     glBegin(GL_QUADS); 
           glTexCoord2fv(&(ST.A.s));  glVertex3fv(&(Q.A.x)); 
           glTexCoord2fv(&(ST.B.s));  glVertex3fv(&(Q.B.x)); 
           glTexCoord2fv(&(ST.C.s));  glVertex3fv(&(Q.C.x)); 
           glTexCoord2fv(&(ST.D.s));  glVertex3fv(&(Q.D.x)); 
      glEnd(); 
 } 
  else {    //    subdivide the quadrilateral 
             vec3f AB = (Q.A + Q.B)*0.5f; 
       vec3f  BC = (Q.B + Q.C)*0.5f; 
       vec3f  CD = (Q.C + Q.D)*0.5f; 
        vec3f AD = (Q.A + Q.D)*0.5f; 
        vec3f ABCD = (AB + CD)*0.5f; 
//    subdivide texture  parameter space 
      vec2f AB_st = (ST.A + ST.B)*0.5f; 
      vec2f BC_st =  (ST.B + ST.C)*0.5f; 
      vec2f CD_st = (ST.C + ST.D)*0.5f; 
      vec2f AD_st = (ST.A + ST.D)*0.5f; 
      vec2f ABCD_st = (AB_st + CD_st)*0.5f; 
//   Initialize parameters and  recursive call 
      Q_prime(A, AB, ABCD, AD);  
      ST_prime(A_st, AB_st, ABCD_st,  AD_st); 
      SubdvideAndDrawQuad(Q_prime, ST_prime, 0.25*q_area); 
      Q_prime(AB, B, BC, ABCD);  
      ST_prime(AB_st,   B_st,    BC_st,   ABCD_st); 
      SubdvideAndDrawQuad(Q_prime, ST_prime, 0.25*q_area); 
      Q_prime(ABCD, BC, C, CD);  
      ST_prime(ABCD_st, BC_st,   C_st,    CD_st); 
      SubdvideAndDrawQuad(Q_prime, ST_prime, 0.25*q_area); 
      Q_prime(AD, ABCD, CD, D);  
      ST_prime(AD_st,  ABCD_st, CD_st,  D_st); 
      SubdvideAndDrawQuad(Q_prime, ST_prime, 0.25*q_area); 
   } 
} 

Figure 11. Adaptive subdivision algorithm. 



trapezoid of Figure 4. As the projected area of the polygon 
gets smaller, the screen-space threshold prevents the 
subdivision process from proceeding through unnecessary 
steps (Figure 13). The mesh then becomes progressively 
coarser going from several polygons down to a single 
quadrilateral (left column) without affecting the quality of 
the rendering (right column). From top to bottom, the 
projected areas of the quadrilaterals shown in Figure 13 
cover 33,600, 11,879, 3,051, 795 and 197 pixels, 
respectively.    

The subdivision criterion is evaluated on the fly and, 
therefore, vertex and texture coordinates can be changed at 
any time. This is illustrated in Figure 14, where the top 
row shows a checkerboard viewed in perspective. Note 
that, since both the polygon and the texture patch are 
parallelograms (squares), the algorithm performs no 
subdivisions. As vertex V (the bottom right vertex in 
Figure 14) is dragged in 3D, the quadrilateral is 
automatically subdivided to avoid rendering artifacts. This 
is shown in the middle and bottom rows of Figure 14. In 
these examples, polygon planarity was enforced. In the 
middle row, V was pulled back and to the left. On the 
bottom row, V was pushed closer to the other vertices. The 
corresponding meshes are shown on the left and illustrate 
the dynamics of the subdivision process.  

If the vertices of the quadrilateral are not constrained 
to be coplanar, the adaptive subdivision algorithm can still 
be used (Figure 15). In this case, however, one should not 
perform the area size test shown in Figure 11 
(q_area<200). Projections of non-planar quadrilaterals 

may fold over depending on the viewing conditions, 
causing the fold silhouettes to “pop”. This happens 
because a slight change in viewpoint may cause the 
estimated projected area of the associated sub-
quadrilaterals to oscillate above and below the area-
subdivision threshold, thus causing different numbers of 
polygons to be rendered at the silhouettes.   

Figure 1 shows the rendering of the building in 
Figure 2 from a novel viewpoint. These images were 
produced by texture mapping two rectangles with two 
(quadrilateral) texture patches corresponding the to façade 
and the visible sidewall of the building. The image on the 
left was produced by conventionally texture mapping the 
rectangles using OpenGL. Note the severe distortions on 
the façade. The image on the right was rendered using our 
adaptive subdivision algorithm and presents no such 
distortions. 

The presented algorithm removes artifacts at the 
expense of rendering extra polygons. Although the 
rendering time is expected to increase, most scenes contain 
a relatively small number of quadrilaterals. Moreover, 
current PC graphics accelerators are already capable of 
rendering about thirty million triangles and about two 
billion filtered textured pixels per second   [1,15]. As a 
result, the renderings produced with the proposed 
algorithm show a great improvement in image quality 
while no perceived frame-rate degradation has been 
observed. 

Adaptive subdivision of quadrilateral meshes 
introduces T-vertices, which can be eliminated by splitting 
the corresponding quadrilaterals into triangles [5]. 
Although T-vertices are a major concern when the 
illumination function is evaluated only at the vertices of 
the mesh, such as in Gouraud shading [9] and in radiosity 

Figure 13.  As the projected area of the quadrilateral in 
screen space becomes smaller, the resulting mesh becomes 
coarser. 

Figure 14. Top: a checkerboard seen in perspective. 
Middle and bottom: as vertex V is dragged in 3D, the 
quadrilateral is automatically re-tessellated. In all cases the 
corresponding meshes are shown to the left. 
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methods [5], the problem is less concerning in the 
presence of flat textured surfaces, especially if the 
resulting polygons are small.  

The presented subdivision algorithm was designed for 
convex quadrilaterals. When used with concave 
quadrilaterals, the shared vertex may fall outside of the 
original polygon and the resulting rendering will exhibit a 
fold similar to the ones produced in the case of non-planar 
quadrilaterals (Figure 15). The conventional rendering of 
concave texture-mapped quadrilaterals (as two triangles) 
may also present a fold depending on the order in which 
the vertices are specified. Selecting the shared vertex so 
that all edges of the sub-quadrilaterals fall inside the 
original quadrilateral eliminates the folding problem. 

5 Conclusions 

Graphics engines usually subdivide arbitrary polygons 
into triangles, making it impossible, in general, to 
correctly render texture-mapped quadrilaterals from the 
resulting triangulation. This paper introduced an adaptive 
subdivision algorithm for correcting these artifacts. The 
subdivision is guided by the shapes of the quadrilateral 
and texture patch, and by the projected area of the 
quadrilateral in screen space.  The algorithm is simple, 
efficient, and can be easily incorporated into graphics 
APIs to hide the limitations of the underlying hardware.  

The discussed artifacts result from non-linear mappings 
involving the quadrilateral and the texture map (Figure 7). 
If texture coordinates are carefully assigned so that the 
mapping is linear, no distortions happen. Figure 16 
illustrates this situation, which is the typical case for 
polygons with more than 4 sides.  Although this produces 
images without artifacts, it limits the results that can be 
achieved. 

The presented subdivision approach can be used with 
any texture-resampling method. Although the most 
immediate application of this algorithm is to correct 
artifacts in conventional texture mapping, it can also be 
used with other kinds of mappings (e.g., bump mapping 
and normal mapping) involving quadrilateral patches.  
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Appendix A 

Preserving diagonal lines between two quadrilaterals is 
equivalent to obtaining an affine mapping. Rewriting 
Equation (1) in terms of the x and y (or z) components of 
the vertices of Q, one gets: 

Solving Equations (2) and (3) for s and t gives1  

where 

 

 

 

and 

  In order for the diagonals of two quadrilaterals to map to 
each other, Equations (4) and (5) should be linear in s and 
t, respectively, for both quadrilaterals. This can be 
achieved, for instance, if k3 = k6 = 0, in which case they 
become parallelograms and the mapping becomes affine. 
                                                           
1 The (s,t) indices associated with A, B, C, D and P were omitted to 

improve readability. 

Figure 15. Non-planar quadrilateral. 
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Figure 16. Trapezoid mapped with the checkerboard in 
Figure 4 (left) with the assigned texture coordinates. 
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Appendix B 

Polygons obtained by repeated uniform subdivision of 
convex quadrilaterals converges to parallelograms. 

Proof: Let (x1, y1), (x2, y2), (x3, y3) and (x4, y4) be the 
coordinates of the vertices of a quadrilateral in 2D (the 
extension to 3D is straightforward) shown in Figure 17.  
Also, let s1 and s2 be the slopes of the line segments l1 and 
l2, respectively.  Vi and Vj are two new vertices introduced 
by the subdivision process and whose coordinates are 
given by 0.5*(x1+x2, y1+y2) and 0.5*(x3+x4, y3+ y4), 
respectively. In order to show that as the subdivision 
progresses the sub-quadrilaterals converge to 
parallelograms, it suffices to show that the value of the 
slope s3 of line l3 defined by Vi and Vj is between the 
values s1 and s2 (i.e., the sides of the sub-quadrilaterals 
converge to parallel segments). The subdivision along the 
other dimension is similar. 

 Thus, without loss of generality, let s1 ≥ s2. If s1 ≥ s3 ≥ s2, 
according to Figure 17 

Verifying Inequality (6) is equivalent to show that (7) is 
true. 

From the left hand side of (7),  a ≤ b(c/d) and c ≥ d(a/b).  

From the right hand side of (7), 
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Figure 17. A quadrilateral with arbitrary shape. 
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