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“It is not knowledge, but the act of learning,

not possession but the act of getting there,

which grants the greatest enjoyment.”

— CARL FRIEDRICH GAUSS
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ABSTRACT

This dissertation revisits fundamental aspects of computational photography using state-of-

the-art deep-learning strategies to improve them. We propose two novel techniques that

enhance the digital-photography pipeline. More specifically, we show how to improve

image acquisition and noise handling. For image acquisition, we present a novel approach

based on convolutional neural networks for jointly optimizing the design of color filter

arrays and demosaicing. Our trained models provide high-quality color reconstruction and

achieve higher peak signal-to-noise ratio (PSNR) values on standard datasets, surpassing

previous techniques for both noise-free and noisy data. For noise handling, we propose an

architecture based on generative adversarial networks (GANs) that is capable of adjusting

the noise level of a given image. Through validation tests, we show that the noise generated

by our models are much closer to what is found in photographs when compared to existing

methods (Gaussian/Poisson noise). We evaluate the use of our generative models when

training a denoiser, showing that training with images synthesized by our models indeed

have superior performance on natural-images denoise benchmarks. By improving core

steps of the digital-imaging pipeline, our methods have the potential to improve the overall

quality of digital photographs.

Keywords: Digital photography. Color filter array. Demosaicing. Natural noise. Denois-

ing.



Aperfeiçoando a Fotografia Digital:

Revisitando Aspectos Fundamentais sob uma Visão de Deep Learning

RESUMO

Esta tese revisita aspectos fundamentais da fotografia computacional, enquanto os aper-

feiçoa utilizando estratégias de deep-learning do estado da arte. Esta tese propõe duas

técnicas que aprimoram o pipeline de fotografia digital. Especificamento, nós mostramos

como melhorar o processo de aquisição de imagens e o tratamento de ruído natural. Para

aquisição de imagens, nós apresentamos uma técnica inovadora baseada em Convolutional

Neural Networks que otimiza conjuntamente o design de color filter arrays e o método

de demosaicing. Os modelos treinados proporcionam reconstruções de alta qualidade,

alcançando valores de PSNR (Peak Signal-to-Noise Ratio) maiores em diversos datasets,

superando técnicas anteriores tanto para o caso de imagens sem ruído quanto para ima-

gens ruidosas (demosaicing+denoising). Para o tratamento de ruído, nós propomos uma

arquitetura baseada em GANs (Generative Adversarial Networks) que é capaz de ajustar o

nível de ruído presente em uma imagem. Através de testes de validação, nós mostramos

que o ruído sintetizado por nossos modelos é muito mais próximos que o encontrado em

fotografias reais quando comparado com os métodos existentes (Gaussiano/Poisson). Nó-

savaliamos o uso de nossos modelos generativos no treinamento de denoisers, mostrando

que os denoisers treinados utilizando imagens sintetizadas pela nossa ténica conseguem

uma performance superior em benchmarks de remoção de ruído de images naturais. Visto

que nossas técnicas melhoram aspectos importante do pipeline de imagens digitais, elas

têm o potencial de melhorar a qualidade geral de fotografias digitais.

Palavras-chave: fotografia digital, color filter array, demosaicing, denoising, composição

de imagens.
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1 INTRODUCTION

The advent of digital photography brought several advantages over traditional

analog photography, such as reduced camera sizes and instant image previews. But most

important, digital photography has also led to several technical improvements, such as

higher-resolution images1, faster capture times, less noise, higher dynamic range, image

stabilization, and post-production possibilities (MILBURN; ROCKWELL; CHAMBERS,

2002; SIMON, 2004; WHITE; DOWNS, 2005; GUSTAVSON; HOUSE, 2012; ARCHAM-

BAULT, 2015b). Nonetheless, digital photography still faces several challenges, ranging

from image acquisition to post-processing.

Research on digital photography has grown substantially in recent years, and many

research subareas have emerged and broadened. Image acquisition, image manipulation,

and computational photography are a few examples. For instance, recent works on im-

age acquisition propose distinct color filter arrays (CFAs) (HIRAKAWA; WOLFE, 2008;

CONDAT, 2009; CONDAT, 2010; CONDAT, 2011; HAO et al., 2011; CHAKRABARTI;

FREEMAN; ZICKLER, 2014; BAI et al., 2016; CHAKRABARTI, 2016), new demosaic-

ing methods for the current Bayer CFA (WANG, 2014; KAUR; BANGA, 2015; GHARBI

et al., 2016; RATNASINGAM, 2019), and new ways to handle noise (DABOV et al.,

2007; BURGER; SCHULER; HARMELING, 2012; ZHANG et al., 2016; CHEN et al.,

2018; BROOKS et al., 2019). Many more works focus on image manipulation: only in

the past five years there have been dozens of new techniques addressing image inpaint-

ing (LIU et al., 2016; THONAT et al., 2016; YI et al., 2020), style transferring (YAN et

al., 2015; CHANG et al., 2015; LEE et al., 2016; HEO; LEE; JUNG, 2016; KIM et al.,

2020), edge-aware filtering (XU et al., 2015; CHAMPANDARD, 2016; DENG, 2016),

automatic colorization of grayscale images (LARSSON; MAIRE; SHAKHNAROVICH,

2016; ZHANG; ISOLA; EFROS, 2016; IIZUKA; SIMO-SERRA; ISHIKAWA, 2016;

SHAMSABADI; SANCHEZ-MATILLA; CAVALLARO, 2020), image composition (ZHU

et al., 2015; ZHAO et al., 2015; KEMELMACHER-SHLIZERMAN, 2016; TSAI et al.,

2016; SHOCHER et al., 2020), saliency-map estimation (WANG et al., 2015; LIU et al.,

2015; BYLINSKII et al., 2016; PAN et al., 2016; TSIAMI; KOUTRAS; MARAGOS,

2020), and many others (SHIH et al., 2015; SCHULER et al., 2016; FRIED et al., 2016;

Xu et al., 2017; ZHANG et al., 2020).

Despite the number of works that improved the digital-photography pipeline in

1compared to 35mm films
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some way, there is still need for improvement in several areas. For instance, currently, most

digital cameras rely on color filter arrays to sparsely sample colors that are interpolated by

a demosaicing algorithm. In addition, noise is still a challenge when capturing photographs.

Such noise may be introduced by high temperature, statistical quantum fluctuations (e.g.,

shot noise), electromechanical interference, and many other factors related to the electronic

circuitry responsible for capturing and processing the image. In this dissertation, we focus

on these two core problems: the capture of color images through CFAs, and noise handling.

We make use of deep learning algorithms for designing CFAs and demosaicing methods

that achieve higher quality reconstructions, as well for synthesizing noise with greater

resemblance to natural noise. We demonstrate that the noise synthesized by our method

improves the performance of a trainable denoiser. Since practically all digital cameras

today make use of CFAs for acquiring color pictures, and all digital photographs suffer (to

a certain degree) from noise, the proposed methods have direct impact on the quality of

digital photography.

1.1 Thesis Statement

This dissertation introduces novel methods for improving the quality of digital

photographs. Its central idea can be summarized as:

It is possible to use deep learning techniques to improve the acquisition

of color and noise handling during the digital imaging pipeline. By improving

early steps of this pipeline, these techniques have the potential to improve the

overall quality of digital photographs.

I will demonstrate this statement by proposing techniques to improve two funda-

mental aspects of digital photography: first, a technique for simultaneous design of CFAs

and demosaicing strategies that improves the acquisition of color images; and second, a

technique for synthesizing camera noise. Such more realistic noise can be used for training

denoisers that more effectively reduce/remove noise from real photographs.

1.2 Contributions

This dissertation addresses two important aspects of digital photography: the color

acquisition, and noise handling. Its main contributions include:
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• A method for the joint design of CFA pattern and demosaicing that minimizes color-

reconstruction errors (Section 3.3). Our model is the first to optimize CFA colors

over the entire RGB color space, while jointly optimizing demosaicing. The results

produced by our system outperform previous solutions in terms of PSNR for both

noise-free and noisy data (Section 3.4);

• An autoencoder architecture that models the color-image capture process on single

monochromatic sensors. Our architecture achieves fast training convergence on

image patches, and works with CFAs of different sizes, including existing ones

(Section 3.3.1);

• A joint design of CFA and demosaicing for capturing NIR along with visible light

(Section 3.4.3). Our method is the first one to consider the use of color filters that

capture NIR and visible information jointly;

• A method for adjusting the noise level of an input photograph to match a target ISO

level (Section 4.3). Its results produce significantly better approximations to natural

noise than previous synthetic noise generators;

• A new loss formulation and architecture design for use with CycleGANs for allowing

the adjustment of noise level (Section 4.3.4). Such decisions result in more realistic

noise, whose statistics approximate the ones of real photographs with the same ISO

value.

1.3 Publications

This work resulted in two publications: Deep Joint Design of Color Filter Ar-

rays and Demosaicing (HENZ; GASTAL; OLIVEIRA, 2018), published at Eurographics

2018 (Chapter 3); and Synthesizing Camera Noise using Generative Adversarial Net-

works (HENZ EDUARDO S. L. GASTAL, 2020), published at IEEE Transactions on

Visualization and Computer Graphics 2020 (Chapter 4). We provide the implementations

of these techniques, as well as their trained models and data, in the following webpages:

• https://bernardohenz.github.io/projects/joint_cfa_demosaicing

• https://bernardohenz.github.io/projects/synthesizing_noise

https://bernardohenz.github.io/projects/joint_cfa_demosaicing
https://bernardohenz.github.io/projects/synthesizing_noise
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1.4 Thesis Structure

This dissertation is organized as follows. Chapter 2 presents an introduction to

Convolutional Neural Networks (CNNs) and Generative Adversarial Networks (GANs),

which are central to this research.

Chapter 3 presents a novel approach for jointly optimizing the design of CFA

and demosaicing, encountering pairs (CFA+demosaicing strategy) that yield better image

reconstructions, with better color fidelity. We also show how to train a model suited

for images corrupted with noise, where our method also surpasses existing ones. It is

worth to mention that, as CFAs and demosaicing are the standard way of capturing color

information on image sensors, any improvements on them should increase the quality of

digitally-captured images.

Chapter 4 covers an old, yet recurrent problem: noise. While there are many

works focusing on estimating/attenuating noise, they are still far from being fully reliable.

The main reason for that is the lack of a good model for synthesizing realistic noise.

While many methods for denoising train and validate their results on images corrupted

by synthetic noise, they tend to not perform well in the presence of natural noise2. This

happens because natural noise is much more complex, and cannot be modeled by a simple

Gaussian model. We present a model that generates noise closer to what is found in digital

photographs, and demonstrate that training a denoiser with such a model results in superior

performance on natural-noise benchmarks compared to previous methods.

Chapter 5 summarizes this dissertation and discusses potential ideas for future

exploration.

2We refer to natural noise as the one associated with the image acquisition process.
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2 BACKGROUND AND RELATED WORKS

This Chapter presents a brief review of Convolution Neural Networks (CNNs)

and Generative Adversarial Networks (GANs), as they provide the foundation for the

techniques described throughout this dissertation. We start by giving an intuitive and

gentle introduction, followed by a list of recent works that use them to improve the Digital

Photography area. For a more detailed explanation, we refer to the readers the following

references (LI; JOHNSON; YEUNG, 2017; GOODFELLOW YOSHUA BENGIO, 2016;

CHOLLET, 2020).

2.1 Preliminaries

Convolutional neural networks were first introduced in 1998 (LECUN et al., 1998),

but they had only become popular in computer vision, image-processing, and computer

graphics very recently (KRIZHEVSKY; SUTSKEVER; HINTON, 2012). This became

possible due to the power and large memory sizes of modern GPUs, and to the availability

of tons of image datasets. CNNs that once were not powerful enough to compete with

human-engineered algorithms now generate state-of-the-art results, surpassing humans

in several tasks. Image classification was one of the first problems that CNNs were used

for (SIMONYAN; ZISSERMAN, 2014; SZEGEDY; IOFFE; VANHOUCKE, 2016), and

now it achieves better accuracy than humans (HE et al., 2016). This was highly motivated

by dataset challenges like ImageNet (RUSSAKOVSKY et al., 2015), Microsoft COCO:

Common Objects in Context (LIN et al., 2014), and others. Besides image classification,

such challenges evaluate other tasks; needless to say that CNNs had the top scores on

object detection (WANG et al., 2016; LI et al., 2016; DAI et al., 2017; CAO et al., 2020),

people-keypoints detection (FATHI et al., 2016; NEWELL; YANG; DENG, 2016), and

image captioning (VINYALS et al., 2014; FANG et al., 2014; CHEN et al., 2015; TRAN;

MATHEWS; XIE, 2020; SAMMANI; MELAS-KYRIAZI, 2020).

Other works had also addressed many known problems: human-pose estima-

tion (TOSHEV; SZEGEDY, 2014; WANG; TIGHE; MODOLO, 2020), superresolu-

tion (KIM; LEE; LEE, 2015; DONG et al., 2016; JOHNSON; ALAHI; LI, 2016; BAHAT;

MICHAELI, 2020; HUSSEIN; TIRER; GIRYES, 2020), intrinsic decomposition (NAR-

IHIRA; MAIRE; YU, 2015; ZHOU; KRÄHENBÜHL; EFROS, 2015; LETTRY; VAN-

HOEY; GOOL, 2018; LIU et al., 2019), multiple-illuminant estimation (BIANCO; CU-
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SANO; SCHETTINI, 2015; XU et al., 2020). Even subjective problems such as judging

aesthetics (WANG; LIN; MECH, 2015; MAI; JIN; LIU, 2016; WANG et al., 2019),

saliency-map estimation (MNIH et al., 2014; PAN et al., 2016; LIU et al., 2015; PAN

et al., 2016; TSIAMI; KOUTRAS; MARAGOS, 2020), and semantic- or artistic-style

transfer (GATYS; ECKER; BETHGE, 2016; ENGSTROM, 2016; CHAMPANDARD,

2016; HEO; LEE; JUNG, 2016; KIM et al., 2020) are addressed using CNNs. In fact, in

the last 7 years, CNNs are being used in any problem from face recognition (TAIGMAN

et al., 2014; LIU et al., 2019) to image generation (DENTON et al., 2015; MANSIMOV

et al., 2015; KARRAS; LAINE; AILA, 2019), image deconvolution (XU et al., 2014;

ALJADAANY; PAL; SAVVIDES, 2019), deblurring (SCHULER et al., 2016; ZHANG

et al., 2019), dehazing (CAI et al., 2016; LIU et al., 2019), and even automatic coloriza-

tion of grayscale images (LARSSON; MAIRE; SHAKHNAROVICH, 2016; ZHANG;

ISOLA; EFROS, 2016; IIZUKA; SIMO-SERRA; ISHIKAWA, 2016; SHAMSABADI;

SANCHEZ-MATILLA; CAVALLARO, 2020).

CNNs are powerful tools that have been widely used in many areas. Due to their

characteristics, they are the most suited architecture to be used with images, being our

choice for addressing our problems. This chapter briefly introduces CNNs, providing basic

concepts and a practical overview that are required for a better understanding of our work.

After CNNs, we discuss Generative Adversarial Networks, which will be used in the work

of Chapter 4.

2.2 Machine Learning Basics

The basic pipeline of supervised training algorithms can be resumed as: (1) take

some data; (2) train a model to fit the training data; (3) use the trained model to make

predictions on new data. Training a model is nothing more than exposing the model to

known data, making it to iteratively learn patterns on the (training) data. At each iteration,

the model processes the input data, generating an output that is compared to some ground

truth. This feedback is used to update the model, improving its ability to make better

predictions.

This entire process is math based: the model is composed by a set of mathematical

operations that, when applied to some input data (forward-pass), generates an output.

Such output is compared to the ground-truth by a loss function, which indicates how good

the prediction is (a lower loss value indicates a lower distance between the predicted
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and ground-truth values, i.e., a good prediction). The error in the loss function is back-

propagated to all internal weights of the model’s operations (backward-pass). An optimizer,

often based on gradient-descent, updates the trainable weights aiming to minimize the loss

function. The training phase consists of several of these forward and backward passes,

while the optimizer updates the weights hoping that, after some iterations, the model has

learned to output values similar to what is desired (ground-truth) for a given input.

2.2.1 Neural Networks

A neural network is a model composed by several operations, very often matrix

multiplications, intercalated by non-linear functions (also called activation functions).

Such a combination of linear and non-linear transformations provides higher expressive

power for the model when learning to identify distinct patterns in data. Neural networks

are often organized in consecutive layers, each one followed by an activation function. The

number of layers, as well as their size (number of parameters inside each one) are hyper-

parameters. Although there are many options for activation functions, the most common

is the ReLU (Rectified Linear Unity) or some of its derivations, due to its simplicity, fast

computation, and non-generation of vanishing gradients (like tanh, for example).

2.2.2 Convolutional Neural Networks

Convolutional Neural Networks (CNNs), as the name suggests, are neural networks

that use convolutional layers. Such operation (convolution) is very good for identifying

patterns on images. Conv layers are capable of learning spatial correlations among pixels,

requiring fewer trainable parameters (the kernels of the layer) than dense layers (i.e.,

fully-connected layers). Because of this nature, CNNs are less susceptible to overfitting

and are easier to generalize to unseen data. Also, such layers are great for transfer learning,

i.e., taking a model trained in some problem A and using it as initialization for training to

a problem B.

The lower number of trainable parameters allows one to stack several convolutional

layers, creating the so called deep networks, which makes CNNs extremely powerful. Such

a strategy makes CNNs great feature extractors, where first layers learn to extract low-level

features (such as horizontal or vertical edges, and low-frequency information), and each
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consecutive layer is capable of learning to identify features with increasing complexity

(from shapes to eyes, to faces, for instance).

Although CNNs had taken of only a few years ago (KRIZHEVSKY; SUTSKEVER;

HINTON, 2012), there is a great amount of work proposing improvements and alterna-

tives. Nowadays, there are several types of layers that can be combined in the network’s

architecture, such as pooling layers (KRIZHEVSKY; SUTSKEVER; HINTON, 2012),

batch-normalization layers (IOFFE; SZEGEDY, 2015), dropout layers (SRIVASTAVA

et al., 2014), dilated convolutional layers (YU; KOLTUN, 2015), locally-connected lay-

ers (TAIGMAN et al., 2014), and deconvolution layers (NOH; HONG; HAN, 2015).

Although this dissertation only mentioned the ReLU activation function (NAIR; HIN-

TON, 2010), several others can be used as well: sigmoid, tanh, PRelu (HE et al., 2015),

LeakyReLU (MAAS; HANNUN; NG, ), swish (EGER; YOUSSEF; GUREVYCH, 2018)

and others. Similarly, several optimizers had been proposed: RMSprop (TIELEMAN;

HINTON, 2012), Adagrad (DUCHI; HAZAN; SINGER, 2011), Adadelta (ZEILER, 2012),

and Adam (KINGMA; BA, 2014). In addition, several architecture strategies had also

become famous: use of Inception Modules (SZEGEDY; IOFFE; VANHOUCKE, 2016),

Residual Networks (HE et al., 2016), 1x1 convolutions (LIN; CHEN; YAN, 2013), and

Variational Autoencoders (KINGMA; WELLING, 2013). There is an ever-increasing

list of alternatives for each building block (optimizer, activation functions, regularizers,

etc.) of the deep-learning strategy, each one trying to address a problem in particular.

Unfortunately, there is no best alternative, and the choice of what to use is more-than-often

based on experimentation.

2.2.3 Autoencoders and Residual CNNs

An autoencoder is a variation of a neural network that tries to learn a representation

of its input in a lower-dimensional space and then reproduce the original information

from such a sparse representation. Introduced in the CNN literature as a data-driven

compression method (KINGMA; WELLING, 2013), the autoencoder concept has already

been used for image denoising (VINCENT et al., 2010), data visualization (MAATEN;

HINTON, 2008b), superresolution (ZENG et al., 2015), and to learn priors used for image

reconstruction (CHOI et al., 2017). The concept of autoencoders is used in our work

in Chapter 3, where we show how the image-acquisition pipeline can be viewed as an

autoencoder.
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The CNN architectures used in our works are based on Residual Nets (HE et

al., 2016; GROSS; WILBER, 2016; ZAGORUYKO; KOMODAKIS, 2016), and exploit

many improvements such as Batch Normalization (IOFFE; SZEGEDY, 2015), Adam

optimizer (KINGMA; BA, 2014), and small-size filters (3x3 and 1x1 kernels) (LIN; CHEN;

YAN, 2013; SZEGEDY et al., 2015a). Residual architectures (with skip connections) have

been used in several image-processing tasks such as denoising (ZHANG et al., 2017),

superresolution (TIMOFTE et al., 2017), and others (JIN et al., 2017).

2.3 Generative Adversarial Networks

Generative Adversarial Networks (GANs) were first introduced by Goodfellow et

al. (GOODFELLOW et al., 2014), but many variations were proposed in the following

years. A GAN consists of two neural-networks competing against each other, making them

appropriate for unsupervised training. Fig. 2.1 illustrates a simple GAN: it consists of a

generator, focused on mapping information from a latent space (some noise in Fig. 2.1)

to a specific domain (for instance, image of digits); and a discriminator, which focuses

on discriminating real data from the ones synthesized by the generator. Fig. 2.1 shows

an important particularity of GANs, while the discriminator aims at maximizing the

probability of assigning the correct label for real and synthesized data, the generator aims

at minimizing it, learning to generate samples that have a low probability of being classified

as fake. The traditional adversarial loss for the discriminator is given by:

Ex[log(D(x))] + Ez[log(1−D(G(z)))], (2.1)

while for the generator is:

Ez[log(1−D(G(z)))], (2.2)

where Ex is the expected value over real-data samples x, D(·) is the discriminator’s proba-

bility of the given data being real, Ez is the expected value over all random inputs z to the

generator, and G(z) is the generator’s synthesized output given a noise z. These formulas

derive from the cross-entropy between real and synthesized distributions, and while the

discriminator tries to minimize Eq. (2.1), the generator tries to maximize Eq. (2.2). Some

alternatives to the adversarial loss were proposed (ZHAO; MATHIEU; LECUN, 2016;

BERTHELOT; SCHUMM; METZ, 2017; QI, 2020), the most popular being the Least-

square loss (LSGAN) (MAO et al., 2017) and Wasserstein loss (WGAN) (ARJOVSKY;
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CHINTALA; BOTTOU, 2017).

The GAN architecture brings training benefits for both networks: the discriminator

will aid the generator to synthesize more natural images (via backpropagation1), and the

generator will output new (and unseen) images to feed the training of the discriminator.

Figure 2.1: GAN concept. The generator tries to map information from a latent space
(noise for instance) to a desired data distribution, while the discriminator is trained to
differentiate between synthesized and real data. This competitive fashion brings several
advantages during training, making both networks to improve together.

Dataset

Latent space
Fake data

1 – Real
0 – Fake 

Generator

Discriminator

Real data

Maxime loss function

Minimize loss function

Figure 2.2: GAN variants. There are several works that changes the original architecture
to improve GAN, normally by including known information (like class of images) along
the latent space.

Although the main concept dates back to 2014, many variants were proposed

since then (MIRZA; OSINDERO, 2014; ODENA, 2016; CHEN et al., 2016). Fig. 2.2

presents several of these variants, image credits to Chris Olah, who has also written a

work about improving the training of GANs for image synthesis through the use of label

conditioning (ODENA; OLAH; SHLENS, 2016). Due to their advantages, GANs have

become a trend topic on deep learning, being used for image synthesis (DENTON et
1Both networks are trained in an altogether architecture.
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al., 2015), image super-resolution (LEDIG et al., 2016; ZHANG et al., 2019), image

inpainting (YEH et al., 2016), semantic segmentation (LUC et al., 2016), and photo

editing (HEINRICH, 2017).

Among the recent works, we want to highlight and discuss the work by Zhu et

al. called Unpaired Image-to-Image Translation using Cycle-Consistent Adversarial Net-

works (ZHU et al., 2017). This work presents a novel architecture to perform unsupervised

image-translation between two domains, introducing design choices that bring important

benefits, making it possible for addressing the problem of noise in Chapter 4. In addition,

we discuss the main reasons why GANs are hard to train.

2.3.1 GANs for Image-to-Image Translation

Image-to-image translation seeks two mapping functions: G : X 7→ Y , and

F : Y 7→ X . Consider a practical example of two image domains: X representing natural

real images, and Y representing Monet paintings2. Normally, for a neural network to

learn such functions, it would require paired training data (in order to compute the error

between the mapped and real image), consisting of the same sample on both domains.

Unfortunately, for many tasks3, paired datasets are very limited, even unavailable. Zhu et

al. propose using discriminators to enable the training of networks on unpaired data (ZHU

et al., 2017). Such strategy was named as CycleGANs.

First, to allow the training using non-paired data, their paper makes use of two

2Using the same example described in the former paper.
3Such as our noise-handling problem

Figure 2.3: Unpaired training and cycle-consistency loss. The architecture proposed by
(ZHU et al., 2017) (left) let us to train the networks without the need of paired data, since
the discriminators DX and DY will tell us when a translated image belongs (or not) to the
specific domain. (right) The cycle-consistency loss, enforcing G and F to be inverses of
each other.
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discriminators: DX , which aims at telling us if a given image belongs to the X domain,

and a DY , discriminating images from the Y domain. Fig. 2.3(left) illustrates how such

process works: DY encourages G to translate from X to Y , and DX enforces F to take

an image from Y and outputs the corresponding image inside the image-distribution of

domain X . Note that, in this case, G and F are the generators, but instead of mapping

from a latent space, they are mapping between domains with different image distributions.

This particular ’trick’ lets us use images from domain X to train DX , and same for Y and

DY , avoiding the need of paired data.

The other contribution of Zhu et al.’s work is the additional loss term, called by

them as the cycle-consistency loss. This term enforces that G and F should be inverses

(conceptually), making both mappings to be bijections. Practically, by taking an image x

from the X domain, translating using G, and translating it back using F , the final output

should be similar to the initial image: F (G(x)) ≈ x, and similarly G(F (y)) ≈ y. This is a

powerful regularizer, and we further discuss how to adapt it for our problem in Chapter 4.

Existing alternatives for performing unpaired training of image-to-image translation

include CoGAN (LIU; TUZEL, 2016), DualGAN (YI et al., 2017), and MUNIT (HUANG

et al., 2018). We selected CycleGANs due to its superior results and flexibility for working

on many tasks.

2.3.2 Challenges in GAN Training

“It’s also pretty similar to what Andrew [Andrew Ng] said about how

supervised deep learning went from the lab to real world. The state of GANs

today kind of reminds me of the state of supervised deep learning maybe

like cerca 2012 that it used to really take a wizard to train a deep learning

system, and to some extent today GANs are still like that. Now deep learning

is considered relatively reliable and it’s because we found all these nice

recipes like always using ReLUs, always using momentum, maybe having a

few technologies that didn’t radically change the paradigm but made it so

much more reliable, like Adam and ResNets. I’m hoping that we get those kinds

of reliability technologies that help us to apply GANs in lots of applications

without needing a GAN wizard.”

— Ian Goodfellow, 2020
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As pointed by the creator of GANs, these networks are hard to train in practice,

requiring several trial-and-error experiments before generating convincing results. In this

Section, we discuss the main challenges associated with the training of GANs.

Training of GANs is known to be unstable. This is due to the fact that both generator

and discriminator are trained simultaneously, meaning that an improvement in one of the

networks often reduces the performance of the another. In a perfect scenario, both networks

would converge to a Nash equilibrium, but this is quite difficult in GANs, "where the

cost functions are non-convex, the parameters are continuous, and the parameter space is

extremely high-dimensional" (SALIMANS et al., 2016). In addition, as both networks

tackle different problems (one for generating samples of a given distribution and other

for discriminating them), one network may start overperforming another during training,

which often leads to non-convergence. Even when the training seems to converge, the

losses suffer great oscillations, which are propagated when updating the parameters of the

models.

Another well-known problem when training GANS is the mode collapse. This

happens when the generator learns to map different inputs to the same or to a limited set of

output(s). This problem happens quite often on vanilla GANs, and it is quite concerning

because, besides limiting the outputs, once the generator collapses to a single/few point(s)

in training, it cannot get out, being necessary to restart the training.

GAN’s training also suffers from weak/diminished gradients. In this case, when the

discriminator gets too successful (which often happens when the real and fake distributions

are pretty far), the gradients passed to the generator are pretty small, and the generator

learns practically nothing.

All these issues, combined with high sensibility to hyperparameters selection, make

GANs training pretty hard and time-consuming. Many recent papers try to address these

problems, either by proposing new loss functions (JOLICOEUR-MARTINEAU, 2018),

weights-update strategies (SALIMANS et al., 2016), proposing regularization schemes

on gradient (KODALI et al., 2017), and others (SALIMANS et al., 2016; WIATRAK;

ALBRECHT, 2019). Additionally, there are several practical tips that can be found

online 4,5,6,7, ranging from experiments on which optimizer and activation functions work

4https://machinelearningmastery.com/how-to-train-stable-generative-adversarial-networks/
5https://github.com/soumith/ganhack
6https://medium.com/intel-student-ambassadors/tips-on-training-your-gans-faster-and-achieve-better-

results-9200354acaa5
7https://towardsdatascience.com/10-lessons-i-learned-training-generative-adversarial-networks-gans-

for-a-year-c9071159628



25

best, to normalization and regularization techniques, and multiscale training. Unfortunately,

these are still open problems that hamper GAN training.

2.4 Summary

This Chapter provided a brief overview of the tools that will be used in Chapters 3

and 4. The basics of CNNs and GANs were presented. Further information on how we

use them to address each problem can be found on the following Chapters. For instance,

Chapter 3 shows how to model the acquisition process by using convolution and masks,

which enabled the training of the CFA colors when optimizing the parameters of the full

autoencoder. Chapter 4 presents loss terms that make CycleGAN suited for mapping

between domains with different noise levels.

As this dissertation addresses important subareas of digital photography, with a

high number of related works specific to each problem, we have grouped the related works

of each area inside the corresponding Chapters (Chapters 3 and 4).



26

3 JOINT DESIGN OF CFA AND DEMOSAICING

“As soon as we realized that it was possible to capture light with our cameras, we

wanted to harness all the colors associated with it." (ARCHAMBAULT, 2015a). Capturing

color is one of the most fascinating things about photography. In Digital Photography,

this is achieved through the use of Color filter arrays to filter the incoming light before

it is captured by a monochromatic sensor. A demosaicing method is used to interpolate

the missing color samples, generating a full RGB image. In this Chapter we present a

Convolutional Neural Network architecture for performing joint design of color filter array

(CFA) patterns and demosaicing. The patterns and algorithms produced by our method

provide high-quality color reconstruction, surpassing existing techniques on standard

demosaicing datasets, both for noise-free and noisy data. We show that our approach can

also be used for simultaneous capture and reconstruction of color and infrared information.

As image capture is the first step of the photography pipeline, any improvement at this

stage should benefit the entire pipeline.

3.1 Introduction

Color filter arrays (CFAs) are a key component of digital imaging devices, allowing

the capture of color pictures using a single monochromatic sensor. Superimposed on the

sensor, a CFA selectively allows photons with certain wavelengths to reach the sensor,

creating a multispectral mosaic (Fig. 3.1 (center)) defined by the properties of the filters in

the CFA pattern. These filtered samples are then interpolated through a process known

as demosaicing that reconstructs the resulting color image (Fig. 3.1 (right)). The Bayer

Figure 3.1: Color image capture and reconstruction on single-CCD (charge-coupled device)
cameras. A color filter array superimposed on a monochromatic sensor selectively allows
photons with certain wavelengths to reach the sensor, creating a mosaic defined by the
filters in the CFA pattern. A color image is then reconstructed from the filtered samples.
We model this process as an autoencoder: the CFA projection encodes color information
onto the monochromatic sensor, which is later decoded by the color-reconstruction method.

Encoder Decoder

Input true-color image Reconstructed color image
Color Filter 
Array (CFA)

Multispectral Image Mosaic Demosaicing Method
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pattern (BAYER, 1976) is the most popular CFA pattern for digital cameras and many

demosaicing algorithms have been proposed to improve the quality of the reconstructed

images sampled with it (MAIRAL et al., 2009; GETREUER, 2011b; HEINZE; LÖWIS;

POLZE, 2012; WANG, 2014). Nonetheless, several techniques have focused on designing

new CFA patterns, either by looking for patterns whose representation in the frequency

domain have little overlap between luma and chroma information (HAO et al., 2011;

CONDAT, 2011; BAI et al., 2016) (designed specifically for use with frequency-selection

demosaicing algorithms (ALLEYSSON; SÜSSTRUNK; HERAULT, 2005; DUBOIS,

2005)), or by designing CFAs for sparse-representation-based demosaicings (LI et al.,

2017; MAIRAL et al., 2009). Essentially, previous solutions have been restricted to either

design demosaicing algorithms for a given CFA pattern (e.g., the Bayer pattern), or to

design CFA patterns that work with a specific demosaicing algorithm (e.g., (ALLEYSSON;

SÜSSTRUNK; HERAULT, 2005; DUBOIS, 2005; MAIRAL et al., 2009)). Since sampling

and reconstruction are tightly-coupled processes, by predefining the CFA pattern or the

reconstruction algorithm, one severely constrains the search space and, therefore, the

ability to obtain an optimal solution.

We simultaneously address the problem of CFA pattern design and demosaicing.

For this, we use an end-to-end autoencoder that mimics the process of image acquisition

(Fig. 3.1). An autoencoder is a learning model that tries to reconstruct the original

information after projecting it into a lower-dimensional space (KINGMA; WELLING,

2013). Our autoencoder jointly obtains a CFA pattern and a demosaicing algorithm.

The encoding step projects the light filtered by the CFA onto a monochromatic sensor,

generating a multispectral image mosaic. The decoding step recovers a color image from

the mosaic (Fig. 3.1). By training encoder and decoder simultaneously, for any given

CFA dimensions our approach automatically finds the CFA pattern and corresponding

demosaicing algorithm that minimizes color-reconstruction error. Our technique produces

high-quality color reconstructions, outperforming the state-of-the-art techniques in all

standard demosaicing datasets both for noise-free and noisy data.

Fig. 3.2 shows examples of color filters obtained with our method for different

cases, such as noise-free and noisy image-reconstruction, and for acquiring nearinfra-red

(NIR) along with RGB information. Such patterns are tiled side-by-side to produce a CFA

with the desired number of pixels.

The contributions of our work include:

• A method for the joint design of CFA pattern and demosaicing that minimizes color-
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Figure 3.2: CFA patterns. From left to right: Bayer pattern, our 4× 4 CFA for noise-free
data, our 4× 4 CFA for noisy data, and our 4× 4 CFA for RGB-NIR data. The numbers
inside each cell are (from top to bottom) the R, G, and B coefficients defining the color
filter.
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reconstruction errors (Section 3.3). Our model is the first to optimize CFA colors

over the entire RGB color space, while jointly optimizing demosaicing. The results

produced by our system outperform existing solutions in terms of PSNR for both

noise-free and noisy data (Section 3.4);

• An autoencoder architecture that models the color-image capture process on single

monochromatic sensors. Our architecture achieves fast training convergence on

image patches, and works with CFAs of different sizes, including existing ones

(Section 3.3.1);

• A joint design of CFA and demosaicing for capturing NIR along with visible light

(Section 3.4.3). Our method is the first one to consider the use of color filters that

capture NIR and visible information jointly.

Figure 3.3: Example of an encoder mimicking the Bayer pattern. Each color filter is rep-
resented by weights ~wi = [wir, wig, wib, wit] and a mask (maski), generating a submosaic.
For the Bayer pattern, the bias term wit = 0 for all three color filters wi. The Iinput ⊗ ~wi,
submosaici, and Imosaic images are colored just for illustration, as they are single-channel
images.
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3.2 Related work

3.2.1 CFA Design

Following the work of Bayer (BAYER, 1976), several color filter arrays have been

proposed over the years. Lukac and Plataniotis (LUKAC; PLATANIOTIS, 2005) analysed

the performance of ten RGB CFAs. More recently, researchers have proposed a variety of

new CFA design strategies. Hirakawa and Wolfe (HIRAKAWA; WOLFE, 2008) introduced

the idea of designing CFAs directly in the Fourier domain by optimizing the carrier waves.

Lu and Vetterli (LU; VETTERLI, 2009) presented a CFA pattern that minimizes the

reconstruction error of a linear-minimum-mean-square-error demosaicing method. Condat

presented three different designs: RGB CFAs arranged in a non-periodic pattern (CONDAT,

2009), randomly generated patterns with specific blue-noise characteristics (CONDAT,

2010), and a 2× 3 CFA pattern which has enhanced sensitivity properties and robustness

to noise (CONDAT, 2011). Hao et al. (HAO et al., 2011) introduced CFAs based on the

frequency structure, which are manually initialized according to some guidelines, and then

optimized using a geometric method. Bai et al. (BAI et al., 2016) proposed a method for

CFA design in the frequency domain. Given the CFA pattern size, their method suggests

frequency-structure candidates and then optimizes the parameters by maximizing numeric

stability of color transformations. Chakrabarti et al. (CHAKRABARTI; FREEMAN;

ZICKLER, 2014) proposed a predominantly panchromatic CFA that samples color at

sparse sets of locations, which are then propagated throughout the image guided by the

luminance channel. In a subsequent work, Chakrabarti (CHAKRABARTI, 2016) used a

convolutional neural network (CNN) architecture to design a CFA from a set of predefined

colors, while training the demosaicing method concurrently. Li et al. (LI et al., 2017)

proposed a CFA design optimized for sparse-representation-based demosaicing (MAIRAL

et al., 2009) and showed how to minimize mutual coherence of CFAs with constraints for

physical realizability.

The work closest related to ours is the one proposed by Chakrabarti (CHAKRABARTI,

2016), which is the only previous technique to jointly optimize CFA design and demosaic-

ing. However, our method differs from Chakrabarti’s in a crucial aspect: while Chakrabarti

treats CFA design as a decision problem, we model it as a regression problem, thus optimiz-

ing CFA colors over the entire RGB color space. As such, our approach explores a much

larger parameter space, resulting in better color-reconstructed images, with PSNR gains



30

ranging from 5 up to 30 dB, for images in the standard demosaicing datasets (Section 3.4).

3.2.2 Demosaicing

Demosaicing is a well-studied problem, with many surveys on existing methods (LI;

GUNTURK; ZHANG, 2008; MENON; CALVAGNO, 2011; KAUR; BANGA, 2015). De-

mosaicing algorithms have been proposed for the frequency domain (ALLEYSSON;

SÜSSTRUNK; HERAULT, 2005; DUBOIS, 2005; LIAN et al., 2007), and based on hard-

coded heuristics for interpolation (JAISWAL et al., 2014; LI, 2005; ZHANG; WU, 2005),

self-similarities (ZHANG et al., 2011; BUADES et al., 2009), optimization schemes (CON-

DAT; MOSADDEGH, 2012; HEIDE et al., 2014; KLATZER et al., 2016), and compressive

sensing (MAIRAL et al., 2009; MOGHADAM et al., 2013; DAVE; VADATHYA; MITRA,

2016). Next, we discuss demosaicing strategies based on neural networks.

Kappa and Hel-Or (KAPAH; HEL-OR, 2000) and Go et al. (GO; SOHN; LEE,

2000) were the first to use neural networks for demosaicing. Long and Huang (LONG;

HUANG, 2006) later proposed an adaptive scheme to improve Go et al.’s method. Heinze

et al. (HEINZE; LÖWIS; POLZE, 2012) proposed multi-frame demosaicing using a neural

network for estimating the pixel color based on its surroundings. Wang (WANG, 2014)

used 4 × 4 patches to train a multilayer neural network while minimizing a suitable

objective function. Gharbi et al. constructed a dataset with hard cases, which were used

to train a CNN for joint demosaicing and denoising (GHARBI et al., 2016). All these

methods were specifically designed to reconstruct Bayer filtered images.

3.3 Joint Design of CFAs and Demosaicing

Our joint design of CFA pattern and demosaicing is expressed as the training

of an autoencoder. Given a set of training images, the encoding procedure consists of

projecting the corresponding input RGB information on the (trainable) color filter array

pattern (Section 3.3.1). Such a projection generates a single-channel multispectral image

mosaic (Fig. 3.1 (center)), which serves as input for the decoding (color reconstruction)

step. Note that, in this case, the notion of autoencoder is related to number of channels, as

opposed to the traditional spatial-resolution compression.

The training process minimizes a loss function defined as the mean squared error
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(MSE) between the provided ground truth and the reconstructed color images. The

trainable parameters are the colors of the CFA pattern (encoder) and the CNN weights

for demosaicing (decoder). Fig. 3.1 illustrates the concept. When designing the encoder,

we are restricted by physical limitations imposed by the construction of actual CFAs,

which precludes the use of non-linear activation functions and stacked layers. The decoder,

however, may use as many layers as desired, as it is computed after the sampling process.

The architecture of our network is detailed in Section 3.3.1.

Using only convolutional, ReLU and batch-normalization layers (IOFFE; SZEGEDY,

2015), our CNN architecture supports images of different sizes. By avoiding the use

of fully-connected layers, the network can be trained using small image patches (with

128× 128 pixels) and still reconstruct images of variable resolution (without the need of

breaking the image into patches). The use of such patch size allows for faster training

times and greater batch sizes, without raising border problems, which are common when

using patches of smaller sizes (e.g., 32× 32).

3.3.1 Our Autoencoder Architecture

Encoding: Our architecture optimizes colors over the entire RGB color-space.

Each component (i.e., color filter) of the CFA pattern is represented by a four-dimensional

vector ~w = [wr, wg, wb, wt]. The weights [wr, wg, wb] ∈ R3
≥0 are RGB coefficients that

represent the actual color filter (Fig. 3.2), and wt ∈ R is a bias term. Appendix A shows

the full vectors ~wi associated with our CFAs. Given a pixel from an input image with RGB

coefficients ~p = [pr, pg, pb] ∈ R3
≥0, we model the encoding of ~p by the color filter ~w using

an affine functional ⊗ defined as:

~p⊗ ~w := prwr + pgwg + pbwb + wt. (3.1)

Eq. (3.1) is modeled as a convolution of the input image with a 1 × 1 × 3 kernel plus a

bias term. Note that since all coefficients of ~w are trainable, we must enforce non-negative

weights (i.e., wr, wg, wb ≥ 0) to guarantee that the color filter is physically realizable. For

this, after each update, all negative weights are clamped to zero. We do not constrain the

value of the bias parameter wt since it is added after image capture. Similarly, we do not

constrain the maximum value of the weights wr, wg, and wb to allow for a wider range

of admissible parameters during training (any constant rescaling may be performed after
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image capture as well). While such restrictions could be included on the architecture,

having them could hamper the training convergence (by reducing the optimizer’s search-

space). In practice, however, the weights produced by our method seem to always fall in

the [0, 1] interval (see Fig. 3.2).

Each color filter wi has an associated binary mask (maski) that specifies the pixels

projected through it. Thus, simulating a CFA containing N distinct color filters requires

the use of N distinct functionals and N disjoint binary masks. The projected-submosaic

generated by the i-th color filter is then defined as

submosaici = (Iinput ⊗ ~wi)×maski, (3.2)

where Iinput is an RGB input image, ~wi = [wir, wig, wib, wit], maski is the binary mask

corresponding to the i-th CFA color, and both the functional⊗ and product× are evaluated

pixelwise. Thus, the multispectral mosaic generated by a CFA with N color filters is define

as

Imosaic =
N∑
i=1

submosaici. (3.3)

Note that one can define CFAs of arbitrary sizes while enforcing how the pattern should

repeat by using the disjoint masks. The CFA is a periodic structure, with the pattern

corresponding to one period. Given an M ×N CFA pattern, this will result in MN (M

times N ) distinct M × N binary masks for the CFA pattern (i.e., one binary mask for

each CFA element). Each such binary mask has a single non-zero element (with value

1), at the position corresponding to the given CFA element. Thus, in a M ×N CFA, the

CFA element at position (i, j), 1 ≤ i ≤M , 1 ≤ j ≤ N , has a corresponding binary mask

containing zeros everywhere, except at mask position (i, j), which contains the value 1.

Similar to a complete CFA, the actual binary masks cover the entire image, being obtained

by tiling the corresponding CFA-element binary masks.

During training, the weights ~wi are optimized to minimize color-reconstruction

error, while all masks remain fixed. Fig. 3.3 shows an example of an encoder mimicking

the Bayer pattern, for which the bias wit = 0 for all i. Note that the mask corresponding to

the green component is twice as dense as the others.

Decoding: The decoding step receives as input the multispectral image mosaic Imosaic

produced by the encoder (Eq. (3.3)) and tries to reconstruct the original RGB image Iinput.

The decoder architecture consists of stacked convolutional layers, each one followed by a

batch-normalization layer (IOFFE; SZEGEDY, 2015) and by the ReLU activation function.
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Figure 3.4: Our autoencoder architecture. The encoding step projects the colored image
patches through the trainable CFA, generating a multispectral image mosaic. Skip connec-
tions (green arrows) contribute submosaics consisting of the separate color channels as
well as per-channel interpolated images, which are stacked with the multispectral image
mosaic forming a deeper representation (total of 2N + 1 channels for N color filters).The
decoding component is based on residual blocks. This autoencoder can produce CFA
patterns of different sizes and works with networks of distinct depths. The beginning-to-
end decoder skip connection (orange arrow) improves color reconstruction and training
convergence. Parameters details are given in Section 3.3.1.
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All convolutional layers use 3×3 kernels, using padding to ensure the same xy-dimensions

for all receptive fields.

In addition to the monochromatic image mosaic, we provide the following addi-

tional inputs to the decoder: the submosaics of each color filterwi, and linearly-interpolated

versions of each submosaic. Although the submosaics themselves do not add new informa-

tion to the decoding sub-network, they save the effort of learning how to separate individual

channels, thus reducing training time. The linearly-interpolated versions of the submosaic,

in turn, result in better results and faster convergence, since such an initial guess for the

color-reconstructed image is much closer to the target image.

In our CNN architecture, linear interpolation is achieved by convolving the submo-

saics with a tent kernel. Since this kernel is separable, the 2D interpolation kernel kn,m is

defined as the outer product knkTm, where

kc =
[
1/c 2/c ... (c− 1)/c 1 (c− 1)/c ... 2/c 1/c

]T
.

The vector kc ∈ R2c−1 defines a 1D tent kernel that interpolates a mosaic generated

by a 1D CFA pattern containing c colors. For example, k2 = [1/2 1 1/2] and, for a 4 × 4
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CFA pattern with 16 distinct color filters, the required tent kernel is

k4,4 =
1

16



1 2 3 4 3 2 1

2 4 6 8 6 4 2

3 6 9 12 9 6 3

4 8 12 16 12 8 4

3 6 9 12 9 6 3

2 4 6 8 6 4 2

1 2 3 4 3 2 1


.

This interpolation is performed by a standard convolutional layer with fixed kernel

weights. Although these weights could also be learned, we have found that fixing them

(i.e., not updating them during training) produces better results.

In addition, we have experimented three different disposition of skip-connections

(illustrated in Fig. 3.5): one that uses a skip-connections every two convolutional layers

(Architecture A), one that uses a skip-connection every three convolutional layers (Ar-

chitecture B), and another that uses a single skip-connection along the entire decoder

(Architecture C). During our experiments, Architecture C - using a single skip-connection

- has achieved better performance, both for converging faster as for performing better

reconstructions. All the results presented in Section 3.4 used this architecture.

The complete architecture of our autoencoder is depicted in Fig. 3.4, while Sec-

tion 3.4 provides implementation details. Besides the skip connection from the beginning

of the decoder to its end (for improving color reconstruction and training convergence)

indicated by the dotted orange arrow, we also use skip connections from each submosaic

and corresponding linearly-interpolated versions to the decoder’s input. Such connections

are indicated by the dotted green arrows and proved to speed up the training, providing a

path for gradient backpropagation.

Training: Given the number of color filters for the CFA and the topology of the decoding

network (number of convolutional layers with their inner parameters – Fig. 3.4), the

autoencoder is trained by iteratively feeding patches to the network. Such patches are

used to update the colors of the CFA and weights of the demosaicing method, trying to

minimize the MSE between the input color patches and their reconstructions. Training

using other loss functions, such as L1-norm, have achieved inferior results in terms of

PSNR of reconstructions.
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Figure 3.5: Three architectures evaluated for demosaicing. All convolutional layers are
followed by a BatchNormalization and ReLU, except the ones preceding a merge with a
skip-connection (shown in green).
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3.4 Demosaicing Results and Evaluation

Our particular instantiation of the autoencoder architecture described in Sec-

tion 3.3.1 and illustrated in Fig. 3.4 includes a decoder consisting of a stack of 12 convolu-

tional layers. The number of (3× 3) kernels used in each of these 12 layers are [64, 64,

64, 64, 64, 64, 128, 128, 128, 128, 128, 128], respectively. This setup presents a good

trade-off between network expressiveness and training time. We show that the quality of

our reconstructions surpasses the ones generated by existing methods (CHAKRABARTI,

2016; MAIRAL et al., 2009; GHARBI et al., 2016).

We implemented our network using Keras (CHOLLET, 2015), running on top of

Theano (TEAM, 2016), using MSE as the loss function, and the Adam optimizer (KINGMA;

BA, 2014) (lr = α = 0.001, β1 = 0.9, β2 = 0.999, and ε = 10−8), with batch size of

32. Training was performed using two datasets provided by Gharbi et al. (GHARBI et al.,

2016): vdp and moiré. Such datasets were built with patches considered hard-to-reconstruct

(e.g., patches containing high-frequency information), and are proven to improve the per-

formance of trained models when compared to using standard datasets (GHARBI et al.,
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Table 3.1: Comparison of our 4× 4 noise-free CFA and demosaicing technique against
existing methods. The numbers show the average PSNR values of reconstructions for
four datasets. All results were generated using code provided by the authors, except the
ones marked with †, whose numbers were taken from the corresponding publications. Our
4× 4 noise-free CFA and demosaicing outperform all other techniques in all four datasets
(best results in bold). Our demosaicing network for the Bayer pattern also outperforms
all previous techniques for the Kodak, McMaster, and vdp datasets, and got very close to
Gharbi et al.’s in the moiré dataset.

Demosaic (Bayer CFA) Kodak McMaster vdp moiré
Bilinear 29.51 32.32 24.97 27.39
(NIU et al., 2019) 35.21 34.79 28.40 30.56
(ZHANG et al., 2011) 35.66 29.87 24.85 28.04
(GETREUER, 2011a) 35.98 35.87 29.88 31.70
(BUADES et al., 2009) 36.62 35.24 29.34 31.30
(LU; KARZAND; VETTERLI, 2010) 37.17 32.22 27.67 28.70
(CONDAT; MOSADDEGH, 2012) 38.51 33.29 29.03 30.96
(JAISWAL et al., 2014) 38.71 36.84 30.27 31.75
(HEIDE et al., 2014) 38.83 38.30 30.93 34.61
(KIKU et al., 2016) 38.84 36.86 30.52 31.90
(JEON; DUBOIS, 2013) 40.03 33.78 29.34 31.33
(GETREUER, 2011b) 40.13 34.17 30.06 32.25
(ZHANG et al., 2020) 40.65 37.83 32.12 34.08
(MAIRAL et al., 2009) 41.23 36.13 30.94 33.16
(GHARBI et al., 2016) 41.79 39.14 33.96 36.64
Our 2x2 Bayer 41.86 39.51 34.28 36.33
Demosaic (non-Bayer CFA) Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 31.52 28.05 23.97 23.97
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 33.51 30.94 25.91 28.77
(CONDAT, 2011) 38.10 32.90 28.65 30.45
(HAO et al., 2011) 39.42† — — —
(BAI et al., 2016) 40.24† — — —
(HIRAKAWA; WOLFE, 2008) 40.36† — — —
(LI et al., 2017) 41.59† — — —
Our 4x4 noise-free 43.13 40.18 35.17 37.70

2016). Thus, we used the same images for training, consisting of 2,590,186 128×128-pixel

patches. In addition, we used horizontal and vertical flips, as well as rotations by multiples

of 90◦ for data augmentation. Scaling and rotations by angles other than by multiples of

90◦ would result in resampling the original images and, therefore, were not used. Our

model for reconstructing noise-free images (as well as our demosaicing method for the

Bayer pattern) was trained for 3 epochs, which corresponds to approximately 5 days of

training time on a GeForce GTX TITAN X GPU. Our model for reconstructing noisy data

was trained for 6 epochs.
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Figure 3.6: Comparison of reconstruction quality of our 4× 4 noise-free method and the
state-of-the-art techniques (best PSNR values shown in bold). Patches from Gharbi et al.’s
datasets (GHARBI et al., 2016). Better visualized in the digital version.
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3.4.1 Comparisons to Other Approaches

Table 3.1 compares the PSNR of the results obtained with our 4× 4 noise-free CFA

(Fig. 3.2) with the ones produced by the most successful demosaicing techniques (MAIRAL

et al., 2009; GETREUER, 2011b; BAI et al., 2016; HAO et al., 2011; CONDAT, 2011;

WANG, 2014; CHAKRABARTI, 2016; GHARBI et al., 2016). For all comparisons, we

have used either source or executable code provided by the authors. All images were saved

to disk to guarantee similar color quantization and later compared based on PSNR (error

averaged over pixels and color channels before computing the logarithm). In addition, all

measurements were performed on full-resolution images (borders included). We did not
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use any of the test images in our training phase. Table 3.1 shows the average PSNR for

the traditional Kodak (FRANZEN, 1999) and McMaster (ZHANG XIAOLIN WU, 2011)

datasets, as well as for the two datasets of Gharbi et al. (vdp and moiré) (GHARBI et al.,

2016). The techniques on the top portion of Table 3.1 perform demosaicing for the Bayer

pattern, while the ones on the bottom portion perform demosaicing for non-Bayer CFAs.

Our 4× 4 noise-free CFA and demosaicing solution (last row of Table 3.1) surpasses all

existing methods in all four datasets (even for Kodak and McMaster, from which no images

were used for training). We also trained our architecture using the Bayer pattern, i.e., only

optimizing the decoder (Fig. 3.3). Our demosaicing network for the Bayer pattern also

outperforms all previous techniques for the Kodak, McMaster, and vdp datasets, and got

very close to Gharbi et al.’s (GHARBI et al., 2016) in the moiré dataset. These results

clearly demonstrate the effectiveness of our autoencoder architecture and the advantage of

jointly optimizing CFA design and demosaicing. We also compare all methods using the

Structural Similarity Index Measure (SSIM) (WANG et al., 2004), from which our method

achieved the best values for all datasets. Appendix A.1 provides a table comparing the

SSIM values of all methods on all datasets.

Fig. 3.6 compares the reconstruction quality of our 4 × 4 noise-free model with

the state-of-the-art demosaicing techniques (CHAKRABARTI, 2016; MAIRAL et al.,

2009; HEIDE et al., 2014; GHARBI et al., 2016). For such comparison, we have

used code provided by the authors for their noise-free trained models. Chakrabarti’s

method (CHAKRABARTI, 2016) does not reconstruct the full patch, so we measure the

PSNR only for the reconstructed area. The examples in Fig. 3.6 are from Gharbi et al.’s

datasets. Note how our method better handles high-frequency information, being less

susceptible to aliasing artifacts than other techniques (see the stripped shirt example in

Fig. 3.6). Additional examples can be found in the supplementary materials.

Chakrabarti (CHAKRABARTI, 2016) trained and tested his model using the dataset

of Shi and Funt (SHI; FUNT, 2010). We also tested our 4× 4 noise-free CFA on the same

test images. Chakrabarti (CHAKRABARTI, 2016) achieves an average PSNR of 41.50,

while our model achieves 48.96, a significant improvement in reconstruction quality, even

though no images from Shi and Funt’s dataset were used for training our CFA.

Table 3.2 shows the average running times of the state-of-the-art techniques for

reconstructing images from the Kodak dataset (resolution of 768×512). All measurements

were made on an Intel Core i7-2660 CPU and GeForce GTX TITAN X GPU. Our technique

is slightly slower than other GPU-based implementations, but still much faster than methods
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Table 3.2: Average running times of state-of-the-art techniques for reconstructing images
from the Kodak dataset.

Running Times (seconds)
Chakrabarti (GPU) (CHAKRABARTI, 2016) 0.09
Gharbi et al. (GPU) (GHARBI et al., 2016) 0.16
Our 4x4 (GPU) 0.34
Mairal et al. (CPU) (MAIRAL et al., 2009) 565.23
Heide et al. (CPU) (HEIDE et al., 2014) 652.63

based on compressive sensing (MAIRAL et al., 2009) or optimization schemes (HEIDE et

al., 2014).

Figure 3.7: Challenging cases: images with extreme high-frequencies are challenging for
all demosaicing methods (CHAKRABARTI, 2016; MAIRAL et al., 2009; HEIDE et al.,
2014; GHARBI et al., 2016), whose results exhibit aliasing artifacts. These patches are
from the moiré dataset (GHARBI et al., 2016).

PSNR: 17.65 PSNR: 17.68 PSNR: 22.42 PSNR: 21.30 PSNR: 20.62

PSNR: 18.43 PSNR: 17.88 PSNR: 19.35 PSNR: 19.66 PSNR: 20.14
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3.4.2 Reconstruction in the presence of noise

The idea of jointly performing demosaicing and denoising has been explored by

many works (CONDAT, 2011; CONDAT; MOSADDEGH, 2012; HEINZE; LÖWIS;

POLZE, 2012; KLATZER et al., 2016; GHARBI et al., 2016; CHAKRABARTI, 2016).

Enhancing our autoencoder with denoising capabilities only requires feeding the network

with patches corrupted by (artificial) noise during the training phase, while comparing the

network’s output to the noise-free images. To demonstrate the flexibility of our architecture,

we have trained the same network structure from scratch, using the same datasets used for

training our 4 × 4 noise-free CFA. This time, however, each input patch was corrupted

by additive Gaussian noise. Although in linear space camera noise should be modeled
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as a combination of Poissonian and Gaussian noise (FOI et al., 2008), according to Jeon

and Dubois (JEON; DUBOIS, 2013), for white-balanced, gamma-corrected images (such

as the case of the vdp and moiré datasets (GHARBI et al., 2016) used for training) one

can model noise as signal-independent white Gaussian noise. By corrupting the images

with Gaussian noise with a varying standard deviation randomly picked from the set

{0, 4, 8, 12, 16, 20}, we avoid the need of specialized networks for each noise level (such

as in Chakrabarti (CHAKRABARTI, 2016)), training a single model that handles a large

range of noise variance.

Table 3.3 compares the PSNR for our 4× 4 CFA for noisy data (Fig. 3.2 (right))

against existing techniques. The quality of our reconstructions surpasseses previous

approaches in all datasets, for all noise levels. Moreover, unlike Gharbi et al.’s ap-

proach (GHARBI et al., 2016), ours does not require an estimate of the noise level,

and thus the quality of our denoising results are not dependent on the accuracy of any noise

estimation step.

Fig. 3.8 compares our results to the the state-of-the-art techniques. Note that our

method performs an optimization that jointly improves CFA design, demosaicing, and

denoising. As a result, it can reduce noise without oversmoothing the images, generating

higher-quality reconstructions. Appendix A.1 provides the same comparison table for

SSIM, showing that our method also surpasses other techniques in this metric. Our CFA

pattern for noisy datasets can be seen in Fig. 3.2 (right). Additional examples can be found

in the supplementary materials.

3.4.3 Capturing RGB and NIR

Near-infrared (NIR) images have recently been exploited for many applications,

such as dark flash photography (KRISHNAN; FERGUS, 2009) and denoising low-light

photographs (GASTAL; OLIVEIRA, 2012; WANG et al., 2019), among others (FENG et

al., 2013; HONDA; TIMOFTE; GOOL, 2015; KUMAR; NONGMEIKAPAM; SINGH,

2019). To take advantage of both visible and NIR information, we must capture simultane-

ously NIR and color images for each scene. Recently, authors have proposed different CFAs

to joint capture those information (LU et al., 2009; SADEGHIPOOR; LU; SÜSSTRUNK,

2011; TANG et al., 2015; TERANAKA et al., 2016). Our generic architecture can be

slightly modified to allow training of CFA and demosaicing for reconstructing RGB-NIR

images. Fig. 3.9 compares the designs of the two existing works against ours. We didn’t
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Figure 3.8: Comparison of the reconstructions obtained by our method and state-of-the-art
techniques (CHAKRABARTI, 2016; CONDAT; MOSADDEGH, 2012; GHARBI et al.,
2016) that jointly perform denoising and demosaicing (best PSNR in bold). The input
images were corrupted with Gaussian noise (left column), whose level is indicated by
the standard deviation σ (in RGB [0, 255] units). Images from the Kodak dataset. Better
visualized in the digital version.
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σ = 12, PSNR: 26.70 PSNR: 24.94 PSNR: 27.08 PSNR: 31.40 PSNR: 32.85

σ = 20, PSNR: 22.37 PSNR: 24.03 PSNR: 22.99 PSNR: 29.17 PSNR: 30.64
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Table 3.3: Comparison of our model with existing methods for joint denoise and demosaic.
The numbers show the average PSNR values of reconstructions for four datasets corrupted
by noise of different intensities. Our model outperforms all other techniques in all four
datasets and for all noise intensities.

Noise σ = 4 Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 28.59 26.32 21.96 21.72
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 30.70 28.34 25.34 27.71
(CONDAT, 2011) 34.15 31.19 27.86 29.30
(CONDAT; MOSADDEGH, 2012) 34.43 31.53 28.19 29.69
(GHARBI et al., 2016) 36.90 36.02 31.61 33.31
Our 4x4 noise 38.01 36.59 32.83 34.54
Noise σ = 8 Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 26.63 25.16 20.79 20.52
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 27.26 25.56 23.75 25.39
(CONDAT, 2011) 29.83 28.50 26.26 27.20
(CONDAT; MOSADDEGH, 2012) 30.14 28.84 26.56 27.52
(GHARBI et al., 2016) 34.19 33.97 29.87 31.34
Our 4x4 noise 35.08 34.39 31.16 32.50
Noise σ = 12 Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 25.59 24.32 20.22 20.04
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 24.62 23.41 22.20 23.34
(CONDAT, 2011) 26.74 26.16 24.59 25.19
(CONDAT; MOSADDEGH, 2012) 27.07 26.50 24.87 25.49
(GHARBI et al., 2016) 32.40 32.41 28.39 29.87
Our 4x4 noise 33.31 32.90 29.73 31.02
Noise σ = 16 Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 25.28 23.96 20.16 20.26
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 22.60 21.68 20.81 21.65
(CONDAT, 2011) 24.44 24.23 23.06 23.45
(CONDAT; MOSADDEGH, 2012) 24.76 24.56 23.32 23.74
(GHARBI et al., 2016) 31.07 31.19 27.18 28.73
Our 4x4 noise 32.17 31.81 28.56 29.88
Noise σ = 20 Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 24.60 23.40 19.98 20.31
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 20.93 20.24 19.60 20.23
(CONDAT, 2011) 22.61 22.62 21.70 21.96
(CONDAT; MOSADDEGH, 2012) 22.93 22.94 21.95 22.23
(GHARBI et al., 2016) 30.00 30.15 26.17 27.80
Our 4x4 noise 31.20 30.87 27.57 28.93

find the values of the colors of the CFA from Lu et al. (2009), the image was taken from

their paper.

The reconstruction of RGB-NIR images is similar to the case of RGB ones. In

this case, however, the input consists of a 2-D 4-channel multispectral image, which is

then projected into a 1-D mosaic, from which a full 4-channel image is reconstructed. For

training, we have used the RGB-NIR Scene Dataset (LAQUERRE NICOLAS ETIENNE,

2011), taking 128× 128 random patches from 430 images. As these images have already
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been demosaiced, we used an approach similar to Wang’s (WANG, 2014) to minimize the

effects of previous demosaicing methods: we downsampled (by a factor of 2) the image

with a Gaussian-windowed Sinc filter (σ = 1.2 pixels), which has been proven to be an

effective approach to remove bias of demosaiced images (MOREL; YU, 2011; WANG,

2014). On the test images of this dataset, our model has achieved a CPSNR of 38.92

for reconstructing a 4-channel image (39.33 for reconstructing visible light and 38.11 for

reconstructing NIR).

We have found no code of existing techniques, but supplementary images (and

reconstructions) were found for two techniques (LU et al., 2009; SADEGHIPOOR; LU;

SÜSSTRUNK, 2011), using a different test set. Table 3.4 compares the PSNRs for

reconstructing the RGB (visible), NIR, and the full 4-channel image. Note how our model

achieves better PSNRs, even by training in a different dataset.

Figure 3.9: CFA patterns for RGB-NIR. The CFA designs of the works we have compared
previously (LU et al., 2009; SADEGHIPOOR; LU; SÜSSTRUNK, 2011). Their models
only include a single NIR color-filter (black color), while our allows the capture of NIR
jointly with RGB on each color filter. Image from the CFA from Lu et al. (left) was taken
from their paper, no additional data were found.
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Table 3.4: Comparison of our pattern against state-of-the-art CFA for capturing RGBNIR
images. The numbers show the average CPSNR values for reconstructing the visible, NIR
and 4-channel image, respectively. The test and reconstructed images were taken from
the supplementary material of (SADEGHIPOOR; LU; SÜSSTRUNK, 2011). Our trained
pattern outperforms other techniques (results in bold).

Sadeghipoor Testset
Visible NIR All channels

Lu et al. (2009) 33.3 35.18 33.61
Sadeghipoor et al. (2011) 32.66 34.01 32.90
Our 4x4 pattern 37.11 37.09 36.95
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Figure 3.10: Reconstructions comparison of visible and NIR channels, respectively. Com-
parison of state-of-the-art techniques for capturing visible and NIR information (LU et al.,
2009; SADEGHIPOOR; LU; SÜSSTRUNK, 2011) against our trained model (best PSNR
in bold). Images from the Sadeghipoor test set. Better visualized in the digital version.
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3.5 Discussion

We evaluated several network architectures beyond the ones presented, and some

observations worthy mentioning:

Deepness versus wideness: We tested shallower and deeper, as well as thinner and

wider networks. Contrary to many works that claim that deepness is the key for good

performance, we have found similar results to Zagoruyko and Komodakis (ZAGORUYKO;

KOMODAKIS, 2016), suggesting that wideness is as important as deepness.

Skip connections: We have used skip connections to stack submosaic images for the

decoder, which improved the performance and convergence of the network. We have
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also tested different architectures using distinct dispositions, observing no correlation

between the number of connections and higher PSNR. Instead of merging branches by

summing feature maps (as in the original ResNet (HE et al., 2016)), our skip-connections

concatenates the skipped and original feature maps. Such a choice has already been used in

recent works (SZEGEDY et al., 2015a; SZEGEDY et al., 2015b) and enables the training

of better models (with higher PSNR reconstruction) when compared to the former idea.

Additional input: By providing additional information to the demosaicing (decoder)

scheme, our network is capable of learning faster and achieving better reconstructions.

In addition to the mosaic image, we have also provided the CFA submosaics, and their

linearly interpolated versions. This simplifies the training, as the network does not need to

learn to separate each color submosaic, nor the interpolation kernels from scratch.

Masks: We use disjoint binary masks to enforce pattern repetition, and to be able to handle

images of arbitrary sizes. But the masks can be used to impose additional constraints.

For instance, one can use them to find 2 × 2 patterns with only three colors (as in the

Bayer pattern), or to enforce designs that follow specific patterns, such as blue-noise

characteristics (CONDAT, 2010), or diagonal designs (LUKAC; PLATANIOTIS, 2005;

BAI et al., 2016) (check Fig. 3.11 for examples).

CFA pattern size: Our architecture can train CFAs with an arbitrary number of color

filters, and we have opted to train designs larger than the traditional 2×2 patterns. Training

bigger-sized CFA patterns has several advantages. First, they contain a larger number

of distinct colors and thus provide more coverage during sampling of the color space,

allowing the CNN to make better use of correlations among colors. Second, smaller CFAs

are more susceptible to aliasing due to pattern repetition, while bigger CFAs allow the

learning of more stochastic patterns. Third, from an optimization perspective, the 2× 2

search-space is a sub-space of the 4× 4 search-space, meaning that a 4× 4 CFA can learn

a 2× 2 pattern if it is advantageous. For instance, a careful inspection of Fig. 3.2 reveals

that each of our 4× 4 CFAs actually consists of two side-by-side copies of a 4× 2 pattern.

The small differences among the corresponding RGB coefficients in the 4× 2 patterns in

each CFA are fairly small, and are likely to be reduced with longer training. This suggests

that 4× 2 patterns are the most efficient tileable representations for CFAs achievable with

a 4× 4 pattern.

Manufacturing our CFAs: Our encoder optimizes the CFA colors over the full RGB

space. Although our 4 × 4 CFAs do not use the standard Bayer color filters, the colors

used in our patterns are a linear combination of these standard filters, which should
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simplify the manufacturing process. Alternatively, Chiulli (CHIULLI, 1989) has patented a

technique for creating color filters from any combinations of red, green, blue, cyan, yellow

and magenta dies. More recently, SILIOS Technologies has developed a manufacturing

technique called COLOR SHADES® for producing band-pass filters (SILIOS Technologies,

2017). This technology combines thin film deposition and micro/nano-etching processes

onto a silica substrate (LAPRAY et al., 2014). COLOR SHADES® provides band-pass

filters in the visible range from 400 nm to 700 nm (as well as in the IR range). Lapray et

al. (LAPRAY et al., 2014) describe the construction of a multispectral CFA using eight

optical filter bands produced with COLOR SHADES®, and compare the simulated and

measured responses of the individual filters. This technology could be used to produce our

CFAs.

Demosaicing of extremely high-frequency content is challenging to all demosaicing

methods. Fig. 3.7 shows examples of two image patches the for which all techniques,

including ours, are unable to obtain high-quality image reconstructions. Such problems

are due to aliasing, when color high-frequency details cannot be appropriately sampled

by the CFA (GHARBI et al., 2016). Note that the artifacts in the reconstructions by the

techniques of Mairal et al. and Gharbi et al. are similar. Both use the same Bayer CFA,

indicating that such moiré artifacts are due to CFA color subsampling, rather than to the

demosaicing method itself.

Before arriving at the described architecture, we have systematically tried many

alternatives. Such exploration included the use of L1 and L2 regularizers, different opti-

mizers (Adadelta and Adam), dropouts (SRIVASTAVA et al., 2014), various configurations

of skip-connections (Fig. 3.5), different sizes of CFA patterns (including 6× 6 and 8× 8),

and trainable/fixed interpolation layers. While testing all combinations of these elements

is unfeasible, we have made extensive experimentation. The results of these tests indicated

that the architecture for the 4× 4 patterns (both for noise-free and noisy patterns) achieved

the overall best PSNR results. Note that the CFA designs learned for the noise-free and

for the noisy cases are similar, one being a shifted version of the other. This indicates

that those colors were not found by chance, and they indeed provide lower reconstruction

errors.
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Figure 3.11: Examples of patterns following specific designs. From left to right: patterns
proposed by Condat (2010), Lukac et al. (2005), and Bai et al. (2016), respectively. Our
architecture can implement such design strategies by training with appropriate masks.

3.6 Summary

This Chapter presented a convolutional neural network architecture for performing

joint design of color filter arrays, demosaicing, and denoising. By expressing the CFA

projection and linear interpolation as convolutional layers, our network finds the filter

pattern and corresponding demosaicing method that jointly minimize image reconstruction

error. The patterns and algorithms produced by our method provide high-quality color

reconstructions, surpassing the state-of-the-art techniques on all standard demosaicing

datasets.

Our approach can also reconstruct high-quality images from noisy data, outper-

forming existing techniques for all noise levels, without requiring any information about

the noise level in the input data. In addition, it can be used to obtain effective demosaicing

strategies for existing CFA patterns.

As color capture (and reconstruction) is the first step of image acquisition, any

advance made in this area would have an important impact on all the Digital Photography

field. Camera manufacturers and, in turn, photographers and the general public can benefit

from the superior color reconstruction provided by our method. In the same way, the

design of CFA patterns and reconstruction algorithms could be further tuned for acquiring

HDR content in single captures.
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4 SYNTHESIZING CAMERA NOISE USING GENERATIVE ADVERSARIAL NET-

WORKS

Noise is an old and well studied problem. Nonetheless, there is still no method or

technique capable of synthesizing noise as it is found when capturing natural photographs.

This Chapter presents a technique for synthesizing realistic noise for digital photographs.

It can adjust the noise level of an input photograph, either increasing or decreasing it, to

match a target ISO level. Our solution learns the mappings among different ISO levels from

unpaired data using generative adversarial networks. We demonstrate its effectiveness

both quantitatively, using Kullback-Leibler divergence and Kolmogorov-Smirnov test,

and qualitatively through a large number of examples. We also demonstrate its practical

applicability by using its results to significantly improve the performance of a state-of-

the-art trainable denoising method. Our technique should benefit several computer-vision

applications that seek robustness to noisy scenarios.

4.1 Introduction

Noise is a fundamental problem in graphics, image processing, and computer vision,

and many image-denoising techniques have been proposed in recent years (DABOV et

al., 2007; LIU et al., 2008; BARBU, 2009; BURGER; SCHULER; HARMELING, 2012;

CHEN et al., 2013). While some of these approaches are highly successful in removing

artificial additive white Gaussian noise (AWGN), recent works (ANAYA; BARBU, 2014a;

PLOTZ; ROTH, 2017; ABDELHAMED; LIN; BROWN, 2018) have shown that the

performance of such techniques is severely reduced when applied to real photographs. This

is particularly true for the case of recent deep learning strategies (ZHANG et al., 2017;

CHEN; POCK, 2017). The main difficulty faced by these techniques results from the fact

that noise found in digital photographs, which we refer to as natural noise (in opposition to

synthetic noise), has multiple sources (e.g., thermal, quantization, etc.), being much more

complex than just white Gaussian noise.

While the importance of noise reduction is well understood, increasing noise

level is also very useful. It can provide data for training techniques that need to handle

noisy scenarios. These include, for instance, improving the performance of denoisers

(as we will demonstrate), classifiers for low-light and challenging conditions (DODGE;



49

KARAM, 2016; DIAMOND et al., 2017; ROY et al., 2018); performing superresolution in

the presence of different noise levels (MANDAL; BHAVSAR; SAO, 2017); performing

noise reduction during demosaicing (Chapter 3); and detecting forgeries based on noise

statistics (KAUR; WALIA, 2016). These and other applications would benefit from the

synthesis of realistic noise.

Although many works have studied the nature of noise theoretically (ALTER; MAT-

SUSHITA; TANG, 2006; HASINOFF; DURAND; FREEMAN, 2010; HASINOFF, 2014;

EMVA, 2016), no denoising technique seems to be able to directly use such information.

We propose a practical data-driven solution for synthesizing noise that can, for instance,

be used for training/fine-tuning denoising algorithms intended for real-world applications.

Our technique can adjust the noise level of an input photograph to match a target ISO level.

Fig. 4.1 illustrates the process: a photograph captured with ISO 100 (left) has its noise

level adjusted to ISO 1600 (blue arrow). Likewise, another photograph of the same scene

taken with ISO 1600 (right) has its noise level adjusted to ISO 100 (red arrow).

The noise distributions of the highlighted patches for the ISO 1600 photograph

(Real 1600) and the one generated by our technique (Synthetic 1600) have a Kullback-

Leibler (KL) divergence of 0.0617 and the result of their Kolmogorov-Smirnov (KS) test is

0.0878 (with a p-value of 7.81× 10−220), indicating that such distributions are very similar.

Since we use the ISO 100 photograph as baseline for estimating the noise distributions, we

cannot apply the same tests to ISO 100 patches. For this reason, Fig. 4.1 shows the PSNR

value (29.13) computed for the image generated by our technique (Synthetic 100). Such

value indicates good agreement with the patch of the actual ISO 100 photograph (Real

100).

Although it would be preferable to directly use noise variance instead of ISO

levels for parameterizing a noise-adjustment process, existing variance-estimation tech-

niques (MAKOVOZ, 2006; LIU; TANAKA; OKUTOMI, 2013; CHEN; ZHU; HENG,

2015; PETROVIC; PETROVIC; NIKOLIC, 2016) do not provide reliable estimates, as they

consider additive white Gaussian noise (AWGN). ISO level, in turn, is a readily available

and reliable information, which justifies our choice. As robust noise variance-estimation

techniques become available, our approach can be adapted to use them.

To perform noise-level adjustment, we use a convolutional neural network (CNN).

Unfortunately, the availability of datasets containing paired photographs captured under

different ISO settings is limited, and creating a large one is a non-trivial task. Thus,

we designed our technique to use unpaired datasets. We modify the cycle-consistency



50

Figure 4.1: Using our technique to adjust the noise level of photographs to different ISO
values. A photograph captured with ISO 100 (left) has its noise level adjusted to ISO 1600
(blue arrow). Likewise, another photograph of the same scene taken with ISO 1600 (right)
has its noise level adjusted to ISO 100 (red arrow). The noise distributions for patches
Real 1600 and Synthetic 1600 have a Kullback-Leibler (KL) divergence of 0.0617 and the
result of their Kolmogorov-Smirnov (KS) test is 0.0878 (with a p-value of 7.81× 10−220),
indicating that the two distributions are very similar. The red, green, and blue histograms
underneath patch Real 1600 show the noise distributions corresponding to the R, G, and
B channels of patch Real 1600, respectively. The superimposed gray histograms are the
corresponding noise distributions for the patch Synthetic 1600. The PSNR value computed
for patch Synthetic 100 is 29.13, also indicating a good agreement with patch Real 100.

ISO 100 ISO 1600

Increase Noise

Reduce Noise

Real 1600

Synthetic 1600Real 100

Synthetic 100

KL: 0.0617
KS: 0.0878

PSNR: 29.13

Noise probability distributions of three color channels

loss, and introduce a low-frequency-consistency loss term to preserve the contrast of the

input image in the synthesized one. An ablation study shows how these changes and our

modified generator architecture lead to high-frequency content that approximates natural

noise (Section 4.4.1).

Fig. 4.2 compares the results produced by our technique with the ones generated

with AWGN, Gaussian-Poissonian (AWGN+Poisson) and with Noise Flow (ABDEL-

HAMED; BRUBAKER; BROWN, 2019) for various ISO levels and different smartphone

camera models. For the three techniques, each noisy result was obtained by corrupting the

corresponding clean patch provided as part of the SIDD (Smartphone Image Denoising

Dataset) dataset. Each clean image in SIDD was obtained after processing 150 pictures

taken from the same scene (ABDELHAMED; LIN; BROWN, 2018). AWGN and our

technique were applied in sRGB space, while Noise Flow was applied in raw space. The

numbers inside synthesized patches are values of the KL divergence and the KS test

computed with respect to the corresponding ground truth, which consists of an actual

photograph captured at the target ISO level. For all examples shown in Fig. 4.2, the images

synthesized by our method obtained KL and KS results significantly smaller (better), and
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textures similar to the corresponding ground truths.

Figure 4.2: Comparison of synthesized noise obtained by corrupting a clean patch for
different ISO values and camera models. AWGN and AWGN+Poisson use the average
noise variances computed from the SIDD paired dataset, in sRGB and linear space,
respectively. Noise Flow are applied in raw space. Our results achieved the best (smaller)
KL divergence and KS values, and exhibit textures similar to the corresponding ground
truths (actual photographs taken at the target ISO levels). The clean images are provided
as part of the SIDD dataset.
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We validate our technique both quantitatively and qualitatively. For this, we use

KL divergence, KS test, discriminative evaluation, and t-SNE visualizations. Together,

these evaluations show that the proposed model generates noise much closer to natural

than existing techniques. Finally, we demonstrate a practical application of our technique:

a significant improvement in the performance of a state-of-the-art denoiser (Section 4.6).

The contributions of this work include:

• A method for adjusting the noise level of an input photograph to match a target ISO

level (Section 4.3). Its results produce significantly better approximations to natural

noise than previous synthetic noise generators;
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• A new loss formulation for use with CycleGANs for allowing the adjustment of noise

level (Section 4.3.4). Such new loss function results in more realistic noise, whose

statistics approximate the ones of real photographs with the same ISO value;

• An architecture for the generators that is suited for the problem of noise synthesis

(Section 4.3.5). An ablation study (Section 4.4.1) shows that such architecture

generates noise that is closer to what is found on real photographs;

• A large (unpaired) dataset containing over 2.1 million 256× 256 patches from pho-

tographs captured under different ISO values with a Canon Rebel T3i (Section 4.4).

The distribution of patches per ISO level is balanced, and the patches did not un-

dergo any denoising, making this a suitable dataset for denoising and noise-synthesis

applications.

4.2 Related Work

Our technique focus on adjusting the noise level of an image. Next, we discuss

works on denoising, noise synthesis, and paired noise datasets.

4.2.1 Denoising Methods

Denoising is a well-studied problem and several techniques have been proposed to

handle it. Among them, many methods model image priors based on non-local similari-

ties (BUADES; COLL; MOREL, 2005; DABOV et al., 2007; BUADES; COLL; MOREL,

2008), sparse representations (ELAD; AHARON, 2006; MAIRAL et al., 2009; DONG

et al., 2013; GIRYES; ELAD, 2014), total-variation optimization (RUDIN; OSHER;

FATEMI, 1992; OSHER et al., 2005), and Markov-Random-Field (MRF) models (LAN et

al., 2006; LI, 2009; ROTH; BLACK, 2009). Such methods have high-computational costs,

heavily relying on the selection of parameter values.

Discriminative learning methods focus on learning inference functions, either

based on random-field architectures (SCHMIDT; ROTH, 2014), reaction-diffusion mod-

els (CHEN; YU; POCK, 2015; CHEN; POCK, 2017), or conditional random fields (SCHMIDT

et al., 2013; SCHMIDT et al., 2016). Recently, deep learning has become a trend on de-

noising methods. Jain and Seung proposed one of the first methods to use CNNs for

denoising (JAIN; SEUNG, 2009). Burguer et al. (BURGER; SCHULER; HARMELING,
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2012) showed how a plain multi-layer perceptron (MLP) trained on large datasets can com-

pete with BM3D (DABOV et al., 2007). Xie et al. combine sparse coding and denoising

autoencoders to address low-level-vision problems such as denoising and inpainting (XIE;

XU; CHEN, 2012). Mao et al. proposed an autoencoder architecture with symmetric skip

connections, training a single model to handle different noise levels (MAO; SHEN; YANG,

2016). Zhang et al. used a single residual CNN, combined with batch-normalization

layers, for blind Gaussian denoising (ZHANG et al., 2017). Later, Guo et al. proposed

a convolutional blind denoising network (CBDNet) (GUO et al., 2019) trained with a

noise model more complex than AWGN, surpassing existing methods on benchmarks

with real photographs. Lehtinen et al. introduced the idea of learning to denoise using

pairs of corrupted images (LEHTINEN et al., 2018). While it removes the necessity of

laboriously collecting noisy-clean pairs for the denoiser training, it still requires at least

two realizations of each scene.

The majority of these methods rely on pairs of clean and corrupted images, either

to find optimal parameters (for approaches based on image priors), or to fully train

discriminative learning techniques. We emphasize that our technique is not intended to

replace denoising methods. On the contrary, it benefits them by providing more realistic

training data, as we demonstrate in the paper.

A recent work by Brooks et al. (BROOKS et al., 2019) proposes a technique to

invert the transformations performed during the imaging-processing pipeline (gain, color

correction, etc.) before performing denoising. Our work, on the other hand, learns how

the entire pipeline affects noise. The two techniques could be combined, with our method

applied to the “untransformed” images produced by their approach.

4.2.2 Noise Synthesis

Besides AWGN, a few additional synthetic noise models have been proposed.

Foi et al. (FOI et al., 2008) described one of the first models to try to improve AWGN

by combining Poissonian and Gaussian noise. Hwang et al. use a Skellam distribution

for modeling Poisson photon noise (HWANG; KIM; KWEON, 2012). More recent

approaches propose in-camera imaging models, being able to account for cross-channel

noise modeling (KIM et al., 2012; NAM et al., 2016). Similar to the works described in

(KIM et al., 2012; NAM et al., 2016), our data-driven approach takes into account the

in-camera pipeline, both in terms of how it can modify the captured noise (e.g., through
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gamut mapping or demosaicing), as well as accounting for other sources of noise (e.g.,

quantization). Unlike (KIM et al., 2012; NAM et al., 2016), our method provides a practical

solution that learns the marginal distribution of patches with a given ISO setting, allowing it

to map an input image from one ISO setting to another. Newson et al. (NEWSON; DELON;

GALERNE, 2017) and Eckel et al. (ECKEL et al., 2020) presented techniques that try to

faithfully model film noise. The work most similar to ours is Noise Flow (ABDELHAMED;

BRUBAKER; BROWN, 2019): a recent machine-learning approach that seeks to minimize

the negative log-likelihood (NLL) between the generated and ground-truth noise. We show

that our method, besides not needing paired data, is capable of training a denoiser with

superior performance compared to Noise Flow.

4.2.3 Paired Noise Datasets

Recently, researchers have built paired datasets with images captured with different

ISO settings. Anaya and Barbu (ANAYA; BARBU, 2014a) constructed a dataset obtained

under low-light conditions, taken with a point-and-shoot (Canon PowerShot S90), a

DSLR (Canon EOS Rebel T3i), and a mobile (Xiaomi Mi3) camera. They captured

pairs of images (shot at ISO 100 and at a higher ISO value), and showed how to align

the pixel intensity values from the pairs of images taken with the same camera. Plotz

and Roth (PLOTZ; ROTH, 2017) propose a similar dataset, capturing images using four

different consumer cameras (Sony A7R, Olympus OMD E-M10, Sony RX100 IV, and

Nexus 6P), with different sensor sizes. They also propose a post-processing procedure

based on the heteroscedastic Tobit regression model to align pixel intensities. Abdelhamed

et al. (ABDELHAMED; LIN; BROWN, 2018) presented the SIDD dataset consisting of 10

scenes, each captured with five smartphone cameras and using different lighting conditions.

All these works show that many recent techniques trained for denoising AWGN (BURGER;

SCHULER; HARMELING, 2012; DONG et al., 2013; SCHMIDT; ROTH, 2014; CHEN;

YU; POCK, 2015) are outperformed by BM3D (DABOV et al., 2007) when applied to

natural noise. This suggests that the use of AWGN (either for training or evaluation) does

not generalize well for the case of natural noise.

For training our generative model, we have built a large unpaired dataset containing

over 2.1 million 256× 256 image patches taken from photographs captured under different

ISO settings (from 100 to 3200) using a Canon Rebel T3i camera. We refer to it as our_T3i

dataset (to avoid confusion with Renoir T3i (ANAYA; BARBU, 2014a)). our_T3i has
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a balanced distribution of ISO levels, and consists of sRGB images with no denoising

applied. It is a valuable resource for training denoising and noise-synthesis applications.

We intend to make this dataset publicly available.

4.3 Adjusting Image Noise Levels

Our method uses a GAN architecture inspired by the work of Zhu et al. (ZHU

et al., 2017). Its goal is to learn mapping functions G : X 7→ Y and F : Y 7→ X

between the domains X and Y . X represents the domain of images captured under a

lower ISO setting, and Y represents images captured with a higher ISO. Thus, the mapping

function G should learn to increase the noise level, while F should learn to reduce it.

During training, two discriminators DX and DY learn to discriminate images belonging to

domains X and Y , respectively. Our loss function consists of three terms: an adversarial

loss (GOODFELLOW et al., 2014), a modified cycle-consistency loss (ZHU et al., 2017),

and a novel low-frequency-consistency loss.

4.3.1 Adversarial Loss

Adversarial losses are used to enforce that the output of generators G and F match

the image distributions learned by the discriminators DY and DX , respectively. Instead

of using the original adversarial loss presented in (GOODFELLOW et al., 2014), we use

the Least-Squares adversarial loss (MAO et al., 2016) due to its increased stability during

training. For G and DY , the adversarial loss is defined as:

LLSGAN(G,DY , X, Y ) = Ey∼pdata(y)[DY (y)2]

+ Ex∼pdata(x)[(1−DY (G(x)))2],
(4.1)

where DY outputs 1 when it accepts its input as part of distribution of domain Y , and 0

otherwise. During training, G aims to minimize this loss, while DY aims at maximizing it.

This way, DY is trained to accept images from domain Y and reject the ones generated by

G(x). In turn, G is trained to make its output similar to the ones in domain Y (i.e., make

its output to be accepted by DY ). A similar adversarial loss is used for F and DX , i.e.,

minFmaxDX
LLSGAN(F,DX , Y,X).
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4.3.2 Cycle-consistency Loss

Zhu et al. argue that both generators should be cycle-consistent, i.e., for each image

x ∈ X , F (G(x)) ≈ x (ZHU et al., 2017). Likewise, for each image y ∈ Y , G(F (y)) ≈ y.

However, such a constraint is not entirely suited to our problem due to the stochastic nature

of noise. In particular, two noisy photographs of the same scene have significantly different

pixel values, despite being corrupted by noise realizations coming from the same ISO-level

noise distribution. As such, in combination with an l1 or l2 norm, the optimization would

smooth images x and y to maximize their similarity, being unable to increase noise level.

To overcome this limitation, we propose a new cycle-consistency loss, based

on the observation that the noise-to-signal ratio is higher in the high-frequency Fourier

components of natural images. Appendix B.1 describes an experiment which demonstrates

such a statement. Thus, our loss isolates these components, and considers only their total

energy (in contrast to exact pixel values). More precisely, it is defined as the l2-norm

‖ · ‖2 of the channel-wise (R, G, and B) variance (var) of the high-frequencies of the

patches x against F (G(x)), and likewise for the patches y against G(F (y)). Thus, our

cycle-consistency loss is defined as:

Lcyclic(G,F ) = Ex∼pdata(x)[‖var(H(F (G(x))))− var(H(x))‖2]

+ Ey∼pdata(y)[‖var(H(G(F (y))))− var(H(y))‖2],
(4.2)

where H(x) = x − Gσ(x) is the high-frequency content of image patch x, and

Gσ( · ) denotes a blur using a Gaussian kernel with standard deviation σ. Appendix B.2

discusses how to choose σ values for different ISO values. The low-frequency component

of x, Gσ(x), is a key part of our low-frequency-consistency loss term (Section 4.3.3).

During training, we have noticed no major changes when computing variance over

the entire patch or computing moving variance over small windows across the patch. Thus,

to speed up the training, the variance is computed once over the entire patch.

4.3.3 Low-frequency-consistency Loss

The adversarial loss terms (Eq. 4.1) make the outputs of generators to be accepted

by the corresponding discriminators, and the cycle-consistency loss term (Eq. 4.2) pro-

vides additional constraints, enforcing a given input to maintain high frequencies after
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passing through both G and F . Despite these terms, the problem of image-to-image

translation is still ill-posed. For instance, we have found that only using adversarial and

cycle-consistency loss terms, the resulting mapping functions tend to not preserve the

original colors and global contrast of the input image. We thus introduce another novel

loss term that addresses this problem. It is conceptually a dual of the loss from Eq. 4.2,

based on the observation that given a scene photographed using two different ISO levels,

the low-frequency content of both images should be the same, regardless of the used ISO

levels. This happens because, as mentioned earlier, low-frequency components are not

significantly corrupted by the relative noise amplitude. Thus, for a given image x ∈ X ,

the low-frequency contents of both x and G(x) should be similar. The same goes for y and

F (y). Our novel low-frequency-consistency loss is defined as:

Llow-freq(G,F ) = Ex∼pdata(x)[‖Gσ(G(x))−Gσ(x)‖2]

+ Ey∼pdata(y)[‖Gσ(F (y))−Gσ(y)‖2].
(4.3)

4.3.4 The Complete Loss Function

The complete loss is then given by:

L(G,F,DX , DY ) = LLSGAN(G,DY , X, Y )

+ LLSGAN(F,DX , Y,X)

+ λ1Lcyclic(G,F )

+ λ2Llow-freq(G,F ),

(4.4)

where λ1 and λ2 control the importance of each term. After some experimentation, we

empirically found that λ1 = λ2 = 10 works best. For all results described in this Chapter

we used this setup. The optimization process is guided by

G,F = arg min
G,F

max
DX ,DY

L(G,F,DX , DY ). (4.5)
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4.3.5 Network Architectures

Fig. 4.3 illustrates the architectures for both generators (top) and discriminators

(bottom). For discriminators DX and DY , we use the architecture described by Zhu et

al. (ZHU et al., 2017), which consist of a convnet classifier based on PatchGANs (ISOLA

et al., 2017; LI; WAND, 2016), with patch size of 70× 70 pixels. For the generators G

and F , however, we have opted for different architectures.

Different from architectures like U-Net (RONNEBERGER; P.FISCHER; BROX,

2015), we do not use any downscaling/upsampling layers (nor any convolutional layer with

stride different from 1). Our generator G adds the input image x to a residual produced by

a modified version of the architecture described by Zhu et al. (ZHU et al., 2017) obtained

by removing its tanh layer. The output of G for a given input image x is given by

G(x) = x+ Gresidual(x
′), (4.6)

where Gresidual(x
′) is the residual to be added to the input image x, and x′ is the concate-

nation of x with a random noise image of same size (i.e., for a 3-channel W ×H image

x, x′ is a 6-channel W ×H image). The noise in x′ works like a seed for the generator,

guaranteeing that different versions of the output will be produced even if the same image

is provided as input multiple times. A similar use of seed for modeling a distribution of

possible outputs appears in (ZHU et al., 2017).

The generator F follows the same idea, with the exception that x′ = x, as F does

not require a stochastic behavior to reduce noise. Section 4.4.1 shows that our architecture

is more suited to our problem, being capable of increasing (or attenuating) high-frequency

noise.

4.3.5.1 Implementation Details

Our GAN implementation was inspired by Zhu et al.’s work (ZHU et al., 2017). This

includes the use of residual blocks (HE et al., 2016), instance normalization (ULYANOV;

VEDALDI; LEMPITSKY, 2016), and PatchGANs in the discriminators (ISOLA et al.,

2017). However, we made some important modifications, especially on the generators

architecture, for improving the handling of high frequencies. A textual description of

the final architectures can be found in the next section. For training, we used the Adam

optimizer (KINGMA; BA, 2014) with default parameters and learning rate of 0.0002,
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Figure 4.3: Architecture of our GANs: (top) our generators consist of five residual blocks,
two Conv2D and one Batch-Normalization layers. Each residual block consists of two
Conv2D layers. All Conv2D layers (including the ones in the residual blocks) are preceded
by a reflection padding and followed by an Instance-Normalization and ReLU layers;
(bottom) the discriminators consist of five Conv2D layers, all followed by an Instance-
Normalization and leaky-ReLU layer.
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linearly decaying to zero in the course of 2 epochs (totaling more than 800k iteration

updates). We used batch size of 1. Specifically for training the discriminator, we followed

the idea of Shrivastava et al. (SHRIVASTAVA et al., 2017) of updating the discriminator

using a history of generated images.

4.3.5.2 Network Descriptions

Generators’ architecture. The architecture of our F and G generators were designed to

better handle high-frequency content. Let Ck-f denote a k × k 2D convolution layer with

f filters, and let Res-k represent a residual block consisting of a Reflection padding, Conv

layer, Reflection padding and another Conv layer, in this order, where both Conv layers use

3× 3 kernels and k filters. Ref represents a Reflection padding layer, and BN is a batch-

normalization layer. All Conv layers are followed by an Instance-Normalization layer

and a ReLU. The architecture of the generators is as follows: Ref, C7-64, Res-64,

Res-64, Res-64, Res-64, Res-64, Ref, C7-64, BN (Fig. 4.3, top).

Discriminators’ architecture. We have used the same architecture as Zhu et al. (ZHU

et al., 2017) for the discriminators DX and DY . Following the same notation of names

defined above, and considering that for the discriminator all Conv layers are followed by

Instance-Normalization and leaky-ReLU (with decay of 0.2), the discriminator architecture
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consists of: C4-64, C4-128, C4-256, C4-512 (Fig. 4.3, bottom).

4.4 Experiments and Results

We present a series of experiments demonstrating the effectiveness of our technique.

Our CNN was trained using our unpaired dataset. The training and test datasets consist

of sRGB photographs captured under different ISO levels (ISO 100, ISO 200, ISO 400,

ISO 800, ISO 1600, and ISO 3200). All images (total of 13,224) were acquired in raw

mode using a Canon EOS Rebel T3i, including photos from many places and object

types. The images were then post-processed (demoisaicing, white balancing, gamma

correction) using the rawpy library with default parameters for outputting images in the

sRGB color space in PNG format (lossless compression). This intentionally makes our

CNN account for cross-channel effects that might come from demosaicing and gamut

mapping, as well as for quantization noise. To speed-up the reads from disk during training,

each 5184× 3456-pixel image was split into 256× 256 patches. We removed patches with

mean intensity above 0.5 to avoid over-exposed areas with little noise, which would not

contribute to training. Such decision follows the idea of Gharbi et al.’s work (GHARBI

et al., 2016): using samples that provides greater contribution for training; in their work,

the authors used hard-to-reconstruct samples for the training of a demosaicing method.

The remaining patches were split into training and test sets, consisting of 1,883,501 and

235,318 patches, respectively. During training, we randomly crop a 128× 128-pixel region

from each 256× 256 patch. In our experiments, using greater or smaller patch sizes had

resulted on larger training times and inferior results, respectively. Data augmentation, in

the form of horizontal/vertical flips, and ±90◦ rotations, is used for each cropped region.

Similar to the Chapter 3, augmentations that require resampling were not used, as they

might change the distribution of noise.

4.4.1 Ablation Study

We present an ablation study that shows the impact of each of our decisions

(regarding the loss function and architecture designs). For this study, we have trained our

entire CNN (G,F,DX , and DY ), X being the domain of photographs captured with ISO

100, and Y the domain of images captured with ISO 1600. The number of training patches
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Figure 4.4: Ablation study, mapping from ISO 100 to ISO 1600. (a) input image patch
(captured w/ ISO 100). (b) Result obtained with the model trained with Zhu et al.’s (ZHU
et al., 2017) architecture and loss formulation. Note the significant color shift and change
in global contrast. (c) output of model trained with Zhu et al.’s architecture and our loss
formulation. Colors have been better preserved, but contrast has not. (d) output of model
trained with the proposed architecture (Section 4.3.5) and our loss formulation; (e) a patch
taken from an image captured with ISO 1600 (ground truth). We encourage the reader to
zoom in for better visualization of the noise.

(a) (b) (c) (d) (e)

was 297,211 for ISO 100, and 303,368 for ISO 1600.

Fig. 4.4 compares three training experiments: Fig. 4.4(b) shows results obtained us-

ing Zhu et al.’s (ZHU et al., 2017) loss functions and architecture. Fig. 4.4(c) shows results

obtained using our modified cycle-consistency loss (Eq. (4.2)) and our low-frequency-

consistency loss (Eq. (4.3)), but still using Zhu et al.’s (ZHU et al., 2017) generator

architecture. Fig. 4.4(d) shows results obtained using our loss formulation (Eq. (4.5)) and

architectures for generators G and F (see Section 4.3.5). Fig. 4.4(e) shows the correspond-

ing patch taken from an image captured with ISO 1600 (ground truth). All the models

were trained using the same training set and with the same number of iterations (4 epochs

each). Notice how the additional constrains imposed by the low-frequency-consistency

loss enforce color and global scene contrast preservation. Our convolutional architecture,

combined with residual strategy (Eq. (4.6)) enables the network to better learn how to

synthesize (in the case of G) and remove (in the case of F ) high-frequency noise.
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Figure 4.5: Difficulty in distinguishing adjacent ISO levels: normalized confusion-matrix
obtained for an ISO-level classifier. Note the higher confusion values around the main
diagonal.
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4.4.2 Multi-ISO Mapping

One possible strategy for transforming between arbitrary pairs of ISO values is

to define a chain of mappings between pairs of adjacent ISO levels. However, mappings

between adjacent ISO values tend to undershoot the noise, behaving like an identity

function. This happens because the domains of neighbor ISO-levels are very similar,

making it very hard for discriminators to learn how to separate such domains. This is

illustrated in Fig. 4.5, where the confusion matrix for a classifier that detects the ISO

of a given patch got an average accuracy of only 59.03%. This shows how hard it is to

distinguish between adjacent ISO values. Details about the classifier’s architecture can be

found in Appendix D.

An inspection of the confusion matrix in Fig. 4.5 shows that it is virtually impossible

to distinguish between ISO 1600 and ISO 3200 photographs, as well as between ISO 100

and ISO 200 pictures. The inspection also reveals that one can confidently map between

ISO 100 and all other ISO values, except ISO 200. Thus, we designed a multi-ISO mapping

scheme that takes advantage of this observation. The mapping between ISO 100 and ISO

200 is done indirectly through ISO 1600. By transitivity, it allows mappings among all

pairs of ISO values.

Fig. 4.6 illustrates the use of our technique to adjust the noise levels of several

photographs taken at ISO 100 to match different ISO values, from 200 to 3200. Fig. 4.7

shows the use of our method to reduce the noise level of five photographs originally taken

with ISO 1600 to ISO 100. We encourage the reader to zoom in for better visualization of
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Figure 4.6: Our CNN can adjust the noise level of input images to match that of a target
ISO value. In all these examples, our CNN takes an input patch captured with ISO 100
and maps it to various target ISO values: 200, 400, 800, 1600, and 3200. We encourage
the reader to zoom in these images to inspect the noise levels.
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Figure 4.7: Photographs mapped from ISO 1600 to ISO 100 using our technique. Zoom in
to see the reduced noise in the synthetic versions.
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4.5 Evaluation

To evaluate our method we use the small version of SIDD (ABDELHAMED; LIN;

BROWN, 2018), which consists of paired noisy-clean images captured under different ISO

values with five different smartphone cameras: LG G4 (G4), Google Pixel (GP), iPhone 7

(IP), Motorola Nexus 6 (N6), and Samsung Galaxy S6 Edge (S6). Having a paired dataset

allows us to compare our results both quantitatively and qualitatively. It also enables the

computation of the standard deviation of the noise for each ISO value, which is used to

obtain a fair implementation of AWGN. Moreover, since Noise Flow (ABDELHAMED;

BRUBAKER; BROWN, 2019) was trained in such dataset, the use of SIDD also allows

for a fair comparison with this method.

Section 4.5.1 describes the five noise models compared to ours. In Section 4.5.2 we

use a discriminative model trained to classify noise between natural and synthetic (produced

by previous models). Section 4.5.3 presents another classifier trained to distinguish

among natural noise and the several noise models described in Section 4.5.1, including

ours. Finally, Section 4.5.4 compares the performance of our technique against the

most competitive ones using KL divergence and KS test as objective metrics. Such

experiment measures the similarities between each model’s noise distributions and the

noise distributions of actual photographs taken at the target ISO levels (ground truth). We

also qualitatively compare results obtained with these three techniques for different ISO

values and camera models.

4.5.1 Noise Models

We call an algorithm used to corrupt a clean patch a noise model. We consider five

popular/recent noise models for comparisons against ours:

AWGN: the most traditional noise model, consisting of zero-mean Gaussian noise1. By

having paired noisy-clean patches from the SIDD, we compute the average noise-variance

for each ISO value. Such value is used when synthesizing noise using AWGN for the

corresponding ISO level;

Poisson: another traditional noise model, synthesizes noise following a Poissonian distribution1;

GaussianPoissonian: a composition of the two previous noise models (AWGN+Poisson),

inspired by (FOI et al., 2008). First, we apply AWGN to the input, then apply Poisson
1Generated with the random_noise function from the python package skimage.
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Figure 4.8: Classification of images corrupted by several noise models, including our
GANSIDD trained on the small SIDD dataset. We trained one classifier for each ISO level.
(top) Confusion matrices obtained with a 2,000-patch testset for each ISO level, including
multiple camera models per ISO. These matrices exhibit noticeable confusion between
natural noise and our GANSIDD noise, specially for the ISO levels 800. (bottom) Projections
using t-SNE for the same test sets. The projections of the noise generated by our GANSIDD

overlap with natural for most ISO values.
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noise to the intermediate result.

AWGN followed by Bayer sampling and demosaicing: consisting of the application of

AWGN followed by sampling (simulating a Bayer color filter array – CFA) and demosaicing

(using bilinear interpolation). A similar noise model is used by CBDNet (GUO et al.,

2019);

Noise Flow (ABDELHAMED; BRUBAKER; BROWN, 2019): a deep learning based

model for synthesizing noise for different types of cameras and ISO values. As the provided

models were trained in raw space, we synthesize (and add) noise in raw before converting

the images to sRGB.

We refer to our models trained on the small SIDD dataset as GANSIDD. Although

SIDD provides noisy-clean pairs, the training of our generative models was unsupervised

(i.e., did not use such paired information). The small version of the SIDD dataset contains

160 pictures, and only their most representative ISO values were used for training our

models: ISO 400 (17 pictures), ISO 800 (36 pictures), ISO 1600 (22 pictures), and ISO

3200 (13 pictures). This resulted in 88 images and a total of 18,951 256 × 256 training

patches distributed over these four ISO levels and five camera models. We trained one

GANSIDD for each combination of ISO level and camera model. Training one model per

ISO value regardless of camera model results in mode collapsing (GOODFELLOW et

al., 2014), where the generator learns to mimic only one camera model. Each model was
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trained for 40 epochs using 128× 128 random crops from the training patches (to expedite

training).

Except for Noise Flow, the remaining algorithms operate directly in the sRGB

space. For each scene, SIDD provides a so called clean image, obtained after processing

150 pictures taken from the same scene (ABDELHAMED; LIN; BROWN, 2018). For

the comparisons described in the following sections, all noise models take as input one

256× 256 clean patch at a time. Their outputs are used as input to discriminative models,

and the images and noise distributions are compared to patches from actual photographs

(ground truth) taken at the target ISO level.

4.5.2 Classifying Natural and Artificial Noise

An evaluation network was trained for classifying a given input into one of the two

classes: (i) corrupted with natural noise, or (ii) corrupted by traditional noise models (i.e.,

AWGN, Poissonian, GaussianPoissonian, and AWGN followed by Bayer sampling and

demosaicing). During training, each patch had a 20% probability of containing natural

noise (i.e., taken directly from an actual noisy photography in the SIDD dataset). There

was also a 20% probability that a training patch is obtained by corrupting a clean patch

with each one of the four noise models (adding up to the remaining 80%). Details of

the architecture of this binary-classification network can be found in Appendix B.3. The

obtained classifier achieved an accuracy above 99.75% on the test set on all ISO levels.

This simple experiment shows how easily separable the sets of images corrupted by natural

and by artificially-generated noise are. It also shows how current synthetic noise models

fail to mimic natural noise found in digital photographs.

Table 4.1: KL divergences and KS values for different noise models, ISO values, and
lighting conditions ([L]ow and [N]ormal light brightness levels). Best (lower) values are
highlighted in bold. These values were measured over the whole population of image
patches (see the text for details). Notice how our method achieves better values for these
metrics across all ISO values.

ISO 400 ISO 800 ISO 1600 ISO 3200
L N L N L N L N

KL divergence

AWGN 0.0910 0.1063 0.0938 0.1108 0.1780 0.1478 0.0765 0.0796
AWGN+Poisson (linear) 0.1358 0.0781 0.2053 0.1010 0.0732 0.1786 0.0784 0.0383
NoiseFlow 0.1052 0.1557 0.0593 0.1140 0.0517 0.0634 0.0801 0.0520
GANSIDD 0.0091 0.0323 0.0104 0.0249 0.0228 0.0129 0.0339 0.0188

KS value

AWGN 0.0693 0.0787 0.0842 0.0909 0.1096 0.1237 0.1100 0.0896
AWGN+Poisson (linear) 0.1000 0.0668 0.1520 0.0726 0.0937 0.1277 0.0784 0.0628
NoiseFlow 0.1138 0.1422 0.0900 0.1057 0.0929 0.0821 0.1270 0.0925
GANSIDD 0.0333 0.0564 0.0404 0.0550 0.0600 0.0643 0.0761 0.0677



67

4.5.3 Discriminating among Noise Models

We also trained classifiers for discriminating images containing natural noise as

well as ones corrupted by the six noise models described in Section 4.5.1, which include

ours. We trained a single classifier for each ISO level (400, 800, 1600, and 3200), regardless

of the used cameras models. Although the trained classifiers are capable of discriminating

between natural and our GAN-generated noise, we show that the noise produced by our

generative models is much closer to natural than the ones created by previous noise models.

Fig. 4.8 shows the results of these classifiers. The confusion matrices on the top were

created with 2,000 test patches for each ISO level. Notice that the confusion between

natural and our GAN generated noise is higher than with the previous noise generators.

The t-SNE visualizations at the bottom of Fig. 4.8 show the output of the last layer of

each classifier. t-SNE is a visualization technique that uses a non-linear transformation

to project the data onto a 2D plane, trying to keep the pairwise distance between samples

(MAATEN; HINTON, 2008a). Note that the projections of other noise models are further

away than ours (brown) from natural noise (pink). The projections of the noise generated

by our GANSIDD overlap with natural for most ISO values. The labels of each sample

(AWGN, Poisson, natural, etc.) were not used for learning the t-SNE projections, but only

for coloring the visualizations after t-SNE has been applied.

The use of classifiers is a known strategy for measuring the quality of generative

methods (LOPEZ-PAZ; OQUAB, 2017). According to Lopez-Paz and Oquab, the lower

the classifier’s accuracy when discriminating between natural and synthesized samples, the

higher the quality of the generative model. It is important to mention that when evaluating

trained generative models (LOPEZ-PAZ; OQUAB, 2017), all experiments got near-perfect

results (real and synthetic samples being easily distinguishable). In a similar experiment

presented in this section (Fig. 4.8), the classifier failed to distinguish our results from

natural noise in several occasions.

4.5.4 Quantitative Metrics

For quantitative evaluation, we compared patches containing natural noise with

synthesized ones produced using AWGN, AWGN+Poisson, Noise Flow, and our GAN

models. We use the KL divergence and KS test as objective metrics for assessing the

similarity of the noise distributions generated by each technique with the noise distributions
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Figure 4.9: Additional comparisons of synthesized noise obtained by corrupting clean
patches for different ISO values and camera models. Our results achieved the best (smaller)
KL divergence and KS values. Ground truth is an actual photograph taken at the target
ISO level. The clean images are provided as part of the SIDD dataset.
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obtained from natural noise. Lower values for KL and KS represent better results (more

similar to real noise).

Fig. 4.9 shows additional quantitative and qualitative comparisons (besides the ones

in Fig. 4.2) of patches from different ISO values and lighting conditions (L for low and N

for normal light-brightness levels) from the small SIDD datataset. The variances used for

AWGN and AWGN+Poisson-linear are mean variances measured in sRGB (post-gamma)
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and in linear space (obtained by applying inverse gamma to sRGB), respectively. For each

ISO level, the variances were computed from all noisy-clean image pairs for the given ISO

value. Noise Flow were applied in raw space, with metadata (camera and ISO value) taken

from the patch2, using a trained model provided by the authors. AWGN+Poisson-linear

was applied in linear space. Both AWGN and our GANSIDD models are applied directly in

the sRGB space. Both metrics (KL divergence and KS value) are computed in the sRGB

space.

Note in Fig. 4.9 how our model achieves smaller values of KL divergence, despite

of not using paired data at all. Table 4.1 compares these metrics, for the most competitive

methods, for the whole population of patches from SIDD. The metrics were obtained by

computing the Red, Green and Blue histograms of all patches as a group, resulting in

three numbers per population (KLR, KLG, KLB), which are averaged together. The same

procedure is performed for KS values. For more details please refer to Appendix B.4.

Appendix B.5 provides a similar Table comparing additional methods. As seen in Table 4.1,

our approach obtains the best metrics across practically all scenarios, attesting to its

effectiveness in synthesizing noise that is statistically similar to natural noise. Appendix B.6

provides more comparison cases for visual inspection.

Fig. 4.10 compares the synthesized noise (residual), i.e., the difference between the

noisy and clean image versions, generated by the noise models in Fig. 4.9. Notice how our

method better mimics camera noise, specially regarding the size of noise grain and color

distribution. Appendix B.7 provides additional examples of residual images.

4.6 Applications

To demonstrate potential applications of our method, we have used our trained

models for synthesizing noise for training a denoising algorithm, and a CFA-design along

with demosaicing method robust to noise (similar to what was trained in Chapter 3).

We show that the noise synthesized by our method improves the performance of both

applications in benchmarks of natural images.

For all following experiments, besides using random 90o rotations, we also aug-

2Our statistical metrics are computed in sRGB space, and we noticed that the raw-to-sRGB postprocess-
ing implemented by Noise Flow differs from the one implemented by SIDD. To be fair in our comparisons,
the metrics for Noise Flow were computed against the clean sRGB images provided in the Noise Flow
package.
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Figure 4.10: Comparison of synthesized noisy images and corresponding noise (residual)
produced by the various methods. For better visualization, contrast of the residual images
has been enhanced by factor of 3×. Our results better mimic the noise found in digital
photographs.

AWGN

AWGN
+Poisson
(linear)

Noise
Flow Ours

Ground
Truth

no
is

y
16

00
L

KL = 0.2751
KS = 0.1306

KL = 0.0394
KS = 0.0589

KL = 0.1769
KS = 0.1954

KL = 0.0303
KS = 0.0813

re
si

du
al

no
is

y
32

00
N

KL = 0.0861
KS = 0.0941

KL = 0.0454
KS = 0.0568

KL = 0.1857
KS = 0.2086

KL = 0.0381
KS = 0.0877

re
si

du
al

mented the training dataset using patches defined as

αxnoisy + (1− α) yclean,

where xnoisy is a noisy patch synthesized by the noise model, yclean is the corresponding

clean image (noise free), and α is an interpolation parameter whose value is randomly

selected from a uniform distribution in [0.7, 1] (values chosen empirically). Despite its

simplicity, such strategy helped to improve the trained-models’ PSNR around 2 dB by

delaying overfitting (our optimizer was able to train an additional epoch when using such

augmentation).

4.6.1 Denoiser

The first application is the use of our method for training denoising models. In

this experiment, we trained several versions of the DnCNN method for blind denois-

ing (ZHANG et al., 2017). We have used the authors’ implementation, using the DnCNN-S
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Table 4.2: PSNR results of evaluating a denoiser (DnCNN) trained using noise generated
by existing techniques, and by using the generators trained with our Canon dataset, and
with SIDD dataset. The version of DnCNN trained using images corrupted by both
GANs (trained with Canon and SIDD datasets) achieved higher PSNR (in bold) in all
natural-image benchmarks.

Renoir
Darmstadt

SIDD
id Noise Model T3i Mi3 S90 Low lighting Normal lighting

1 CBDNet (GUO et al., 2019) 27.35 25.08 26.62 32.58 24.48 28.99
2 AWGN 29.12 25.07 28.91 30.63 27.07 29.31
3 AWGN-linear 29.64 25.48 29.48 32.13 29.17 31.20
4 PoisGauss 29.61 25.18 29.31 31.15 27.30 29.71
5 PoisGauss-linear 30.02 25.94 29.70 32.11 29.93 31.67
6 Noise Flow 30.62 26.15 29.93 32.84 29.53 31.68
7 GANour_T3i 33.41 28.03 31.55 32.24 30.32 31.48
8 GANSIDD 32.16 27.38 31.04 32.79 31.85 33.02
9 GANour_T3i + GANSIDD 33.49 28.14 31.69 35.32 33.27 34.67

architecture, which consists of 17 Conv2D layers with 64 filters each. Each version of

the DnCNN denoiser is trained on an extensive noisy-clean paired dataset created with

a different realization of our GAN. More precisely, we select a set of clean (noise-free)

images from the dataset of Gharbi et al. (GHARBI et al., 2016), and compute the corre-

sponding noisy images using our GAND noise generator (for several ISO values). The

subscript D indicates on which (unpaired) dataset the GAND noise model was trained:

D ∈ {our_T3i, SIDD}. Although we describe a denoising application, in principle, our

method could be used to generate input to any trainable computer-vision task that seeks

robustness to noisy scenarios.

To compare our noise generator against existing alternatives, we also trained several

DnCNN denoisers using paired datasets created by the AWGN and Poissonian-Gaussian

models (both applied in linear and post-gamma spaces), CBDNet (GUO et al., 2019) and

Noise Flow (ABDELHAMED; BRUBAKER; BROWN, 2019) (for these last two, we used

implementations provided by their authors). For all experiments, we trained the denoisers

past convergence: taking the checkpoint with highest PSNR on the validation set.

Table 4.2 summarizes the results of the DnCNN denoisers trained with our GAN

noise models versus the alternatives. We evaluate each denoiser using the Renoir (ANAYA;

BARBU, 2014a), Darmstadt (PLOTZ; ROTH, 2017), and SIDD (ABDELHAMED; LIN;

BROWN, 2018) denoising benchmarks. In these, we discriminate each camera model

in the Renoir dataset, as well as between scenes captured under low (L) and normal (N)

light brightness levels in the SIDD dataset. As can be seen by the higher PSNR values

in Table 4.2, using our GAN noise models lead to improved performance of the DnCNN
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denoiser across all benchmarks.

Compared to previous noise generators (rows 1 to 6 in Table 4.2), the denoiser

trained only with noisy images generated by GANour_T3i (row 7 in Table 4.2) got a signifi-

cant improvement in PSNR performance, especially in the Renoir dataset. Similarly, when

trained only with GANSIDD (row 8 in Table 4.2), the denoiser also performed significantly

better than previous approaches, in particular on the SIDD dataset. Intriguingly, a more

generic denoiser trained using randomly selected patches generated by GANour_T3i and

GANSIDD got the overall best results (row 9 in Table 4.2). We conjecture that the combined

use of the two models might help to fight overfitting, thus explaining the improved per-

formance. Indeed, while the denoisers separately trained with GANour_T3i and GANSIDD

both converged between epochs 3 and 4, the denoiser trained with both noise models

(GANour_T3i + GANSIDD) converged after epoch 5.

4.6.2 CFA Design and Demosaicing

In Chapter 3, we compared our CFA patterns and demosaicing models against ex-

isting methods in the presence of Gaussian noise. By using the generative model proposed

in this Chapter, we can train CFA+demosaicing models that are robust to natural noise,

evaluating the performance in the benchmark datasets used in the denoiser experiment

(Section 4.6.1).

This experiment is similar to the comparison of trained denoisers in Section 4.6.1,

but instead of training a DnCNN, we trained several versions of the CFA+demosaicing

architecture (presented in Chapter 3), using a fixed 4x4 CFA pattern. Similarly, we also

used the dataset of Gharbi et al. (GHARBI et al., 2016) as clean images, and compute the

corresponding noisy images using the same methods described in Section 4.6.1.

Table 4.3 summarizes the results of the CFA+demosaicing architectures trained

with our GAN noise models versus the alternatives. We evaluate each trained version by

using the same natural-image datasets of the first experiment: Renoir (ANAYA; BARBU,

2014a), Darmstadt (PLOTZ; ROTH, 2017), and SIDD (ABDELHAMED; LIN; BROWN,

2018). The models trained with our generative methods achieved higher PSNR in all

datasets, except for the Renoir-S90, a camera that our generative method did not see during

training.

Fig. 4.11 shows the CFA patterns encountered in some of the trainings. It is easy to

notice that all CFA patterns trained with AWGN-based noise models (top row), as well
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Table 4.3: PSNR results of evaluating the CFA+demosaicing architecture (Chapter 3)
trained using noise generated by existing techniques, and by using the generators trained
with our Canon dataset, and with SIDD dataset. The versions trained using images
corrupted by both GANs (trained with Canon and SIDD datasets) achieved higher PSNR
(in bold) in all natural-image benchmarks (with exception to the Renoir S90).

Renoir
Darmstadt

SIDD
id Noise Model T3i Mi3 S90 Low lighting Normal lighting

1 No noise-model 30.51 26.22 30.30 31.31 27.76 30.01
2 CBDNet (GUO et al., 2019) 31.20 27.11 30.48 34.82 27.18 31.07
3 AWGN 34.21 28.59 33.31 33.87 30.35 32.63
4 AWGN-linear 32.49 28.13 32.22 35.44 32.70 34.48
5 PoisGauss 34.15 28.48 33.37 33.82 30.34 32.64
6 Noise Flow 32.58 28.50 31.63 34.74 31.49 33.72
7 GANour_T3i 34.66 29.08 32.66 34.08 31.27 33.04
8 GANSIDD 34.79 30.02 32.89 35.65 33.46 34.56
9 GANour_T3i + GANSIDD 34.50 29.17 32.47 35.66 33.71 35.23

Figure 4.11: Learned CFA patterns when using different noise models. In top row, we can
see the learned patterns when using traditional noise models, as well as using no noise
model. In bottom, the learned patterns when using most recent noise models and ours.
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as the ’no noise-model’, share similar color patterns (with exception to the AWGN in

linear space). It is not by chance, as AWGN corrupts all color channels with the same

variance. But it is already known that this is not how natural noise behaves (PLOTZ; ROTH,

2017). Also, when training using noise-models based on the SIDD (bottom row, except for

CBDNet), the learned patterns exhibit many greenish color-filters, which indicates that

such dataset might consist of many green-predominant images. Nonetheless, the pattern

encountered after training using our GANour_T3i + GANSIDD noise model has quite different

colors, which are presumably more robust to (natural) noise.
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4.7 Discussion

The classifiers for identifying the ISO level of a given patch (Section 4.4.2), for dis-

tinguishing natural from artificial noise (Section 4.5.2), and for noise-model classification

(Section 4.5.3) all share similar architectures. The architectures of the GAN generators

(Section 4.3.5) and of these classifiers were obtained after experimenting with different

designs (e.g., residual network (HE et al., 2016), U-Net (RONNEBERGER; P.FISCHER;

BROX, 2015)) and different deep-learning layers (e.g., batch-normalization (IOFFE;

SZEGEDY, 2015), half-strided convolutions, and instance normalization (ULYANOV;

VEDALDI; LEMPITSKY, 2016)). We have also tried different metrics for the cycle-

consistency loss (Section 4.3.2), such as l1 and l2 norm, and SSIM.

Using a residual design (Eq. (4.6)) for our generators greatly improved the con-

vergence of the training and the quality of the results. In this same residual design, we

include a batch-normalization as the last layer of the generator, initializing Γ (the scaling

parameter) as 0.1, making Eq. (4.6) to be close (at initialization) to an identity function.

This actually speeds up the training convergence, while reducing generated artifacts. As

mentioned in Section 4.3.1, we replaced the traditional adversarial loss by the least-squares

adversarial loss, as this has been reported to increase training stability (MAO et al., 2016).

While the tanh activation function is often used as the last layer of generators, for our

application it tends to saturate highlights and darken low-lit regions. Removing tanh

improved our results.

Adding noise to raw image values more closely simulates most noise sources,

besides being simpler to implement compared to simulating these processes in demosaiced,

white-balanced, quantized, and compressed images. However, doing so would preclude

our method from being used with images post-processed by such transformations (such as

JPEG, PNG, etc.), which are used by most applications. Therefore, we perform all training

in the sRGB color space. This was a design decision where we favored wider applicability

over slightly better precision. Nonetheless, by retraining our models for input/output raw

pixel values, our method can be used with RAW images.

A key factor for AWGN-based noise-models is the choice of the variance. In our

KL/KS comparison, as well as in the denoiser experiment, the variance for AWGN was

computed for each ISO level using the paired noisy-clean images from SIDD3. When such

paired dataset is unavailable, the variance must be estimated or guessed, resulting in a

3We computed the variance for the post-gamma and linear spaces.
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poorer representation of the natural noise. Our method, on the other hand, does not rely

on paired datasets, thus, the gap between results obtained with our and AWGN- based

methods should increase in practical applications.

Training GANs is hard not only due to problems during training (e.g., mode

collapsing, non-convergence, diminished gradients, and sensibility to hyperparameters),

but specifically to potential artifacts introduced by image-generative models, like ringings

and blurring. The fact that our GAN architecture is capable of generating high-frequency

noise illustrates its potential. Nonetheless, color shifts and halos may happen in some

situations. The cause of these artifacts are not quite clear, and its understanding and

correction is a subject for future investigation. Despite such artifacts, our model provides a

better alternative to existing noise generators, as shown in Table 4.2.

Noise encountered in photographs of different camera models might exhibit dif-

ferent noise statistics (ABDELHAMED; LIN; BROWN, 2018). We show how our GAN

model can be trained for generating noise mimicking multiple camera models (e.g., Canon

T3i and several smartphone cameras from SIDD). We show that the performance of a

denoiser trained using such networks is greatly improved on several benchmarks, which

demonstrates the potential and generalization of our method. For instance, the denoiser

trained with GANour_T3i + GANSIDD got improved PSNR on cameras Mi3 and S90 (row 9

in Table 4.2), even when our generative models were not trained with images from such

cameras.

We have demonstrated that our generative models can be trained in an unsupervised

way using small, unpaired datasets. Thus, it can be easily applied to other camera models.

Its main limitation is the mode collapsing observed when training a single generator for

several camera models. While we have dealt with this issue by training one generator

for each camera model, ideally this problem should be addressed directly in the GAN

architecture. This is the subject of future investigation.

4.8 Summary

This Chapter presented a practical data-driven technique for adjusting the noise

level of input photographs to match target ISO levels. Our solution learns the mappings

among different ISO levels from unpaired data using GANs, for which we defined a new

loss formulation and network architectures tailored to the problem. An ablation study

justifies our decisions, confirming the superior results achieved when using our method. By
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not requiring a paired noisy-clean dataset, our technique can be easily trained for specific

camera models by just collecting photographs for the various ISO levels.

We demonstrate the effectiveness of our approach both quantitatively and qualita-

tively, by demonstrating its superior performance over previous methods. As a practical

application, we have shown that images generated by our technique greatly improve the

performance of a state-of-the-art trainable denoiser.

Several applications can benefit from our technique. These include not only train-

able denoising methods, but also demosaicing (Chapter 3) and image-reconstruction (MAN-

DAL; BHAVSAR; SAO, 2017), forgery detection (KAUR; WALIA, 2016; SCHETINGER

et al., 2017), as well as computer-vision tasks seeking noise robustness (DODGE; KARAM,

2016; DIAMOND et al., 2017; ROY et al., 2018).
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5 CONCLUSION AND FUTURE WORK

This dissertation presents two novel techniques that improve core aspects of the

digital-photography pipeline. Chapter 3 describes a technique to improve acquisition of

color images by concurrently designing CFA and demosaicing methods that yield better

color reconstruction. We show how to train architectures that can be used to capture and

demosaic both noiseless and/or noisy images, as well as to capture NIR information along

with RGB. Our trained models surpass state-of-the-art techniques for all those cases, in all

datasets (and all noise intensities).

Chapter 4 addresses the problem of noise by introducing a model capable of

generating noise more similar to whats is found in digital photographs (natural noise). Our

technique learns the mapping among image domains (each one representing an ISO level),

being capable of adjusting the noise level accordingly. By using GANs, our technique can

be trained with unpaired datasets, easing the process of creating new training datasets for

other cameras. Through discriminative-evaluation techniques and quantitative analysis

(using KL divergence and the KS test), we show that the images synthesized by our method

are closer to real photographs when compared to the ones synthesized by previous methods.

We also demonstrate direct applications of our method, as the training of a denoiser;

whose performance improved in all benchmark datasets when trained with noisy images

synthesized using our models.

The presented techniques have the potential to improve the overall quality of

digital photographs. The embedding of such solutions in actual cameras (either DSLR or

smartphone ones) is an area for future work. The proposed CFAs could be implemented

using band-pass filters produced by companies as SILIOS Technologies, with COLOR

SHADES® (SILIOS Technologies, 2017). For the demosaicing step, recent light-weight

CNN architectures, like MobileNet (HOWARD et al., 2017), could be be used to run our

models. The same analogy holds for the noise work: by training a MobileNet denoiser

using images corrupted by our synthetic noise, it is straightforward to port such denoiser to

smartphones. Regarding regular digital cameras (e.g., DSLR), it is reasonable to speculate

that companies may soon incorporate deep-learning acceleration hardware, as it is already

found in current generation of smartphones.
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5.1 Future Work

Some ideas for further exploration include the design of CFAs for capturing higher

dynamic range (Section 5.1.1) and multispectral images (Section 5.1.2); the improvement

of our noise generative model by using paired noisy-clean samples (Section 5.1.3); and the

training of noise models to generate noise given a noise-intensity input (Section 5.1.4).

5.1.1 Neutral Density Filter Arrays

One of the limitations of actual cameras, even professional ones, is the narrow

dynamic range they can capture in a single shot. In order to capture and visualize a

larger dynamic range, one can combine bracketed captures (photos captured with different

exposure) or, as proposed by Hasinoff et al. (HASINOFF et al., 2016), fuse a burst of

photos to create an HDR picture. We believe that our CFA-design autoencoder could be

adapted for obtaining an additional filter array capable of acquiring higher-dynamic range

with a single capture. Such idea was already proposed by Yasuma et al. (YASUMA et al.,

2010), but while their work use pre-defined transmittance levels, we believe that a learning

algorithm could be used for finding those levels. Thus, in addition to the CFA, one could use

an array of neutral density filters (dubbed NDFA) that would learn different transmittance

levels to sparsely sample the scene radiance, from which a reconstructing algorithm would

recover a high-dynamic range image. The entire pipeline (NDFA+CFA+demosaicing)

would be trained in an end-to-end fashion.

5.1.2 Multispectral Image Acquisition

Multispectral image acquisition aims at capturing, on separated channels, particular

wavelengths of the electromagnetic spectrum. This includes not only wavelengths visible

to the human eye, but also non-visible frequencies, such as infrared or ultra-violet. Multi-

spectral images are widely used on several applications including remote sensing (SHAW;

BURKE, 2003), biology (WANG et al., 2018; ELMASRY et al., 2019), medicine (PAQUIT

et al., 2009; AGUILERA-CARRASCO; AGUILERA; SAPPA, 2018), and others (ROSEN-

BERGER; CELESTRE, 2016). Among the many ways for acquiring multispectral images,

the use of multispectral filter array (MSFA) consists of a compact and practical alternative
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that, similar to CFAs for the domain of color images, had several proposed designs for

improving the quality of acquired images (MONNO et al., 2012; THOMAS, 2018; NIE

et al., 2018; WU et al., 2019). ). In theory. our method for optimizing filter arrays could

be adapted to account for more frequency bands just by training our autoencoder with

images with increased color channels (one for each spectral band). But a more in-depth

experimentation would be required to study the feasibility of this in practice.

5.1.3 Paired Samples during Noise-Generative Training

Given that there are few paired noisy-clean datasets, all of them being small (a few

hundreds of images), we had opt for a GAN scheme that allows training with unpaired

dataset. Nonetheless, such paired samples could be used to further guide the training

process. We made some experiments trying to use such paired images, with no noticeable

improvement. But as soon as more paired datasets become available, we believe that such

a semi-supervised learning will greatly improve the results.

5.1.4 Noise Intensity as Input Feature to Generative Model

We opted to use ISO levels for defining the domains our model learned to map

from/to, but the use of noise variance (i.e.noise intensity) to parametrize the noise genera-

tion is preferable. Unfortunately, we can only precisely assess this information using paired

noisy-clean datasets, which, unfortunately, are scarce. Similarly to the idea discussed in

Section 5.1.3, as paired datasets become available, this is a front that should be explored.
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APPENDIX A — JOINT DESIGN OF CFA AND DEMOSAICING

A.1 SSIM Comparison

Table A.1 compares the SSIM (WANG et al., 2004) values of the images recon-

structed by our 4 × 4 noise-free CFA with the ones produced by previous techniques.

Similar to the PSNR comparison, we have used the implementation provided by the au-

thors, saving all images to the disk for a fair comparison. These metrics are computed

independently for each channel and then averaged.

Table A.1: SSIM comparison of our 4×4 noise-free CFA and demosaicing against previous
methods. The numbers show the average SSIM values of reconstructions for four datasets,
where higher values (closer to 1) stand for better reconstruction. All results were generated
using code provided by the authors. Our 4×4 noise-free CFA and demosaicing outperform
all other techniques in all four datasets (best results in bold).

Demosaic (Bayer CFA) Kodak McMaster vdp moiré
Bilinear 0.932 0.959 0.862 0.885
(NIU et al., 2019) 0.988 0.971 0.944 0.942
(ZHANG et al., 2011) 0.984 0.966 0.923 0.928
(GETREUER, 2011a) 0.991 0.977 0.954 0.944
(BUADES et al., 2009) 0.987 0.972 0.945 0.939
(LU; KARZAND; VETTERLI, 2010) 0.990 0.954 0.935 0.927
(CONDAT; MOSADDEGH, 2012) 0.991 0.959 0.941 0.937
(JAISWAL et al., 2014) 0.989 0.981 0.950 0.943
(HEIDE et al., 2014) 0.990 0.984 0.950 0.956
(KIKU et al., 2016) 0.990 0.982 0.953 0.942
(JEON; DUBOIS, 2013) 0.992 0.961 0.943 0.936
(GETREUER, 2011b) 0.992 0.963 0.949 0.942
(ZHANG et al., 2020) 0.992 0.983 0.965 0.957
(MAIRAL et al., 2009) 0.994 0.976 0.955 0.949
(GHARBI et al., 2016) 0.994 0.987 0.981 0.975
Our 2x2 Bayer 0.995 0.988 0.981 0.973
Demosaic (non-Bayer CFA) Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 0.966 0.912 0.869 0.880
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 0.977 0.951 0.918 0.936
(CONDAT, 2011) 0.990 0.955 0.938 0.935
Our 4x4 noise-free 0.996 0.989 0.984 0.976

Table A.2 compares the SSIM values for noisy data (Section 3.4.2). Our method

surpasses other approaches in all tested datasets, for all noise levels. Recall that our

technique trains a single model that handles all noise intensities, besides not requiring

additional information, such as an estimate of the noise level, which is required by some

approaches (GHARBI et al., 2016).
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Table A.2: SSIM comparison of our model with existing methods for joint denoise and
demosaic. The numbers show the average SSIM values of reconstructions for four datasets
corrupted by noise of different intensities. Our model outperforms all other techniques in
all four datasets and for all noise intensities.

Noise σ = 4 Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 0.910 0.853 0.798 0.812
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 0.939 0.897 0.895 0.909
(CONDAT, 2011) 0.958 0.925 0.921 0.914
(CONDAT; MOSADDEGH, 2012) 0.960 0.930 0.925 0.917
(GHARBI et al., 2016) 0.980 0.974 0.966 0.958
Our 4x4 noise 0.983 0.974 0.970 0.961
Noise σ = 8 Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 0.864 0.821 0.737 0.761
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 0.852 0.808 0.843 0.846
(CONDAT, 2011) 0.877 0.850 0.879 0.859
(CONDAT; MOSADDEGH, 2012) 0.884 0.860 0.884 0.865
(GHARBI et al., 2016) 0.962 0.959 0.949 0.940
Our 4x4 noise 0.966 0.959 0.958 0.947
Noise σ = 12 Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 0.839 0.796 0.701 0.733
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 0.750 0.713 0.784 0.771
(CONDAT, 2011) 0.776 0.759 0.824 0.789
(CONDAT; MOSADDEGH, 2012) 0.787 0.773 0.831 0.798
(GHARBI et al., 2016) 0.944 0.944 0.929 0.921
Our 4x4 noise 0.951 0.946 0.944 0.932
Noise σ = 16 Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 0.820 0.773 0.688 0.716
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 0.652 0.624 0.724 0.697
(CONDAT, 2011) 0.677 0.669 0.765 0.717
(CONDAT; MOSADDEGH, 2012) 0.691 0.684 0.774 0.728
(GHARBI et al., 2016) 0.925 0.929 0.907 0.901
Our 4x4 noise 0.940 0.935 0.929 0.918
Noise σ = 20 Kodak McMaster vdp moiré
(CHAKRABARTI, 2016) 0.785 0.740 0.669 0.689
(CHAKRABARTI; FREEMAN; ZICKLER, 2014) 0.566 0.548 0.667 0.628
(CONDAT, 2011) 0.588 0.588 0.708 0.649
(CONDAT; MOSADDEGH, 2012) 0.603 0.603 0.717 0.660
(GHARBI et al., 2016) 0.907 0.912 0.883 0.881
Our 4x4 noise 0.929 0.923 0.914 0.905
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APPENDIX B — SYNTHESIZING CAMERA NOISE USING GENERATIVE

ADVERSARIAL NETWORKS

B.1 Noise-to-signal Ratio over Frequencies

In this Section, we demonstrate our claim that noise-to-signal ratio is higher in

the high-frequency Fourier components of natural images. For this, we have conducted a

simple but effective experiment: taking paired noisy-clean patches from the SIDD (AB-

DELHAMED; LIN; BROWN, 2018), while comparing the amplitude spectrum of their

Fourier components. We opted to load the RAW versions of the images, in order to avoid

any modification that post-processing operations might cause to noise. As such RAW im-

ages consist of a single-channel mosaic, for this analysis we only take pixels representing

the same color channel.

Fig. B.1 compares the amplitude spectrum, averaged over 10k 512× 512 patches,

of the Fourier components between noiseless and noisy patches. It plots coefficients in

log-scale, after fftshift, i.e. lower frequencies are placed in the middle (both in x- and

y-axis), and higher frequencies towards the edges. Both plots use the same min-max

range for visualization. The high-frequency components of the spectrum of noisy patches

(Fig. B.1 right) have increased (brighter) values when compared to the spectrum of clean

patches (Fig. B.1 left).

Figure B.1: Comparison of the magnitudes of the Fourier coefficients between noiseless
(left) and noisy (right) patches. The spectrum plots are in log-space, and we also have
performed fftshit (zero-frequency component at middle of x- and y-axis). The red lines
highlight the spectra row used to create the plots in Fig. B.2.

Amplitude Spectrum - Clean Patches Amplitude Spectrum - Noisy Patches

Fig. B.2 plots the one-dimensional DFT (Discrete Fourier Transform) of a single
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line of the patches, specifically, the red lines on Fig. B.1. On the left, Fig. B.2 compares

the amplitude of Fourier coefficients of the noiseless (green plot) and noisy (in blue)

patches, and also the residual (difference between noisy and clean) in red. Remember

that the center area corresponds to low-frequency coefficients. Although noise (red plot)

seems to corrupt all frequencies similarly, the amplitude of high-frequency components

on natural images are lower (compared to low-frequency components), making such

high-frequencies to be proportionally more corrupted by noise. This is clear in Fig. B.1

(right), which plots the noise-to-signal ratio (orange plot) over the frequencies of Fourier

domain. This is in accordance with the findings that the power spectrum of natural

images falls into a form of (1/fα), with α ≈ 2, and f is the frequency in the Fourier

domain (BURTON; MOORHEAD, 1987; FIELD, 1987; van der Schaaf; van Hateren,

1996). Such an observation should not be interpreted as that smoother regions on images

having lower noise. Rather, it demonstrates that high-frequency components (on the

Fourier domain) are proportionally more affected by noise.

Figure B.2: 1D-line comparison of Fourier coefficients. (left) Power spectrum of the
Fourier components of noiseless (green plot) and noisy (blue plot) patches, and the residual
(difference between noisy and clean patches) in red. (right) Noise-to-signal ratio over
frequency domain. Notice how high-frequency Fourier components are proportionally
more corrupted by noise.

0 100 200 300 400 500

3

2

1

0

1

2

1D Line plot of power spectrum

0 100 200 300 400 500

0

1

2

3

4

5

6
Noise-to-signal ratio of the 1D line

B.2 Choosing σ for Low-Frequency Loss

For extracting the low-frequency content used for computing the low-frequency-

consistency loss term, we perform a Gaussian Blur with a pre-defined σ on each patch. The

noise found in higher ISO levels (normally encoded in the higher frequencies) has greater

intensity compared to lower ISO levels. Thus, we use different σ values for different
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Table B.1: Chosen σ for different pair of domains (ISO levels).
Mapping Chosen σ
100, 400 1.5
100, 800 2.5
100, 1600 3.5
100, 3200 4.5
200, 1600 2.5

mappings (e.g. ISO 100→1600 vs. ISO 100→3200). But rather than choosing the values

empirically, we pick σ based on the dataset containing scenes captured on each ISO level

(Section 5.2). Thus, for each pair of domains (e.g., 100→1600, 200→1600), we linearly

search for the σ value that satisfies the following inequality:

MSE(Gσ(x),Gσ(y)) < 0.005, (B.1)

where MSE is the mean-squared error between the blurred versions of x (image belonging

to domain X) and y (belonging to domain Y ), and G is a Gaussian blur implemented as a

convolution by a 21× 21 kernel with the appropriate σ (measured in pixels). We choose

a low-threshold in Eq. (B.1) (0.005) to enforce the blurred versions to be at least similar.

The σ values chosen for each mapping of the experiments can be found in Table B.1.

B.3 Evaluation Network Architectures

All classifiers, for natural versus artificial noise (Section 6.2), for identifying the

ISO level of a given patch (Section 5.2), and for noise-model classification (Section 6.3)

share similar architectures. All networks take as input a 128× 128 RGB patch, and the

patch’s Fourier amplitude coefficients for each channel in log-space and in their shifted

version (i.e., with the DC term translated to the center of the matrix representation). Thus,

each classifier takes a 128× 128× 6 input, and outputs one (for the case of natural noise

classification), six (for the case of ISO level identification), or seven probabilities (for

discriminating among noise models).

Let Ck-f denote a k × k Conv layer with f filters and stride = k/2 + 1, followed

by a ReLU; and M2 a 2 × 2 max-pooling layer. Also, let Fl denote a flattening layer,

FC-n a fully-connected layer with n hidden units, also followed by a ReLU. Let Dp-d

be a dropout layer with d representing the fraction (between [0, 1]) of units that will be

randomly set to 0, Sig the sigmoid activation function, and Soft the Softmax activation
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function. The architecture for the natural-noise classifier is as follows:

C5-256, C5-256, C5-256, M2, C3-256, C3-256, C3-256, M2,

C3-256, C3-256, M2, C3-256, M2, Fl, FC-128, Dp-0.2, FC-64,

Dp-0.1, FC-1, Sig.

The architecture of the ISO-level classifier is similar, replacing the last two layers

with: FC-6, Soft.

The architecture of the noise-model classifier replaces the last two layers with:

FC-7, Soft.

The natural-noise classifier uses the binary cross-entropy as loss function, while

the ISO-level identifier and noise-model classifier use the categorical cross-entropy. All

network training used the Adam optimizer with default parameters and learning rate

of 0.001, batch size of 12, and trained for 2000 iterations. We also employed data

augmentation: horizontal and vertical flips, random crops, and random 90◦ rotations.

B.4 Computation of KL divergence and KS-value

We use the following Python methods for computing the KL divergence and KS-

value for our experiments, where p and q are the normalized histograms of noise being

compared:

import numpy as np

def k l _ d i v ( p , q ) :

i d x = ( p > 0) & ( q > 0)

p = p [ i d x ]

q = q [ i d x ]

re turn np . sum ( p * np . l o g ( p / q ) )

def k s _ v a l u e ( p , q ) :

cum_p = np . cumsum ( p )

cum_q = np . cumsum ( q )

re turn np . max ( np . abs ( cum_p − cum_q ) )

Each noise histogram is computed from pixels obtained by the subtraction of the

clean image from the noisy one, which extracts only the (per channel) additive noise
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component. Input images are stored with 8-bits per channel and as such the noise compo-

nents are in the range [−255, 255], but mostly concentrated around zero. Histograms are

computed with the numpy.histogram function with 50 bins evenly distributed in [−50, 50],

and two additional bins for the extremes: “bins = np.concatenate(([-256], np.arange(-50,

50, 2), [256]), axis=0) - 0.1”. The bins’ intervals are shifted by −0.1 to avoid quantization

artifacts. Finally, as mentioned in Section 6.4, we compute these metrics for each color

channel, which are then averaged together.

B.5 Computation of KL divergence and KS-value

Table B.2 compares the KS divergence and KL-values over all population patches

(see Section 6.4) for the following noise models: AWGN and AWGN+Poisson (both in

sRGB and linear space), Noise Flow, and GANSIDD.

B.6 Additional Comparisons

Here we show more comparisons among different noise models. Figs. B.3 to B.6

compare closeups of photographs captured by several cameras and lighting conditions for

ISO 400, ISO 800, ISO 1600, and ISO 3200, respectively. Note how the results produced

by our models consistently achieve better (lower) KL and KS scores, and look more similar

to the corresponding ground truth images. For better visualization, we opt to show only the

Table B.2: KL divergences and KS values for different noise models, ISO values, and
lighting conditions ([L]ow and [N]ormal light brightness levels). Best (lower) values are
highlighted in bold. These values were measured over the whole population of image
patches. Notice how our method achieves better values for these metrics across all but one
case.

ISO 400 ISO 800 ISO 1600 ISO 3200
L N L N L N L N

KL divergence

AWGN 0.0910 0.1063 0.0938 0.1108 0.1780 0.1478 0.0765 0.0796
AWGN (linear) 0.3204 0.1358 0.2053 0.1009 0.0731 0.1785 0.0580 0.0374
AWGN+Poisson 0.0559 0.0912 0.0938 0.1110 0.1782 0.1478 0.0764 0.0807
AWGN+Poisson (linear) 0.1358 0.0781 0.2053 0.1010 0.0732 0.1786 0.0784 0.0383
NoiseFlow 0.1052 0.1557 0.0593 0.1140 0.0517 0.0634 0.0801 0.0520
GANSIDD 0.0091 0.0323 0.0104 0.0249 0.0228 0.0129 0.0339 0.0188

KS value

AWGN 0.0693 0.0787 0.0842 0.0909 0.1096 0.1237 0.1100 0.0896
AWGN (linear) 0.1700 0.1000 0.1521 0.0726 0.0937 0.1277 0.0784 0.0629
AWGN+Poisson 0.1806 0.0693 0.0842 0.0910 0.1096 0.1236 0.1100 0.0895
AWGN+Poisson (linear) 0.1000 0.0668 0.1520 0.0726 0.0937 0.1277 0.0784 0.0628
NoiseFlow 0.1138 0.1422 0.0900 0.1057 0.0929 0.0821 0.1270 0.0925
GANSIDD 0.0333 0.0564 0.0404 0.0550 0.0600 0.0643 0.0761 0.0677
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Figure B.3: Comparison among noise models for synthesizing noise for ISO 400. (a)
Patch corrupted by AWGN (using average std computed from the paired dataset, in this
case σ400 = 0.0420); (b) patch corrupted by AWGN+Poisson in linear space; (c) patch
corrupted by Noise Flow (applied in raw space); (d) patch corrupted by our GANSIDD; (e)
the noisy patch; and (f) the clean patch.
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most competitive noise models: AWGN, AWGN+Poisson (in linear space), Noise Flow,

and ours.

B.7 Residual Comparison

Fig. B.7 exhibit only the synthesized noise (residual), i.e., the difference between

the noisy and clean versions. For better visualization, we take the absolute value and
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multiply it by 3. Notice how our method better mimics camera noise, specially regarding

the size of noise grain and color distribution (check residual images).
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Figure B.4: Comparison among noise models for synthesizing noise for ISO 800. (a)
Patch corrupted by AWGN (using average std computed from the paired dataset, in this
case σ800 = 0.0536); (b) patch corrupted by AWGN+Poisson in linear space; (c) patch
corrupted by Noise Flow (applied in raw space); (d) patch corrupted by our GANSIDD; (e)
the noisy patch; and (f) the clean patch.
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Figure B.5: Comparison among noise models for synthesizing noise for ISO 1600. (a)
Patch corrupted by AWGN (using average std computed from the paired dataset, in this
case σ1600 = 0.0714); (b) patch corrupted by AWGN+Poisson in linear space; (c) patch
corrupted by Noise Flow (applied in raw space); (d) patch corrupted by our GANSIDD; (e)
the noisy patch; and (f) the clean patch.
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Figure B.6: Comparison among noise models for synthesizing noise for ISO 3200. (a)
Patch corrupted by AWGN (using average std computed from the paired dataset, in this
case σ3200 = 0.1352); (b) patch corrupted by AWGN+Poisson in linear space; (c) patch
corrupted by Noise Flow (applied in raw space); (d) patch corrupted by our GANSIDD; (e)
the noisy patch; and (f) the clean patch.

AWGN

AWGN
+Poisson
(linear)

Noise
Flow Ours

Ground
Truth Clean

32
00

L
N

6

KL = 0.1040
KS = 0.1319

KL = 0.1590
KS = 0.1459

KL = 0.0742
KS = 0.1404

KL = 0.0455
KS = 0.0994

32
00

L
S6

KL = 0.0868
KS = 0.1141

KL = 0.0488
KS = 0.0715

KL = 0.1867
KS = 0.2108

KL = 0.0520
KS = 0.0952

32
00

N
N

6

KL = 0.1172
KS = 0.1123

KL = 0.0444
KS = 0.0538

KL = 0.0452
KS = 0.0748

KL = 0.0313
KS = 0.0718

32
00

N
S6

KL = 0.0758
KS = 0.0820

KL = 0.0624
KS = 0.0712

KL = 0.1555
KS = 0.1795

KL = 0.0401
KS = 0.0759

32
00

N
G

P

KL = 0.1046
KS = 0.1186

KL = 0.4276
KS = 0.2329

KL = 0.0471
KS = 0.0890

KL = 0.0312
KS = 0.0669

(a) (b) (c) (d) (e) (f)



110

Figure B.7: Comparison of synthesized noisy images and corresponding noise (residual)
produced by the various methods. For better visualization, contrast of the residual images
has been enhanced by factor of 3×. Our results better mimic the noise found in digital
photographs (note noise grain and color distribution).
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APPENDIX C — RESUMO EXPANDIDO EM PORTUGUÊS

O advento da fotografia digital trouxe diversos avanços sob sua precursora: a

fotografia analógica. Podemos mencionar não só a redução do tamanho das cãmeras e a

habilidade de visualização instantânea das imagens capturadas, mas também importantes

melhorias técnicas como maior resolução das imagens, tempos de captura mais rápidos, e

maior faixa dinâmica. Apesar disso, acreditamos que ainda há espaço para melhorias, e

este é o objetivo desta tese.

Especificamente, esta tese demonstra como utilizar algoritmos do estado da arte de

aprendizado profundo (DL, do inglês deep-learning) para trazer melhorias a dois aspectos

fundamentais da fotografia digital. Nos últimos anos, técnicas de aprendizado profundo

vem sido amplamente utilizadas em diversas áreas, incluindo Fotografia Computacional.

As principais razões do sucesso de tais técnicas podem ser sumarizadas em: (1) a grande

quantidade de dados disponível atualmente, a qual vem crescendo exponencialmente

nos últimos anos, e (2) o alto poder computacional proporcionado pelas GPUs (graphic

processing units), o que possibilita o treinamento, e também inferência, dos modelos em

uma escala de tempo muito menor se comparado a CPUs.

A ideia central desta tese consiste:

É possível utilizar técnicas de aprendizado profundo para melhorar a aquisição

de cor, e o tratamento de ruído, durante o pipeline de fotografia digital. Por se

tratarem de aspectos primordiais no pipeline de fotografia, essas técnicas têm

o potencial de aumentar a qualidade de imagens capturadas digitalmente.

Esta declaração é comprovada através da proposta de duas técnicas que focam

em problemas fundamentais da fotografia digital. Primeiro, uma técnica para o design

de CFAs (color filter arrays) juntamente com processo de demosaicing. Segundo, uma

técnica capaz de sintetizar fielmente o ruído encontrado em fotografias naturais.

C.0.1 Contribuições

As principais contribuições desta tese incluem

• Um método que paralelamente otimiza o design de padrões de CFA e demosaicing,

minimizando o erro de reconstrução de imagens (Section 3.3). Nosso modelo é

o primeiro a otimizar as cores do CFA sob todo o espaço RGB, enquanto otimiza
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o processo de demosaicing. Os resultados produzidos superam os de técnicas

existentes em métricas como PSNR e SSIM, tanto para cenários com ou sem ruído

(Section 3.4);

• Uma arquitetura autoencoder que modela o processo de aquisição de imagens

coloridas em sensores monocromáticos. A arquitetura proposta pode ser rapidamente

treinada, e funciona para CFAs de quaisquer tamanhos, incluindo CFAs já existentes

(Section 3.3.1);

• Um modelo conjunto para design de CFA e demosaicing para captura de NIR (near-

infrared) juntamente com luz visível (Section 3.4.3). Nosso método é o primeiro a

considerar filtros que possam capturar informação NIR e visível ao mesmo tempo;

• Um método para ajustar o nível de ruído de uma fotografia para corresponder ao

valor ISO desejado (Section 4.3). Seus resultados são capazes de produzir ruído

com uma melhor aproximação ao ruído natural, se comparado a técnicas existentes

de geração de ruído;

• Uma nova formulação de função de custo, e de design de arquitetura, para o

uso de CycleGANs no problema de ajuste de nível de ruído (Section 4.3.4). Tais

decisões resultam na geração de ruído mais próximo ao natural, cujas estatísticas

aproximam-se das encontradas em fotografias reais de mesmo ISO.

C.0.2 Publicações

Esta tese apresenta duas técnicas de DL que avançam aspectos centrais da fotografia

digital. Os trabalhos propostos nessa tese resultarem em duas publicações: (HENZ;

GASTAL; OLIVEIRA, 2018; HENZ EDUARDO S. L. GASTAL, 2020). Todo o código,

modelos treinados, e dados utilizados estão disponíveis nas páginas dos projetos:

• bernardohenz.github.io/projects/joint_cfa_demosaicing

• bernardohenz.github.io/projects/synthesizing_noise

C.0.3 Organização da Tese

Por tratarem de problemas fundamentais, que já foram bastante explorados por

trabalhos passados, esta tese divide-os em dois capítulos distintos, expondo as duas

https://bernardohenz.github.io/projects/joint_cfa_demosaicing
https://bernardohenz.github.io/projects/synthesizing_noise
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principais contribuições desta tese. A primeira contribuição mostra como podemos treinar

uma CNN (convolutional neural network) de maneira a encontrar o CFA e demosaicing

que juntamente minimizam o erro de reconstrução. Nossa técnica otimiza as cores do CFA

sob todo o espaço RGB, enquanto otimiza o processo de demosaicing paralelamente. A

técnica proposta obtém resultados superiores das técnicas existentes em todos os cenários

e todos os datasets testados. Nossa segunda contribuição consiste em uma técnica capaz

de aprender a sintetizar ruído natural a partir de datasets não-pareados. Nosso método é

validado, quantitativamente e qualitativamente, por uma série de técnicas, demonstrando

que o ruído gerado pelo nosso método é de fato mais próximo ao encontrado em fotografias

reais. Mostramos como nossa técnica pode ser utilizada para melhorar a performance de

aplicações diretas, como algoritmos de denoising, em benchmarks de imagens naturais.

C.1 Deep Joint Design of Color Filter Arrays and Demosaicing

A grande maioria das câmeras, como as presentes em smartphones, e até mesmo

câmeras profissionais, possuem um único sensor monocromático. Um sensor que é incapaz

de distinguir a cor da luz que está sendo mensurada. Para que possamos capturar imagens

coloridas, câmeras necessitam do que chamamos de color filter arrays.

Color filter arrays (CFAs) são utilizados para filtrar a luz que entra na câmera.

Antes de alcançar o sensor, a luz refletida pela cena é seletivamente filtrada por um

conjunto de filtros, de maneira que o que é de fato capturado pelo sensor é um mosaico,

onde cada célula do sensor captura uma cor distinta, especificada pelo filtro correspondente.

A partir dessa amostragem esparsa das cores, um algoritmo de demosaicing é utilizado

para interpolar/computar as cores que faltam. A reconstrução dada pelo algoritmo de

demosaicing é uma aproximação da cena original, e o objetivo de propor novos padrões

de CFA, ou novos algoritmos de demosaicing é melhorar essa aproximação.

Entretanto, os trabalhos existentes nessa área focam em (1) propor padrões de

CFA otimizados para um algoritmo de demosaicing específico; ou (2) propor técnicas de

demosaicing para serem utilizadas com CFAs pré-fixados. O problema é que, ao pre-definir

os processos de amostragem ou reconstrução, nós limitamos o espaço de busca por uma

solução óptima.

O que propomos é justamente otimizar o par CFA+demosaicing paralelamente.

Nossa técnica modela todo o processo de aquisição e reconstrução de imagem por uma

CNN, de maneira que ao treinarmos esta CNN, encontramos o par CFA+demosaicing com
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menor erro de reconstrução.

Nossa técnica obtém melhores resultados de reconstrução, tanto em PSNR e SSIM,

em todos os datasets testados. Isso vale para o cenário sem ruído, como também para

reconstrução com presença de ruído gaussiano. Ainda, nossa técnica pode ser utilizada

para facilitar a captura de informação visível (RGB) e infravermelha (NIR - near-infrared),

obtendo resultados superiores aos de soluções existentes.

C.2 Synthesizing Camera Noise using Generative Adversarial Networks

Apesar do ruído ser mais facilmente notado quando fotogramos cenas escuras

(justamente pelo fato do sinal ser menor e mais sensível a ruído), o ruído está presente em

toda e qualquer fotografia. E tal ruído pode surgir de diferentes fontes distintas: flutuação

estatística na distribuição de fótons (shot-noise), temperatura, ou por diversos componentes

eletrônicos utilizados durante a captura (sensor, amplificador de sinal, conversor analógico-

digital, etc.). Além disso, todos os dados capturados/medidos ainda são pós-processados

por uma série de transformações, como controle de branco (white balance), demosaicing,

correção de espaço de cor, sharpening, e outros. Logo, pode-se imaginar o quão complexa

é a distribução de ruído presente em diferentes fotografias. Isso é ainda mais caótico

quando comparamos fotografias capturadas por diferentes câmeras.

Apesar disso, a grande maioria de técnicas de denoising (utilizadas para remoção/re-

dução de ruído em imagens) fazem fortes suposições sobre o ruído encontrado em fo-

tografias digitais. Tais técnicas assumem que o ruído segue uma distribuição conhecida,

ou então treinam os algoritmos de denoising utilizando modelos de ruído muito simples,

como o amplamente utilizado ruído Gaussian. Mas vários trabalhos já comprovaram que

algoritmos de denoising excepcionalmente bons em remover ruído Gaussiano, atualmente

possuem uma performancemuito inferior em benchmarks com imagens naturais (ANAYA;

BARBU, 2014b; PLOTZ; ROTH, 2017; ABDELHAMED; LIN; BROWN, 2018). Isto é

um forte indício de que a distribuição do ruído sintetizado pelo modelo Gaussiano, uti-

lizado para o treinamento dos algoritmos de denoising, está muito distante da distribuição

de ruído encontrada em fotografias digitais. Nossa hipótese é que, se existissem métodos

capazes de sintetizar ruído mais próximo ao ruído natural, seria possível o treinamento de

técnicas de denoising com melhor performance para o ruído natural, além de de aumentar

a robustes ao ruído de quaisquer aplicações envolvendo imagens reais.

A estratégia mais direta de DL seria através de treinamento de um modelo para
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sintetizar ruído a partir de imagens pareadas (image sem ruído e ruidosa). Entretanto,

tal abordagem de aprendizado supervisionado mostra-se impraticável para este prob-

lema. Primeiro que é muito difícil construir datasets pareados para esse problema, sendo

necessário um setup complexo de equipamentos e cenários controlados para a aquisição das

imagens e, mesmo após a captura, seria necessário um pipeline complexo para computar a

cena ’sem ruído’ (similar ao trabalho (ABDELHAMED; LIN; BROWN, 2018)). Segundo,

a necessidade de (ao menos) duas capturas de uma mesma cena limitaria o dataset a

cenas estáticas. E por último, mesmo que fosse possível construir um dataset para uma

câmera em particular, dificilmente tal modelo seria capaz de generalizar para outros tipos

de câmeras; e capturar dados pareados para cada câmera é longe de ser viável.

Dessa forma, decidiu-se utilizar uma abordagem de treinamento não-supervisionado.

Nosso método inspira-se no trabalho CycleGANs (ZHU et al., 2017), que utiliza GANs

para aprender funções de mapeamento entre domínios de imagem, através de datasets

não-pareados. Em nosso caso, o algoritmo aprenderá a mapear entre os domínios de baixo

e alto ruído, de forma que as funções de mapeamento aprendidas consistam na síntese

e redução de ruído. O treinamento não-supervisionado traz diversas vantagens, como a

não necessidade de imagens (pareadas) alinhadas, fazendo com que os datasets utilizados

no treinamento não sejam limitados a cenas estáticas. Ainda, a criação de datasets não-

pareados é enormemente mais fácil se comparado à criação de datasets pareados, fazendo

com que seja muito mais rápido e prático criar datasets para quaisquer câmeras que se

desejar.

As principais contribuições deste trabalho consistem na modelagem de uma função

de custo adaptada para o problema de síntese de ruído, bem como uma arquitetura con-

volucional capaz de gerar resultados de maior qualidade, i.e., ruído mais semelhante ao

encontrado em imagens naturais. Realizou-se um estudo comparativo para comprovar que

as decisões tomadas de fato trazem melhorias na sintetização de ruído.

Para avaliação dos resultados, utilizou-se o dataset pareado Smartphone Imag-

ing Denoising Dataset (SIDD) (ABDELHAMED; LIN; BROWN, 2018). Isso permitiu

comparar qualitativamente e quantitativamente, utilizando as métricas Kullback–Leibler

divergence (KL-div) e Kolmogorov–Smirnov test (KS-test), o ruído sintetizado pelo nosso

método. As métricas de KL-div e KS-test, bastante populares para comparação de dis-

tribuições, mostram que nossa técnica apresenta os menores/melhores valores se com-

parado a técnicas existentes, significando que a distribuição do ruído sintetizado pelo

nosso método é mais semelhante à distribuição do ruído natural, se comparado a técnicas
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existentes. Também apresentamos uma comparação visual, mostrando como o método

proposto é capaz de sintetizar ruído cuja distribuição de cor e tamanho do ’grão’ do ruído

(noise grain) são mais próximos ao ruído natural.

Ainda, mostramos duas aplicações em que o uso de nossa técnica de sintetização

de ruído melhora sua eficácia em benchmarks de imagens naturais. A primeira é no

treinamento de uma famosa arquitetura CNN para denoising, onde mostrou-se que o

uso de nosso sintetizador de ruído, durante o treinamento do denoiser, fez com que o

mesmo obtivesse os melhores resultados nos três datasets naturais testados. A segunda

aplicação foi o treinamento do nosso trabalho de design de CFA+demosaicing e, similar

ao experimento do denoising, o uso de nosso método para sintetizar ruído foi o que obteve

o melhor modelo treinado.

C.3 Conclusão

Esta tese apresenta duas técnicas inovadores focadas na melhoria de aspectos fun-

damentais de fotografia digital: a captura imagens coloridas por sensores monocromáticos,

e o tratamento de ruído natural. As técnicas propostas ultrapassam as técnicas do estado da

arte em suas respectivas subáreas. Tais técnicas podem ser diretamente incorporadas em

smartphones atuais. Quanto a câmeras digitais (e.g., DSLR), podemos especular que em

breve surgirão hardware dedicados para aceleração de técnicas de aprendizado profundo,

assim como atualmente já existem nas gerações atuais de smartphones.

C.3.1 Trabalhos Futuros

Algumas ideias para exploração futura incluem o design de CFAs para a aquisição

de uma maior faixa dinâmica (HDR) em uma única captura, ou para aquisição de imagens

multi-espectrais. Além disso, é possível explorar melhorias para o processo de geração de

ruído, como o uso de imagens pareadas para complementar o treinamento do modelo de

aprendizagem, ou sintetizar ruído seguindo um valor pre-especificado de nível de ruído.
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