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Abstract. In this paper, we explore the idea of conducting an error
analysis based on confusion matrices as a way to optimize the revision of
PoS tags in a corpus. We used UD-Portuguese-Bosque, which is a golden
corpus. As a result of this strategy, we discovered that about 20% of the
confusions corresponded to errors in the golden, which lead us to correct
303 tokens.
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1 Introduction

Part of speech (PoS) annotation is the embedding of a predetermined part of
speech category to a certain token [1]. In this work, we explore the idea of con-
ducting an error analysis based on confusion matrices outputs as a way to opti-
mize the revision of PoS tags in an already golden corpus – the UD-Portuguese-
Bosque [3].

Corpora with golden annotation are fundamental to NLP, from the stand-
points of both learning and evaluation. It is through the golden material – that
replicates the human performance to complete the task – that we can evaluate a
system’s quality. From the machine learning approach, the golden material pro-
vides data for learning -– therefore the quality of the material is crucial for the
quality of the learning process. However, in [2], an error analysis of a sample of
100 errors in a golden treebank discovered that in 15.5% of the cases the golden
standard was clearly wrong. Likewise, in [5,4], the analysis of a sample of the
errors showed that many of them corresponded to errors in the golden standard.

In our study, we followed a strategy outlined in [5], and compared differ-
ent confusion matrices (CM) – precisely, three CM. We analyzed differences in
PoS annotation taking two different outputs: learning models and the golden.
Through a linguistic point of view, the analysis of errors through the CM is espe-
cially interesting because the correction by types of errors (by type of confusion)
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is capable of highlighting systematic errors, which facilitates the correction. Our
purpose assumes that the agreement between different outputs correspond to
correct analysis, but this is a hypothesis and, thus, observing differences in the
analysis could be a shortcut for the revision process. In order to verify its accu-
racy and efficiency, we are planning the analysis of a sample in which there was
no disagreement between the systems is underway and a simple comparison of
outputs.

We performed 3 tests, aimed at producing 3 distinct confusion matrices. Our
goal is to verify disagreements in order to proceed doing the linguistic revi-
sion, and, therefore, variety is a relevant issue. The results, using such revision
strategy, permitted us to correct 303 errors, already incorporated into the offi-
cial version of the treebank. The tagset underlying the study is the Universal
Dependencies tagset,3 which contains 17 PoS tags.

2 Experiments

The Confusion Matrices analyzed derive from 3 tests with the corpora UD-
Portuguese-Bosque and MacMorpho-UD. UD-Portuguese-Bosque is the target
of the revision, and it is a conversion of the original corpus Bosque. The corpus
MacMorpho-UD[5], on the other hand, is a version of the MacMorpho v1 corpus,
annotated with the Universal Dependencies PoS tagset. In order to produce
the confusion matrices, we used the learning parameters of the OpenNLP suite
(Perceptron, Maximum Entropy, Naive Bayes), and combined them with the
corpora aforementioned in the following scenarios:

Test 1 The results of the CM correspond to the output of the Perceptron, when
trained on UD-Portuguese-Bosque train and evaluated in UD-Portuguese-
Bosque test (accuracy = 0.9496).

Test 2 The results of the CM correspond to the output of the Maximum En-
tropy when trained on UD-Portuguese-Bosque train and evaluated on UD-
Portuguese-Bosque test (accuracy = 0.9521).

Test 3 The results of the CM correspond to the output of the Naive Bayes, when
trained on MacMorpho-UD and evaluated on the complete UD-Portuguese-
Bosque (accuracy = 0.796).

Every one of the discrepancies detected in the test were verified by two re-
viewers, and the cases that they were not certain were discussed with a third
reviewer (all of them are authors in this present paper). The tests 1 and 2 were
revised by a single annotator, and the tricky cases were discussed.

To each test, besides the CM, there was a report in the format of simple text,
containing the sentences with divergent analysis distributed by type of confusion.
The first item of the pair corresponds to the one attributed by the system, and
the second corresponds to the golden annotation. The report is organized in
sets of differences between the marked pairs, which makes the analysis easier, as
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it speeds up the correction and guarantees consistency. The analysis was made
independently by the reviewers, that discussed with each other only the most
controversial or ambiguous cases.

3 Results

The results are presented in table 1. As a result of this strategy, we discovered
that about 20% of the confusions corresponded to errors in the golden, which
lead us to correct 303 tokens (total of confusions without repetition).

When gathering together the results of the three tests, and eliminating the
repetitions, 303 tokens were corrected in the Golden standard and 189 sentences
were altered. That is to say, orientated by this revision strategy, 2.01% of the
sentences of the corpus, which was already manually revised, were corrected.

A surprising fact is that in 250 differences (82.5%), the errors happened to be
only in the golden, which works as a reference guide of the right answers for the
systems. That means that in 82.5% of the cases, the learning parameter under
evaluation was unfairly mistaken for being wrong.

Table 1 shows the amount of errors in the golden standard detected in each
test.

Table 1. Distribution of errors by test

Number of
Confusions

Errors only in
the test

Errors of both
Only the
Golden errors

Total of corrections

Test 1 546 423 29 94 119(12.7%)

Test 2 497 346 17 134 141(28.3%)

Test 3 910 660 51 199 205(22.5%)

Another interesting aspect regarding the methodology is related to the repe-
tition of errors. Most of the errors detected (67.3%) only appeared in one of the
CM, and only 99 (32.6%) conflicts were common to at least two of the matrices,
suggesting that the analysis of more than one CM, despite being time consum-
ing, is more productive when it comes to to find possible errors in the golden
standard.

3.1 Qualitative analysis of the confusions: linguistic aspects

Considering the analysis of the three Confusion Matrices, these were the type of
confusion that appeared the most 4:

The confusion between nouns (NOUN) and adjectives (ADJ) was, by far, the
most frequent, and not by coincidence it is also discussed in Linguistics. It’s also

4 We intentionally chose sentences in which the golden is wrong.
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important to mention that the confusion was great in both directions. In (1), the
OpenNLP output is ADJ and the golden is NOUN. The second most frequent
confusion, especially for the Perceptron parameter, was between determiners
(DET) and prepositions (ADP). Such confusion is caused, above all, by the
ambiguity of the word ‘a’, where the OpenNLP output is DET and the golden is
ADP (2). The confusion between adjectives (ADJ) and verbs (VERB), in almost
every case, occurs because of the participial forms, which is a matter already
explored in [5]. As showed in (3), the OpenNLP output is ADJ and the golden
output is VERB. The confusion between pronouns (PRON) and determiners
(DET) is due to demonstrative pronouns, such as ”aquele”, ”esse” and ”outro”,
which behave like adjective pronouns – therefore being tagged as DET (”aquele
carro”) – or as substantive pronouns, tagged as PRON. In (4), the OpenNLP
output is PRON and the golden output is DET.

Regarding the confusion between common nouns (NOUN) and proper nouns
(PROPN), in which the OpenNLP output is PROPN and the golden output
is NOUN (5), we believe that it is caused by the particularities of the UD-
Portuguese-Bosque conversion[3] Besides that, proper nouns are a type of noun,
which also adds to the confusion. The confusion between SCONJ and ADV
happened mostly with the terms ”como”, ”quando” and ”onde”, which usually
shift between these classes depending on the structure of the sentence. In (6), the
OpenNLP output is SCONJ and the golden output is ADV. The word ”que” also
caused confusion, since it could be interpreted as SCONJ or PRON. 90.5% of
this type of confusion was related to the word “que”, as (7), where the OpenNLP
output is SCONJ and the golden output is PRON. The confusion between aux-
iliary verbs (AUX) and verbs (VERB) was also expected, as auxiliary verbs are
a type of verb, and depending of the sentence construction, the same verb can
have either of these classifications. In (8), the OpenNLP output is VERB and
the golden output is AUX. The use of the nominal form of the verb causes the
confusion betweeen nouns (NOUN) and verbs (VERB), and vice-versa. The oc-
currences in these pairs, however, were not as high as the others. In the (9), the
OpenNLP output is NOUN and the golden output is VERB.

(1) CF890-2:A japonesa NEC continua em a liderança.

(2) CF998-2:Mas é também preciso a sociedade mobilizar se para sensibilizar
[. . . ]

(3) CF882-4:A corretora Antonio Delapieve e seus dirigentes foram multados
por negociar t́ıtulos de renda fixa a preços superavaliados.

(4) CF852-8:Parece que a Universidade Yale, aquela que nos deu o in-
esquećıvel [. . . ]

(5) CP1002-4:No entanto, garante que os gastos com os autocarros fretados
por a CP em Agosto para efectuar o transporte [. . . ]

(6) CF879-1: Covas – Quando se falando em emprego, não se tratando só
de uma questão administrativa.
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(7) CF852-6: Então me deparei com um estudo que afirma que algumas
pessoas realmente têm um paladar mais aguçado de o que outras.

(8) CP1003-11: e, em o meio de uma estrutura de mármore, colocou dois
vasos com água a diferentes ńıveis, que se foi sujando[. . . ]

(9) CF874-4: A federação de as pequenas e médias empresas revelou em uma
pesquisa que seus filiados estão próximos.

Table 2 shows the types of confusions that appeared the most, grouping
together the differences, regardless of the direction.

Table 2. Errors by Confusions

Type of Confusion Perceptron/test 1 MaxEntQN/test 2 NaiveBayes/Test 3

ADJ-VERB 9 11 38

DET-ADP 60 40 41

NOUN-ADJ 72 82 116

NOUN-PROPN 83 70 93

SCONJ-ADV 4 3 37

SCONJ-PRON 21 16 126

AUX-VERB 47 42 82

NOUN-VERB 27 18 17

Although the confusions regarding the class PUNCT (punctuation) were few
(only 28), all but one was produced by only one of the parameters (Naive Bayes),
and none of them corresponded to an error in the golden standard. Likewise, the
tag SCONJ (subordinating conjunction) also behaved differently according to
the parameter used. NaiveBayes predicted SCONJ in 177 (8%) cases, against 25
(Perceptron) and 19 (MaxEnt).

4 Concluding remarks and forthcoming work

In this work, we presented the results of an error analysis focused on part-of-
speech tags. The analysis was based on the outputs of confusion matrices, and
had as its main objective to evaluate a strategy to speed up human revision of
linguistic annotation. The use of more than one learning parameter to produce
the confusion matrices enriched the revision, as almost 2/3 of the golden errors
detected appeared only once. Analyzing the types of confusion, by distinct cat-
egories of errors, made the revision process easier, as it allowed the annotators
to keep the same train of thought while analyzing each category and, therefore,
noticing systematic errors.

We believe we’re following a promising path when it comes to corpora revision
methodology. The underlying hypothesis to the methodology is that two systems
wouldn’t make the same mistakes and thus, observing differences in the analysis
could be a shortcut for the revision process. Our purpose assumes that the
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agreement between different outputs correspond to correct analysis, but this is a
hypothesis. The analysis of a sample in which there was no disagreement between
the systems, it is already underway.
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