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Abstract. Multiagent systems and data mining techniques are being
frequently used in genome projects, especially regarding the annotation
process (annotation pipeline). This paper discusses annotation-related
problems where agent-based and/or distributed data mining has been
successfully employed.

1 Introduction

In many genome projects one of the key stages is the annotation process (annota-
tion pipeline), which involves the handling of a large amount of data. Annotation
employs a high number of programs and scripts that can easily be automated,
freeing the specialist to carry out more valuable tasks. However, there is still
a need for automated and integrated tools to support the annotation pipeline.
One possibility here is to use artificial intelligence. Hence the motivation for this
work is the application of techniques from multiagent systems (MAS) and data
mining (DM) to solve problems in bioinformatics. This meets the recent trend
around the integration of agent technologies and DM. In [9] (see also references
therein) for instance, the authors identify and discuss two main challenges con-
cerning the integration of agents and DM, namely DM driven agent learning and
agent driven DM.

Knowledge discovery and DM are concerned with the use of ML techniques
for knowledge extraction from large volumes of data. A relatively recent trend
is to combine DM and multiagent systems approaches in this domain (e.g.
[5,16,13,19]). The use of more sophisticated techniques for these applications
is important due to the large amount of unexplored knowledge in the current
mass of biological data.

In this paper agents encapsulate different machine learning (ML) algorithms.
Several techniques such as negotiation and swarm intelligence are employed to
construct an integrated domain model. In other words, agents are responsible for
applying different machine learning algorithms and/or using subsets of the data
to be mined and are able to cooperate to discover knowledge from these subsets.
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This approach has shown potential for many applications and it is opening inter-
esting research questions. An important one is how to integrate the discovered
knowledge by agents into a globally coherent model.

The paper is organized as follows. Section 2 presents the main aspects of
bioinformatics and computational biology, restricted to those that require DM
techniques. It also briefly presents the techniques employed in this work, e.g. how
DM, ML, and MAS techniques can be employed in bioinformatics (in particular
for annotation). Section 3 briefly describes some databases widely used in bioin-
formatics. Five particular problems from bioinformatics where DM techniques
can be used are discussed in Sections 4, 5, 6, 7, and 8. respectively. The last
section presents some concluding remarks.

2 Background

Bioinformatics or computational biology is a research area concerned with the
investigation of tools and techniques from computing to solve problems from
biology, particularly molecular biology. The reader is referred to [1,20] for more
details. Several ML-based algorithms have been proposed in the literature for
tasks such as finding particular signals associated with gene expression (e.g. [10]).

Protein function annotation includes classification of protein sequences ac-
cording to their biological function and is an important task in bioinformatics.
Of course, ideally, manually curated databases are preferred over automated pro-
cessing. Issues such as the quality of data and compliance with standards could
then be carefully analyzed. However, this approach is expensive, if feasible in the
first place. With the large number of protein sequences entering into databases,
it is desirable to annotate new incoming sequences by means of an automated
method. Approaches based on DM and ML have been largely used, which ex-
plore functional annotation by using learning methods including decision trees
and instance-based learning [3,12,18], neural networks [21], and support vector
machines [8].

The most common way of annotating the function of a protein is to use
sequence similarity (homology). Methods such as Smith-Waterman algorithm
and BLAST have been largely used for measuring sequence similarity. However,
the function of a protein with very small homology is difficult to assess using
these methods, even using PSI-blast due to the low significance of the first hit.
The same problem may arise for homologous proteins of different functions if one
is only recently discovered and the other is the only known protein of similar
sequence. This way, it is desirable to explore methods that are not based on
sequence similarity. Protein sequence motifs can be seen an alternative approach.

Motifs can reveal important clues to a protein’s role even if it is not globally
similar to any known protein. The motifs for most important regions such as
catalytic sites, binding sites, and protein-protein interaction sites are conserved
over taxonomic distances and evolutionary time than are the sequences of the
proteins themselves. In general, a pattern of motifs is required to classify a
protein into a certain family of proteins [6]. This is a very valuable source of
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information as it gives a good idea of the variation of functions within the family,
and hence a good indicative of how much functional annotation can safely be
transferred. In summary, motifs are highly discriminative features for predicting
the function of a protein.

Regarding the use of agent-based technologies in bioinformatics, these are
useful because the necessary data is distributed among several sources, it is a
dynamic area, its content is heterogeneous, and most of the work can be done
in a parallel way. Hence, information agents can integrate multiple distributed
heterogeneous information sources. There are only a few multiagent projects in
the domain of bioinformatics. Next, some of these efforts are briefly reviewed.

In [11] a prototype is described whose aim is to automate the annotation of
a sequence of a virus. Their work is based on information gathering: search,
filtering, integration, analysis, and presentation of the data to the user. It uses
the author framework DECAF, a multiagent system toolkit. The system has
four overlapping multiagent organizations. The first, Basic Sequence Annotation,
aims at integrating remote gene sequence annotations from various sources with
the gene sequences at the Local Knowledge Base Management Agent (LKBMA).
The second, Query, allows complex queries on the LKBMAs via a web inter-
face. The third, Functional Annotation, is responsible for collecting information
needed to guess the function of a gene, specifically using the Gene Ontology.

GeneWeaver [7] is a multiagent system for managing the task of genome anal-
ysis. Since all processes of identifying genes and predicting function of proteins
(despite being labor-intensive and requiring expert knowledge) are computer-
based tasks, it is possible to automate them. In case of Geneweaver this has
been done using a multiagent approach. GeneWeaver is formed by a community
of agents that interact with each other, each performing some distinct task, in
an effort to automate the processes involved in, for example, determining protein
function. Agents in the system can be concerned with the management of the
primary databases, performing sequence analyses with existing tools, or storing
and presenting resulting information.

A third agent-based tool is the MASKS environment [19], whose aim is to
improve symbolic learning through knowledge exchange. The motivation of this
work is to mimic human interaction in order to reach better solutions. This aims
at supporting a recent practice in DM which is the use of collaborative systems.
Inductors are combined in a multiagent system with autonomy to improve in-
dividual models through knowledge sharing. These are necessary because even
if DM is a powerful technique for knowledge extraction, none of the embedded
algorithm is good in all possible domains. Each algorithm contains an explicit or
implicit bias that leads it to prefer certain generalizations over others. Therefore
different DM techniques applied to the same dataset hardly generate the same
result. In general, combining inductors increases the accuracy by reducing the
bias. This integration aims at overcoming limitations of individual techniques
through hybridization or fusion of various techniques. MASKS groups different
symbolic ML algorithms encapsulated in agents in order to classify data. Its goal
is to improve symbolic learning through knowledge exchange.



6 A.L.C. Bazzan

Automated annotation and ML are combined in [18]. A ML approach to gen-
erate rules based on already annotated keywords of the SWISS-PROT database
is described. Such rules can then be applied to non-annotated protein sequences.
Details can be found in [18] as well as in Section 4. In short, the authors have
developed a method to automate the process of annotation regarding keywords
in the SWISS-PROT database. This algorithm works on training data (in this
case, previously annotated keywords regarding proteins) and generate rules to
classify new instances. The training data comprises mainly taxonomy entries,
motifs and patterns (see next section). Given these attributes C4.5 derives a
classification rule for a target class (in this case, the keyword). Since dealing
with the whole data in SWISS-PROT at once would be prohibitive, the authors
divided it in protein groups according to the InterPro classification. Rules were
generated and a confidence factor for each was calculated based on the number
of false and true positives, by performing a cross-validation, and by testing the
rate of error in predicting keyword annotation over the TrEMBL database.

3 Bioinformatics Databases

In bioinformatics, electronic databases are necessary due to the explosion and
distribution of data related to the various genome projects. Here, the databases
related to the present paper are briefly presented. SWISS-PROT (Uniprot)1 is
a curated database which provides a high level of annotation of each sequence,
including: a description of the function of a protein, its domain structure, post-
translational modifications, variants, etc. TrEMBL is structurally analogous to
SWISS-PROT but it is a computer-annotated supplement of SWISS-PROT.
SWISS-PROT has also extensive links to other databases, such as the databases
of motifs and enzymes. The first lines are of each entry are the protein ID and
accession number (AC). For our purposes the “DE” (description), the “DR”
(cross reference to other databases), and the “KW” (keywords) lines are the
most important. DE shows the name of the protein and its code. DR shows how
an entry relates to other databases, in particular to motifs databases. This is
important because some of these cross references will be used as attributes in
the rule induction process, as it will be detailed. The KW field gives several hints
to experts as to what regards proteins functions and structure and is the main
target of the automatic annotation discussed in sections 4 and 5.

Since there are many motifs’ recognition methods to address different sequence
analysis problems, different databases of motifs exist, including those that con-
tain relatively short motifs (e.g., PROSITE2); groups of motifs referred to as fin-
gerprints (e.g. PRINTS3); or sequence patterns, often based on position-specific
scoring matrices or Hidden Markov Models generated from multiple sequence
alignments (e.g. Pfam4).

1 http://www.expasy.ch/sprot/
2 http://www.expasy.ch/prosite
3 http://umber.sbs.man.ac.uk/dbbrowser/PRINTS/
4 http://www.sanger.ac.uk/Pfam/

http://www.expasy.ch/sprot/
http://www.expasy.ch/prosite
http://umber.sbs.man.ac.uk/dbbrowser/PRINTS/
http://www.sanger.ac.uk/Pfam/
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Interpro5 integrates the most commonly used motifs databases, providing a
layer on the top of them. Thus, a unique, non-redundant characterization of a
given protein family, domain or functional site is created. InterPro receives the
signatures from the member databases. The motifs are grouped manually into
families (there are some automatic methods for producing the matches and over-
lap files, but the ultimate decision for grouping and for determining relationships
comes from a biologist).

Enzyme databases contain data about enzyme nomenclature, classification,
functional characterization, and cross-references to others database, such as
SWISS-PROT. ENZYME6 is a repository of information relative to the nomen-
clature of enzymes, based on the recommendations of the IUBMB. Enzymes
are classified using the so-called EC (Enzyme Commission) codes. A given class
represents the function of an enzyme and is specified by a number composed
by four digits (e.g. 1.1.1.1 for alcohol dehydrogenase). The first digit indicates
the general type of chemical reaction catalyzed by the enzyme. Considering that
a particular protein can have several enzymatic activities, it can be classified
into more than one EC classes. These proteins are considered multi-functional.
Moreover, SWISS-PROT entries are also linked to the ENZYME database. As
said, the line “DE” in the SWISS-PROT entry contains the EC numbers as-
sociated to the corresponding protein. For example, the protein with AC equal
to Q9I3W8 has two ECs numbers associated – 2.7.1.116 ([Isocitrate dehydroge-
nase (NADP+)] kinase) and 3.1.3.-. (Hydrolases acting on ester bonds) – that
are described in the “DE” line. These ECs are links to the ENZYME database.
Linking these two databases is an efficient way to obtain the list of proteins
annotated with the EC classes. Other important enzyme database is BRENDA
(BRaunschweig ENzyme DAtabase).

4 An Agent-Based Environment for Automating
Annotation

In spite of the growing number of tools for analyzing DNA sequences, there
is no easy solution to the annotation problem. The shortcomings are twofold.
First, while no single program can outperform the human expert, when several
different programs are used, the performance can increase. Second, each program
has its own output format, thus posing difficulties when one wants to compare
results. The aim of the Agent-based environmentT for aUtomatiC annotation of
Genomes (ATUCG) [4] is to provide the team in charge of genome sequencing
and annotation with a tool that facilitates the activities involved in carrying out
those tasks.

In ATUCG agents are allocated to do most of the automated methods. Be-
sides, agents are in charge of performing much of the tedious work required when
using different programs and tools, namely the translation or formating of inputs

5 http://www.ebi.ac.uk/interpro/
6 http://au.expasy.org/enzyme/

http://www.ebi.ac.uk/interpro/
http://au.expasy.org/enzyme/
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Fig. 1. Overview of the three–layer architecture

and outputs. ATUCG consists of three layers, each having several agents. The
interrelationships and general overview are depicted in Figure 1.

Layer I aims at automating the tasks behind the process of finding open read-
ing frames (ORFs). Having received a file containing the DNA sequencing of a
given organism, layer I helps the user to define the ORFs. To this means, spe-
cific programs are used, each regarding the expertise of a particular agent. The
output that layer I passes to layer II is a file containing a list of non-redundant
ORFs. Layer II is associated with three main tasks: extraction and formatting of
data, automatic annotation of data regarding profiles or families of proteins, and
generation and validation of rules to automatically annotate the Keywords field
in the SWISS-PROT database. Layer III permits the user to validate the auto-
matic annotation by helping him/her to perform the verification of the proposed
annotation, mainly by “translating” the annotation rules into a semantically
richer language and presenting it in a more understandable form. This is done
by linking attributes presented in the rules to more complete data extracted
from databases such as PROSITE and InterPro. Once the annotations are veri-
fied, they are collected into two files: one for accepted annotations, another for
rejected ones. The present text concentrates on layer II (next section), focusing
on ML algorithms. The reader is referred to [4] for more details on the other
layers.

The aim of layer II is threefold: design of agents that are experts on data ex-
traction (e.g. from SWISS-PROT and InterPro databases) and formatting; cre-
ation of a database of rules for annotation (this involves training and validation
stages using standard ML techniques); automatization of the annotation of fields
related to motifs or profiles regarding families of proteins (i.e. annotation regard-
ing PROSITE and InterPro attributes). The input to this layer is a file with a
nonredundant list of ORFs. Besides, layer II has connections to several databases
for in this layer training data has to be gathered in order to produce rules for
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automatic annotation. The main output passed to layer III is a set of proposed
annotation for selected attributes. Figure 2 depicts the various databases and
agents involved in the tasks associated with the layer II. As already mentioned,
three main tasks are carried out in this layer: data extraction and reformatting;
application of different ML techniques to train data and produce the rules for
annotation; and the annotation regarding protein profiles, keywords, and other
attributes. The process called “data extraction and formating” deals with ac-
cessing two main databases (SWISS-PROT and TrEMBL) aiming to retrieve
training and validation data respectively. The agent called “extraction agent”
is invoked and has the following tasks: ask the user for attributes which will be
used in the training process, retrieving data, and preparing the retrieved data
in order to serve as input for our ML tools.

The attributes that the user typically wants to work with are proteins (coded
according to the SWISS-PROT AC’s) and attributes such as classification of
proteins in domains or families. These classifications are stored in the databases
of protein families: PROSITE, InterPro, PFAM, and eventually others. This
procedure retrieves data regarding accession number of proteins, keywords, and
classification regarding the protein families. Then the preprocessed data is sent
to the various agents responsible for each ML algorithm. Steps 1 and 2 (asking
the user and retrieving the data) are relatively simple. However, step 3 is not
only more complex, but can also be performed in several alternative ways since
each ML algorithm makes use of proper syntax to describe a hypothesis. Since
the agents will eventually need to exchange their best rules for classification, it
is necessary to have these transformed to the same format. The details of the
training using ML algorithms, and the design and use of cooperative learning
can be found in Bazzan et al. [3] and Schroeder and Bazzan [19] respectively.

The rules which will determine whether or not a given protein can be an-
notated with a given keyword are generated using ML algorithms. In all cases
the algorithms follow approximately the same approach. First, a training set is
given to the algorithm. Depending on this algorithm, the output varies but, as
mentioned before, there is an agent which is in charge of translating all outputs
to a standard format. Then, agents receive and process the data, and generate
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their annotation rules. Regarding the different learning elements, symbolic clas-
sification techniques similar to C4.5 are used: CN2, T2, and Ripper. Learning
happens in two stages. The first one is dedicated to individual learning. The
input is the pre-processed training set and the configuration set. After that, the
agent applies its rules of classification to the examples. The objective of the in-
dividual learning is to create an individual model of the domain problem. This
model is a set of rules that were approved by the “evaluation element”.

As soon as the individual learning is over, the rules created for the classifi-
cation are evaluated with the standard n-fold cross-validation. The “evaluation
element” measures each rule quality by executing a given rule evaluation func-
tion and stores those that are equal or better than the threshold (set by the user)
to the agent knowledge base. Most of the time the individual learning stage pro-
duces a rule set with well described target classes along with poor described
ones. This happens due to the algorithm heuristics applied to the data to ex-
tract knowledge. In the next stage, cooperative learning, the goal is to improve
the individual results. The input for the cooperation stage is the knowledge base
that reflects the knowledge obtained during the individual learning. The coop-
erative learning consists of two further steps. During the first one, the agent
queries other agents’ knowledge bases. The first agent to start the interaction is
the one with the poorest overall accuracy. The agent searches for its equivalent
rules with better quality. The rules that fill this requisite are added to the agent
“model merge”. Each agent repeats this process from the poorer to the richer
average accuracy. One says that a rule is equivalent to another when the two
describe the same class and the attributes overlap. This way a high quality rule
is added to the learner ModelMerge when it is similar, overlaps, subsumes, or is
in conflict with a low quality rule produced by the learner. For example, consider
two rules R1 and R2 that describe class C. Rule R1 contains the attribute-value
test for attributes x and y, while rule R2 includes tests with attributes x and
z. These two rules are related. When the communication ends, the individual
knowledge that was not changed is copied into the “modelMerge” component.
At this moment each agent possesses two distinct models of the domain problem.

When the cooperative learning ends, the new model stored in the agent Mod-
elMerge component is evaluated by using the test file. The individual model
resultant is the one that covered the highest number of instances from the test
file. The output generated by the environment is the best agent model. At the
end of this process one has a list of the best rules to describe how to annotate
each attribute.

After data extraction, reformatting, and application of ML techniques to train
data and produce the rules for annotation, the last activity in layer II is the anno-
tation related to profiles of motifs in proteins. This is mandatory since the agent
which actually performs the annotation automatically would not work without
the necessary annotation of the profiles regarding the proteins just discovered
(because they are unknown, there is no information concerning profiles of mo-
tifs). To accomplish this, an agent reads each ORF in file 4 (Figure 2) and query
both the PROSITE agent and the InterPro agent. Basically these then call a
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script to send the ORF to the PROSITE and InterPro web sites in order to get
a list of profiles which correspond to the specific ORF. Besides, these two agents
have to divide the profile information and save it to two distinct databases (files
5a and 5b in Figure 2). File 5a contains the ORF and its classification (list of
applicable PROSITE and InterPro codes) while file 5b contains not only the
codes but also the rest of the description of the profile itself. It is possible to
ask the user to validate the inclusion of the profiles in both files 5a and 5b. This
extension in the system is planned and would be a further check point in the
automatization.

Finally, the last and central activity in layer II is the annotation of the KW
field. Having partially annotated the record for each protein (for instance, each
already has information on profiles and taxonomy), the next step is to apply
the rules generated by the ML algorithms. This is the task of the “keyword
agent”. It reads files 3 and 5a (Figure 2) and do the following: i) reads an entry
from file 5a (ORF together with applicable profiles); ii) repeats for each rule in
file 3 (remember that each rule corresponds to a different keyword): parse the
rule; tests all preconditions and concludes whether or not the keyword should
be annotated; do the annotation: creates an entry in file 6 for the ORF, copy
the attributes such as profiles, and add the keyword (in case a keyword does
not apply, insert nothing); iii) close files. At the end of this procedure, two files
are sent to the next layer: files 5b and 6. In layer III, the user can verify the
annotation.

5 Integrating Knowledge through Cooperative
Negotiation

In the previous section the ATUCG framework was presented. The case in which
the rules generated are in conflict is discussed next, based on a simple negotiation
process. Negotiation is a process in which two or more parties make a joint
decision. It is a key form of interaction that enables groups of agents to arrive
to mutual agreement. Hence the basic idea behind negotiation is reaching a
consensus. Cooperative negotiation is a particular kind of negotiation where
agents cooperate and collaborate to achieve a common objective, in the best
interest of the system as a whole. In cooperative negotiation, each agent has
a partial view of the problem and the results are put together via negotiation
trying to solve the conflicts that arise from the partial knowledge.

The negotiation process involves two types of agents: learning agents and the
mediator agent. The learning agents encapsule the ML algorithms and the medi-
ator agent is responsible for controlling the communication among the learning
agents and finalize the negotiation. The negotiation process starts with the me-
diator agent asking the learning agents to send their overall accuracies. The first
learning agent to generate a proposal is the one that has the poorest overall accu-
racy. The proposal contains the first rule in the rule set of this agent, which has
not yet been evaluated, and which has an accuracy equal or better than a thresh-
old. Rules that do not satisfy the threshold are not considered. This proposal is
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then sent to the mediator agent, which repasses it to others agents. Each agent
then evaluates the proposal, searching for a equivalent rule with better accuracy.
This evaluation requires comparison of rules and, therefore, it is necessary to es-
tablish equivalences for them. One rule is equivalent to another one when both
describe the same concept and at least one attribute overlaps. If an equivalent
rule is not found, or an equivalent one does not have better accuracy, then the
agent accepts the proposal. Otherwise, if the agent has a rule with a better ac-
curacy than the proposed rule, then its rule is sent as a counter-proposal to the
mediator agent, which evaluates the several counter-proposals received. This is
so because several agents can send a counter-proposal. The one which has the
best accuracy is selected. The selected counter-proposal is then sent to the other
agents (including the agent that generated the first proposal). These review it,
and the process is repeated. When a proposal or a counter-proposal is accepted
by all agents, the mediator adds the corresponding rule in the integrated model
and the learning agents mark its equivalent one as evaluated. The negotiation
ends when all rules were evaluated.

5.1 Case Study in Automated Annotation of Proteins

This negotiation approach was used in [13] to induce a model for annotation of
proteins, regarding specifically the field KW in Swiss-Prot. Proteins from the
model organism Arabidopsis thaliana were used, which are available in public
databases such as Swiss-Prot. Using it, 3038 proteins were found that relates to
A. thaliana. 347 keywords appeared in the data but only those whose number
of instances was higher than 100 were considered. The number of keywords
satisfying this criterion was 29. The attributes that appeared in this data are
only the AC’s for all attributes related to the Interpro, which appear in Swiss-
Prot as a cross-referenced database. The number of attributes of this domain is
1496. For each keyword, the collected data was split in three subsets: training
(80% – 2430 instances), validation (10% – 304 instances) and test (10% – 304
instances).

The training set was split in four subsets, each one with approximately 607
examples. Each subset of the training set was assigned to one of the learning
agents A, B, C, and D. Besides, two agents encapsulate the C4.5 algorithm
(agents A and C) and the other two (agents B and D) use the CN2 algorithm.
These subsets were organized in input files, respecting the specific syntax of the
C4.5 and CN2. Using the input data, the four learning agents induce rules for
each keyword (target class).

Once the rules were generated, they were transformed into the PBM format.
After the rule transformation process, the rules of the four agents are evalu-
ated using the validation subset. For each rule of the model, its accuracy was
estimated by applying the Laplace expected error measure. Only rules with ac-
curacy equal or better than a threshold were considered. The overall accuracy
of an agent is obtained from the average accuracy of its rules that satisfied the
threshold. Once the evaluation of the individual models was made, the nego-
tiation process starts. As said above, the negotiation process starts with the
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mediator agent asking to the four learning agents for their overall accuracies.
The first learning agent to generate a proposal is the one that has the poorest
overall accuracy. This then selects the first rule in its rule set that satisfies the
threshold and sends it to the mediator agent, which repasses the rule to the oth-
ers learning agents. These agents evaluate the rule, searching for an equivalent
one, with better accuracy. If an equivalent rule with better accuracy than the
proposed rule is not found, the agent that is evaluating the proposal accepts the
proposed rule. Otherwise, if it has an equivalent rule with better accuracy, it
sends it as a counter-proposal to the mediator agent, which evaluates the several
rules received and selects the one that has the best accuracy. The selected rule
is then sent to other agents which review it.

A rule is added to the integrated model if it is accepted by all agents. This
rule and its equivalent one are marked as evaluated by the corresponding agent
during the evaluating rules process. The negotiation process is repeated until
there are no more rules to evaluate. This process was done for each keyword (i.e.
the agents negotiate integrated models for each keyword).

5.2 Results and Discussion

The integrated model generated through cooperative negotiation was evaluated
using the test subset. For comparative purposes, the individual models were also
evaluated using this subset. Results showed that the integrated model had a
better overall accuracy than the individual models regarding all keywords.

Also experiments with only two agents, each using all training data, were
performed. In this case, each agent encapsulates one of the ML algorithms –
C4.5 and CN2. Both used all 2430 instances of the training set to induce its
model. The validation was performed using the instances of the validation set.
The C4.5 agent obtained an overall accuracy (for all keywords) equal to 0.52
and the CN2 agent produced an accuracy of 0.50. For both agents, the quality
of rules was poor when comparated to the results obtained by the integrated
model (0.89 – overall accuracy for all keywords). In one specific case, considering
only the keyword “Iron”, the C4.5 agent had an accuracy equal to 0.51 and CN2
agent presented an accuracy of 0.53, while the integrated model obtained an
accuracy of 0.99. This happens because the amount of data is very high, thus
the algorithms do not induce good models. Also, this task is time-consuming.
These results have shown that the proposed approach can be applied to improve
the accuracy of the individual models, integrating the better representations of
each one.

6 Selection of Data Sets of Motifs as Attributes in the
Process of Automating the Annotation of Proteins’
Keywords

After proposing the DM-based approaches discussed in the previous sections, it
was possible to notice that the quality of the annotation rules was poor when
too many attributes were employed. Using all available data on protein families,
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patterns, and motifs as attributes for symbolic ML algorithms is prohibitive
with symbolic machine learning methods. Thus the next step was to evaluate
the information provided by those attributes, which can come from different data
sets. Instead of using thousands of attributes during the ML process, [5] shows
how to analyse which set of these attributes can potentially contribute more to
the annotation process. Once those rules were generated, they were used to fill
the KW field in the TrEMBL database.

Also in [5] the model organism Arabidopsis thaliana used to feed the Layer II
of ATUCG. SWISS-PROT’s cross-references were used as attributes in the ML
process. Specifically PROSITE, Pfam, PRINTS, ProDom, and InterPro were
used. Many keywords appeared in the data but the authors focused on those
whose number of instances was higher than 100; the number of keywords sat-
isfying this criterion was 27. Since the aim was to compare data sets of motifs,
all motifs were used which are cross-referenced in SWISS-PROT as attributes.
The number of attributes, by data set, was: 1316 (Intepro), 907 (Pfam), 220
(Prodom), 589 (Prosite), 246 (PRINTS), thus 3278 in total. Also, a constraint
on the quality of the rules generated by C4.5 was imposed: each rule must cover
a minimum number of 25 instances, a number that is approximately 1% of the
number of training instances. The quality of each rule generated by C4.5 was
evaluated via 5-fold cross-validation.

Table 1. Evaluation Test (5-fold CV) – Error, number of instances and confidence, for
each data set of attributes (average over all keywords)

Global Class (Keyword) Non-Class
Database Error (%) Instances Error (%) Conf. Error (%)

All 37.98 (6.74) 49.50 31.94 (63.31) 0.62 0.65 (0.14)
Interpro+Prosite+Pfam 37.98 (6.74) 49.51 31.90 (63.19) 0.62 0.70 (0.15)
Interpro+Prosite 37.96 (6.73) 49.51 31.88 (63.16) 0.62 0.70 (0.15)
only Interpro 38.25 (6.79) 49.41 32.09 (63.51) 0.62 0.68 (0.15)
only Pfam 39.52 (7.01) 49.21 33.13 (65.38) 0.60 0.68 (0.15)
only Prosite 40.35 (7.15) 49.32 34.32 (68.92) 0.57 0.44 (0.09)
only Prints 43.70 (7.75) 48.64 37.13 (73.55) 0.47 0.31 (0.06)
only Prodom 52.54 (9.32) 50.36 47.77 (95.07) 0.20 0.23 (0.04)

Table 1 shows the error and confidence for each set of attributes (average
over all keywords). When the classification is performed with attributes only
from single databases in Table 1, in most cases the error in the non-class is
low. However, looking at error rates regarding the positive class only (fourth
column), some are unacceptable (e.g. 95.07% for ProDom). Similar conclusion
can be drawn for confidence.

For the other data sets, the trend is that global error is low (e.g. 7.75%
for PRINTS) but the error rate for the positive class is high. Better
confidences and error rates are achieved when using the following databases:
InterPro, Pfam, and also for the combinations: InterPro+PROSITE, and Inter-
Pro+PROSITE+Pfam. However, in these last cases, the combination brought
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no increase: using attributes from InterPro alone is as good as using attributes
from InterPro plus other data sets.

Finally, a note on the still high level of error rate. This is due to two main fac-
tors: low level of annotation of the KW field in SWISS-PROT and the unbalance
of the two classes. These issues were investigated in [2].

7 Enzyme Classification

Another use of ATUCG is in classifying enzymes into functional classes according
to the Enzyme Commission (EC) top level hierarchy. Such classifier will be then
applied to not yet annotated proteins. This is indeed important because knowing
to which family or subfamily an enzyme belongs may help in the determination
of its catalytic mechanism and specificity, giving clues to the relevant biological
function. Notice that this information is not directly available in databases such
as Interpro. Although it may appear in SWISS-PROT (DE line), since it is
manually curated, the EC classification is not always available. Thus the aim
of the work described in [14] is exactly to fill this part of the DE line in an
automatic way, for later insertion in TrEMBL.

Regarding training data, all proteins from the SWISS-PROT database were
used in which the line “DE” is annotated with EC numbers. The first digit of
the EC numbers appearing in this field in the corresponding SWISS-PROT en-
tries were used. Using it, around 60,000 proteins annotated with EC numbers
were found. The attributes that appear in this data are AC’s related to Inter-
Pro domain classifications. These appear in SWISS-PROT as a cross-referenced
database. This way, for each SWISS-PROT entry, the InterPro AC’s and cor-
responding EC numbers, considering only the first and second digits, were ex-
tracted (i.e, each entry corresponds to one learning instance). These InterPro
AC’s were used as attributes by the learning algorithm. The attributes which
appear in all examples related to one specific class are used to characterize it.
The exact number of attributes found for each EC class are: 715 for oxidoreduc-
tase, 1269 for hydrolase, 231 for isomerase, 1309 for transferase, 391 for lyase,
and 319 for ligase.

This data is organized in input files, one for each EC class, respecting the
specific syntax of C4.5. Some enzymes are multi-functional and belong to more
than one EC class. For these, more than one instance is created. For instance,
the enzym with AC equal to Q9I3W8 is considered a positive instance to the
EC 2 and EC 3 classes. This way, a total of 60488 instances were used.

Using the input data, C4.5 induces rules for a given target class. For example
one rule basically suggests the annotation of the class “EC3” for a given enzyme
if it belongs to the IPR010452 and if it does not belong to the IPR002381 families
of proteins. The protein Q9I3W8 is correctly classified into the EC3 class, since
it is related to the IPR010452.

Table 2, column 2, shows the results regarding the global classification error
for each EC class, performing the 10-fold cross-validation procedure. The average
error is 3.13% and 190 test instances had not been correctly classified (an average
of 6048 test instances were used). The classes EC 5 and EC 6 which have the
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Table 2. Results of the classification using 10-fold-cross-validation

Global Class Non Class
EC Error (%) Instances Error (%) Conf. Instances Error (%) Conf.

1 209.90 (3.50) 1160.3 198.00 (17.06) 0.98 4888.5 12.00 (0.25) 0.96
2 371.10 (6.10) 1958.4 342.20 (17.47) 0.98 4090.4 28.10 (0.69) 0.91
3 340.90 (5.60) 1485.7 305.10 (20.54) 0.96 4563.1 35.20 (0.77) 0.93
4 107.70 (1.80) 594.8 101.70 (17.10) 0.97 5454 5.80 (0.11) 0.98
5 60.90 (1.00) 283.6 54.20 (19.11) 0.94 5765.2 7.30 (0.13) 0.99
6 49.90 (0.80) 566 45.90 (8.11) 0.98 5482.8 5.10 (0.09) 0.99

Average 190.07 (3.13) 1008.13 174.52 (16.57) 0.97 5040.67 15.58 (0.34) 0.96

lower number of attributes and training instances yield the best classification
rates in the test data: 1% and 0.8% respectively. On other hand, the class EC 2
has the highest error (6.1%), having the highest number of attributes. This error
rate (6.1%) is considered acceptable by specialists and a quite good classification
rate. Observing Table 2, columns 4 and 7, one sees that the error rate in the non
class is lower than in the positive class, for all EC classes. The number of negative
instances (counter examples) is higher than the positive instances (examples).
This occurs because the negative instances of one class are composed by the
positive instances of the others five classes.

This classification was extended to the second level of the EC hierarchy. In [14]
experiments with the six subclasses of the EC 6 class were performed. All proteins
from the SWISS-PROT database which are annotated with “EC 6.x” numbers
were used (5640 proteins). The results regarding the global classification error for
each EC 6 subclass, performing the 10-fold-cross-validation, were as follows. The
average error was 1.4% and only 7.9 test instances were not correctly classified.
An average accuracy (acc) of 98.6% was obtained. Regarding the class and non-
class, the average confidences were approximately 0.73 and 0.99, respectively.
The EC 6.6 subclass had the best classification rate, 0.2%, and the class EC 3 had
the highest error (4.2%). These classification rates are better than those obtained
using data from EC main classes. This is explained by the fact that data from EC
6 subclasses possesses smaller number of attributes and instances. The learning
algorithms works better in such conditions, performing good generalizations on
test data.

8 Multiagent Clustering

Clustering is widely used in bioinformatics, normally via classical methods. One
issue with most of these methods is that they rely on central data structures.
However, the current use of Internet resources in genome annotation (given dis-
tribution of data, privacy, etc.) requires new ways of dealing with data clustering.
In [15] a distributed clustering algorithm, Bee clustering, is proposed, which is
inspired by the organization of bee colonies. Bee clustering relies on a bee colony
behavior to form groups of agents that represent data to be grouped. This be-
havior is known as recruitment. In nature, bees travel far away from the hive
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to collect nectar. They return to the hive with nectar and information about
the nectar source to recruit other bees to that food source. This recruitment is
performed by dancing, a behavior in which a bee communicates the directions,
distance, and desirability of the food source to other bees. The proposed algo-
rithm uses this behavior to create groups of agents. Each agent behaves like a
bee and represents an object to be grouped. Hence, here an agent dances to
recruit other agents to join its group. Our agents need to decide if they change
groups or not.

In the bee clustering algorithm a similar, mathematical model to form groups
of agents with similar features was used. Since each bee agent represents an
object that needs to be grouped, the attributes of this object constitute the set
of agent’s features. Bees have only a limited knowledge: they only know about
the agents that are placed in their groups and they cannot remember their past
groups, i.e. they have no memory. Despite this, they are able to group together
to form clusters in which agents with similar features are in the same group.

The main features of the algorithm are: the computation is distributed; there
is no single point of failure (it does not rely on any centralized data structure);
hints about the clustering (such as number of clusters, size or density of cluster)
do not need to be given a priori.

Experiments were performed to investigate the quality of the proposed ant
clustering algorithm using public domain data set as well as some synthetic
datasets related to bioinformatics plus the dataset Glass from UCI (because it
has also different substructures of clusterings).

The dataset used are:

– Leukemia: contains data on gene expression related to a subtype of leukemia.
This data set is composed by 271 elements that can be divided in 2 different
substructures: one with 3 classes and another with 7 classes. Each element
of the set has 327 attributes.

– ds2c2sc13: contains 588 synthetic data generated so that there are 3 different
substructures. These contain 2, 5 or 13 classes respectively. Each data has 2
attributes.

– Glass : contains 214 data, each having 10 attributes. There can be 3
substructures, having 2, 5 or 6 classes.

Table 3 shows averages and standard deviation (over 30 repetitions) regard-
ing the Rand index and the number of groups that were identified by the Bee
Clustering algorithm and the following other algorithms that were used as com-
parison: K-means, average-link and MOCLE [17]. Algorithms that were designed
for multiobjective clustering (e.g. MOCLE) tend to find more than one structure
in the dataset. K-means and Average Link on the other hand are not able to
find diversity in those structures unless one changes their initial parameters (e.
g. the k for K-means).

Moreover, in Table 3 one can see that Bee Clustering finds, for each dataset,
one particular structure that is different from those found by the other algo-
rithms. In the case of the leukemia dataset, Bee Clustering found the structure
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Table 3. Average of the Rand index over 30 repetitions: algorithms K-means, Average
link, MOCLE and Bee Clustering

Leukemia - 3 Classes K-means Average Link MOCLE Bee Clustering

Rand index 0.31 (0.31) 0.32 (0) 0.31 (0.02) 0.49 (0.02)
Identified
Number of Groups 5.6 (2) 6 (0) 7.3 (0.5) 3.1 (0.3)

Leukemia - 7 Classes K-means Average Link MOCLE Bee Clustering

Rand index 0.75 (0.02) 0.64 (0) 0.77 (0) 0.51 (0.09)
Identified
Number of Groups 8.4 (1.9) 16 (0) 8 (0) 3.1 (0.3)

ds2c2sc13 - 2 Classes K-means Average Link MOCLE Bee Clustering

Rand index 1 (0) 1 (0) 1 (0) 0.52 (0.03)
Identified
Number of Groups 2 (0) 2 (0) 2 (0) 14.3 (1.7)

ds2c2sc13 - 5 Classes K-means Average Link MOCLE Bee Clustering

Rand index 0.79 (0.04) 1 (0) 1 (0) 0.55 (0.08)
Identified
Number of Groups 4.7 (0.9) 5 (0) 5 (0) 14.3 (1.7)

ds2c2sc13 - 13 Classes K-means Average Link MOCLE Bee Clustering

Rand index 0.75 (0.02) 0.64 (0) 0.77 (0) 0.80 (0.02)
Identified
Number of Groups 8.4 (1.9) 16 (0) 8 (0) 14.3 (1.7)

Glass - 2 Classes K-means Average Link MOCLE Bee Clustering

Rand index 0.63 (0.02) 0.67 (0) 0.75 (0.02) 0.57 (0.06)
Identified
Number of Groups 3 (0.80) 9 (0) 2 (0.70) 5.4 (0.52)

Glass - 5 Classes K-means Average Link MOCLE Bee Clustering

Rand index 0.47 (0.04) 0.56 (0) 0.56 (0.06) 0.51 (0.02)
Identified
Number of Groups 3 (0.80) 12 (0) 10 (3.33) 5.4 (0.52)

Glass - 6 Classes K-means Average Link MOCLE Bee Clustering

Rand index 0.23 (0.15) 0.26 (0) 0.27 (0.01) 0.56 (0.07)
Identified
Number of Groups 5 (2.80) 12 (0) 4 (2.80) 5.4 (0.52)

with 3 classes (average 3.1). Besides, for this case of 3 classes in terms of Rand
Index, Bee Clustering has outperformed the others. Similar situation happens
regarding the ds2c2sc13 dataset where Bee Clustering has identified the struc-
ture with 13 classes (14.3). Bee Clustering has outperformed the others in terms
of Rand Index for the case with 13 classes. Finally, regarding the Glass dataset
with 6 classes, Bee Clustering has outperformed the others in terms of Rand
index and was the only algorithm that found the 6 classes (5.4).

In summary, it was noticed that a particular feature of Bee Clustering, namely
its capacity of finding the number of classes that is less obvious to the other
algorithms which is a desired feature in bioinformatics where this number of
classes is not known a priori (as e.g. synthetic or UCI datasets). The next step
is to use a multiobjective clustering approach as proposed in [16].
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9 Conclusion

DM techniques are being employed in bioinformatics with increasing success.
However, some problems are still prohibitive for symbolic machine learning meth-
ods. Especially in annotation, using all available data regarding motifs as at-
tributes has a high cost. Thus agent-based paradigms may help in the sense that
the data can be divided among these agents. When conflicting rules are found,
agents may negotiate and/or form an integrated model. This paper has discussed
five scenarios where DM and MAS were used to produce results that facilitate
the task of annotation. Other application areas are possible. In particular, ML
techniques can be employed for gene recognition looking for particular signals in
DNA sequences, and for gene expression analysis, where the expression level of
a subset of genes has been used for tissues classification.
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