
Impact: A new unreliable failure detector

Anubis Graciela de Moraes Rossetto, Cláudio Fernando Resin Geyer
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Abstract

This work proposes a new and flexible unreliable failure
detector whose output is related to the trust level of a set
of processes. By expressing the relevance of each process of
the set by an impact factor value, our approach allows the
tuning of the detector output, making possible a softer or
stricter monitoring. The idea behind our proposal is that,
according to an acceptable margin of failures and the im-
pact factor assigned to processes, in some scenarios, the
failure of some low impact processes may not change the
user confidence in the set of processes, while the crash of a
high impact factor process may seriously affect it. We out-
line the application scenarios and the proposed unreliable
failure detector, giving a detailed account of the concept on
which it is based.

1. Introduction

An unreliable failure detector (FD) is a basic service that
can enable the development of fault tolerant distributed sys-
tems [4]. A FD can be seen as an oracle that gives informa-
tion, not always correct, about processes failures. The ma-
jority of them are based on a binary model, in which moni-
tored processes are either ”trusted” or ”suspected”. There-
fore, many of the existing FD, such as those defined in [4]
[2], output the set of processes that is currently suspected to
have crashed. A non binary approach is present in [7], the
accrual failure detector, which outputs a suspicion level on
a continuous scale. According to [6], an unreliable failure
detector module can make mistakes (1) by erroneously sus-
pecting some correct process (wrong suspicion), or (2) by

failing to suspect a process that has actually crashed. If later
the process detects its mistake, it corrects it. For instance, it
can stop suspecting at time t + 1 some process that it sus-
pected at time t.

This paper presents a new unreliable failure detector,
called Impact. The Impact FD outputs a trust level concern-
ing a set of monitoring processes. The output can be con-
sidered as the degree of confidence in this set of processes.
To this end, an impact factor is assigned to each process of
the set. Furthermore, a threshold parameter defines an im-
pact factor limit value, over which the confidence degree on
the set is not affected. Hence, depending on the trust level
output, the users can decide if it is reliably operating or if
some measures may be taken (urgently or not, with regard
to the trust level output).

The output of Impact FD is not linked to the id of the pro-
cess and it is not necessary to know the number of processes
(n) nor the membership. Thus, it is easily configurable ac-
cording to the needs of the problem and type of accuracy or
system configuration. For instance, the Impact FD may be
applied to anonymous1 [3], non-anonymous, and homony-
mous 2 [1] systems.

The Impact FD tolerates instability and, is, therefore,
more flexible. For instance, on an unstable network, there
might be many false suspicions, but the system might re-
main trusted. Furthermore, in the concept of Impact FD,
monitored processes can be grouped, based on heterogene-
ity and/or some criterion which defines the relevance of a

1 The anonymous processes cannot be distinguished one from the other:
they have no name and execute the same code

2 Homonymous means that several processes may have the same iden-
tifier



node. Together with the threshold, such a group approach
can characterize redundancy of processes.

The paper is structured as follows: firstly, we discuss
some application scenarios; the next section gives a descrip-
tion of the system model; the proposed failure detector is
then outlined and, finally, we conclude the paper and give
some suggestions for the future phases of the research.

2. Application Scenarios

The Impact FD can be applied to different distributed
scenarios and it is flexible enough to meet different needs.
It is quite suitable for environments where there is node re-
dundancy. The following two examples illustrate scenarios
where the Impact detector can be used.

A system in the area of healthcare requires the use of
several sensors to measure different kinds of information
about the health status of a person, such as, vital signs, lo-
cation, falls, gait patterns, and acceleration. From this pers-
pective, this scenario is critical since faults in the compo-
nents can put the patient at serious risk. For instance, we
can consider a scenario with four sensors: q1 - body tem-
perature; q2 - pulse; q3 - electrocardiogram(ECG); and q4

- galvanic skin as well as an intermediate node responsi-
ble for collecting information from these sensors and taking
appropriate action based on the output of the Impact FD. In
this example, some sensors are not considered to be criti-
cal, such as the sensor q1 which measures the temperature;
however, others are extremely important such as q3, the
ECG sensor. Therefore, the impact factor assigned to q3 is
higher than q1’s. Furthermore, q2 collects data on the heart-
beats and q3 on the electrical activity of the heart. However,
q3 is a type of sensor that also collects data on the heart-
beats. Hence, since there is redundancy of information, i.e.,
the failure of q2 sensor is not critical enough to make the
system vulnerable and endanger the life of the monitored
person. On the other hand, if q3 fails, the confidence of the
system is compromised.

A second example concerns Connected Dominating Set
(CDS), which has been proposed as a virtual backbone of
wireless ad hoc networks [8]. A dominating set (DS) of a
graph G = (V, E) is a subset V’ ⊂ V such that each node in
V− V’ is adjacent to some node in V’, and a connected do-
minating set (CDS) is a dominating set which also induces
a connected subgraph. Nodes in V’ are denoted dominator
nodes (DN) and are the only responsible for relaying mes-
sages over the network. In such a scenario, we could think
that every DN monitors the liveness of its neighbor nodes
(the monitored set). However, since the failure of a DN may
seriously affect the connectivity of the CDS, DN neighbors
should have a higher impact factor than the other neighbors.
In its turn, the threshold could be set with a value that ex-

presses the connectivity of the network should always be
guaranteed.

3. System Model

We consider a distributed system that consists of a finite
set of processes Π = {q1, . . . , qn}with |Π| = n. Failures are
only by crash. A process can be correct or faulty, i.e., a pro-
cess is faulty if it has crashed, otherwise it is correct. We
assume the existence of some global time denoted T. A fai-
lure pattern is a function F: T→ 2Π, where F(t) is the set of
processes that have failed before or at time t. The function
correct(F) denotes the set of correct processes, i.e., those
that never belong to failure pattern (F), while faulty(F) de-
notes the set of faulty processes, i.e., the complement of cor-
rect(F) with respect to Π.

The network is fully connected, i.e., Λ = (q, p)|q, p ∈ Π
(q does not need to be different from p). We also con-
sider a partly synchronous model as proposed by Chandra
and Toueg [4] which states that, for every execution, there
are bounds on process speeds and on message transmission
times, but these bounds are not known and they hold only
after some unknown time, called GST (Global Stabilization
Time). A process can fail by crashing and a crash is perma-
nent.

Failures Detectors: In [4], the authors characterize un-
reliable failures detectors according to two axiomatic pro-
perties: completeness and accuracy. The completeness pro-
priety defines the capability of a failure detector of sus-
pecting every faulty process permanently, while accuracy
defines its capability of not suspecting correct processes.
Moreover, in [4], the authors classify failure detectors ac-
cording to two completeness proprieties and four accuracy
properties, which once combined yield eight classes of fai-
lure detectors. One of them includes all the failure detec-
tors that, after some unknown but finite time, make no mis-
take. This class, denoted ♦P , is called the class of Even-
tually Perfect Failure Detectors and satisfies the following
two properties:

• Strong completeness: Eventually every process that
crashes is permanently suspected by every correct pro-
cess.

• Eventual strong accuracy: There is a time after which
correct processes are not suspected by any correct pro-
cess.

4. The Unreliable Impact Failure Detector

The Impact FD can be defined as an unreliable failure de-
tector that provides an output related to the trust level with
regard to a set of processes. If the FD output is equal or
greater than a given threshold value, defined by the user, the



confidence in the set of processes is ensured. We thus say
that the system is trusted.

Let S ⊂ Π be any subset of processes3 . Each process
q ∈ S has a fault impact factor ( Iq|Iq > 0 : Iq ∈ N ).
Every process q ∈ S knows its own impact factor (Iq) and it
does not know the system membership (Π) nor the system
size n. The output of the Impact FD does not depend on the
id of the processes.

To provide a degree of flexible applicability, the set S can
be partitioned into m disjoint subsets {S1, . . . , Sm}. Such
an approach enables the grouping of processes according
to some criterion. For instance, in a scenario where there
are different types of sensors, those of the same type can
be gathered in the same subset and redundancy can thus be
characterized.

An acceptable margin of failures, denoted thresholdS ,
which characterizes the acceptable degree of failure flexi-
bility in relation to set S, is also defined. The thresholdS

is related to impact factor, i.e., the minimum limit of im-
pact factor that is required. It is basically a set that contains
the respective threshold of each subset of S: thresholdS =
{threshold1, . . . , thresholdm}.

Due to the grouping and threshold features, the Impact
FD needs as input the number of subsets that compose S and
the respective threshold value of each subset of S. More-
over, each process knows its own impact factor as well as
the subset to which it belongs and include such informa-
tion in the messages it sends to the other processes of S.

We should point out that both the impact factor and the
thresholdS render the estimation of the confidence of S
more flexible. For instance, it might happen that some pro-
cesses in S are faulty or suspected of being faulty but S is
still considered to be trusted. Furthermore, the Impact FD
is easily configurable according to the needs of the applica-
tion, type of detection, or system environment. Notice that a
process sends messages to other processes by using broad-
cast since it does not know the membership of S.

4.1. Impact Factor Domain of Subset

We define three distinct domains in which the Impact FD
can be used to solve different types of problems:

• U (Uniform): all processes of subset Si have the same
impact factor.

Si = {Iq|Iq = Ip,∀p and ∀q ∈ Si}

• H (Heterogeneous): the impact factor can be any value.
It is defined according to the relevance of each process
of subset Si (default).

3 In this work, ’set’ and ’multiset’ are used interchangeably. Differently
from a set, an element of a multiset can appear more than once. This
allow that different processes may have the same identity.

• D (Dominant): for each process qj , its impact factor is
greater than the sum of processes {q1, . . . , qj−1}.

Si = {Iqj |Iqj >

j−1∑
(i=1)

Iqi ,∀qi, qj ∈ Si}

4.2. Trust Level

Let FD (IpS) be the failure detector module of process
p. We denote trustedp

S(t) = {trusted1, . . . , trustedm},
where each trustedi (1 ≤ i ≤ m) contains the processes of
Si not considered faulty by p at time t ∈ T .

The Impact FD (IpS) outputs the trust level of S, which
expresses the confidence that p has in the set S:

Definition 1 (trust level): The trust level at t ∈ T of pro-
cesses p /∈ F (t) with respect to the set of processes S is
the function trust levelp

S such that trust levelpS(t) =
{trust leveli|trust leveli = sum(trustedi); 1 ≤ i ≤
m}. The function sum(set) returns the sum of impact fac-
tor of all elements of set.

Hence, the trust levelp
S is a set that contains

the trust level of each subset in S (trust levelpS =
{trust level1, . . . , trust levelm}).

The thresholdS is used to check the confidence
in the processes of S. If, for each subset of S, the
trust leveli(t) ≥ thresholdi, S is considered to be trusted
at t by p, i.e., the confidence of p in S has not been com-
promised; otherwise S is not considered trusted by p at
t.

We should emphasize that the output of Impact FD is not
related to the id of processes and neither the number of pro-
cesses nor the membership are required.

4.3. Example

Figure 1 shows an example in uniform domain and three
subsets. In this case, the values of the set thresholdS de-
fine that the subsets S1 and S2 must have one correct pro-
cess at least and the subset S3 must have 2. Several situa-
tions are shown and the set S is considered trusted when,
for each subset Si, trust leveli(t) ≥ thresholdi.

4.4. Some Classes of Impact FD

The approach of the Impact FD makes possible to carry
out the monitoring in both softer and stricter way. Further-
more, if some properties are defined, some classes of Im-
pact FD can also be defined. For instance:

Prop. 1 (Impact strong completenessp
S): For a fai-

lure detector of a process p (that is correct), there is a time
after which p does not trust any crashed process of S.



Figure 1. Example of FD output related to S in
a dominant domain and three subsets

∃t ∈ T, p ∈ correct(F ),∀q ∈ (faulty(F ) ∩ S),∀t′ ≥
t, q /∈ trustedp

S(t′)

Prop. 2 (Eventual impact strong accuracyp
S): For a

failure detector of a process p (that is correct), there is a
time after which correct processes of S are never suspected
by p.

∃t ∈ T, ∀t′ ≥ t, p,∀q ∈ (correct(F ) ∩ S), q ∈
trustedp

S(t′)

Prop. 3 (Eventual set sum accuracy): For a failure de-
tector of a process p (that is correct), there is a time after
which the sum(trust levelp

S(t′)) is equal the sum of cor-
rect processes of S.

∃t ∈ T, p ∈ correct(F ),∀t′ ≥
t, sum(trust levelp

S(t′)) = sum(correct(F ) ∩ S)

Eventual Perfect Impact Class ♦IPp
S : For process p

and set S, Prop. 1, Prop. 2, and Prop. 3 are satisfied.

5. Conclusions and Future Work

In this paper, we have presented and defined a new unre-
liable failure detector, called Impact, that provides an out-
put related to a set of processes and not just to each one in-
dividually. We have also described some scenarios suitable
for the Impact FD. Both the impact factor and the threshold
provide a degree of flexible applicability, since they enable
the user to tune the FD output in accordance with the spe-
cific needs of the application. They also might weaken the
rate of false responses when compared to traditional unreli-
able failure detectors.

In a further step of this research, we intend to define other
properties of the Impact FD and address the equivalence be-
tween the latter and other well-known detectors. Finally, we
are planning to implement the failure detector and evaluate
it with regard to some metrics that qualify the QoS of un-
reliable failure detectors. The aim of such an evaluation is

to measure how fast faults can be detected and the exact ex-
tent of false detections [5].
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