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Abstract

The reliability of electronic devices due to errors induced by
radiation is a problem not only in space applications, but appli-
cations on devices located in airplanes or even in the sea level
suffer from neutron radiation generated from the interaction of
cosmic rays with the Earth’s atmosphere. Therefore, hardening
techniques is necessary to mitigate these effects. ECC mecha-
nisms were included to modern devices such as NVIDIA GPG-
PUs, however, its efficiency is not sufficient to meet the mini-
mum requirements of safety-critical and high performance ap-
plications. three generic hardening strategies based in duplica-
tion with comparison are presented and experimentally evalu-
ated, in addition a comparison with ECC engine is performed.

1. Introduction

The reliability of aerospace applications in electronic devices
face a number of difficulties. They need to deal with the effects
of energetic particles from solar activity, cosmic rays or those ex-
isting in the magnetic belts around the Earth. among these parti-
cles, protons, neutrons, electrons, heavy ions and alpha particles
are commonly reported as sources of functional defects in elec-
tronics devices.

The Earth is also subject to receiving particles generated by the
sun. these particles are mostly electrons and protons of low en-
ergy. The Earth is protected by a magnetic field that confines the
particles from the sun in the Van Allen belts. Each space applica-
tion have to worry about these belts because the number of par-
ticles present in these belts is High [10]. However, cosmic rays
have a kinetic energy so high that it is enough to pass through
the Val Allen belts and reach Earth’s atmosphere. The interac-
tion between cosmic rays and the atmosphere generates a cas-
cade of particles that reaches the sea level. Among these par-
ticles generated there is energetic neutrons, and was measured
that at least 13 neutrons/cm2h [3] arrive at sea level. The num-
ber of neutrons increases exponentially with the altitude, and the
highest ionization is 12.3 Km on the sea level, where usually air-
crafts fly. Therefore, the failure rate due to radiation in aircraft is
nearly 250 times greater than at sea level.

The impact of particles with the silicon substrate carry different
effects. First, there are those caused by a single particle, called
single-event effects (SEEs). SEEs can be transient, when its ef-
fects do not damage the device [1], as is the case of single-event
transients (SETs), causing pulses (glitches) in combinational el-
ements. Singular-event upsets (SEUs) can still occur, which alter
the contents of cells storage. The result of an SSE is corruption
of stored value in a memory cell or change the result of a logic
operation. The SSE transient character means that the cell mem-
ory or logical circuit is reusable, but the data obtained is wrong.
SEE may also be permanent, when the circuit is irreversibly af-
fected, as in the case of single-event gate rupture (SEGR).

Because of these needs, there are computational systems built
specifically to support the radiation rates that aerospace applica-
tions are submitted. However, costs are on the order of hundreds
of thousands of dollars and have a gap of over a decade in terms
of performance when compared to common components. These
costs arise not only from the need to include fault tolerance in
the system, but also the low production volume. Thus, there is a
great academic and industrial effort to provide efficient fault tol-
erance for common devices in order to enable their use in safety
critical applications.

2. Radiation Sensitivity of Modern Processors

In recent years the effects of radiation began to be a problem
not only for space applications, but also for terrestrial electronic
devices that are constantly irradiated by neutrons generated from
atmospheric interaction of cosmic rays with the upper levels of
the atmosphere.

The failure rate due to neutrons was low in electronic devices
of past generations, builted with technology currently obsolete.
Nowadays, the transistors are so small that the rate of failure can
not be disregarded [1]. Furthermore, the dimensions of the tran-
sistors are reduced continuously reaching today the order of 28,
22 or up to 18 nm. These small dimensions increase the proba-
bility of having multiple failures generated from a single particle
which can interact with more than one transistor.

Modern processors are built with parallel architectures, and
features many more resources compared to older devices. These
additional features increase the performance, but also the proba-
bility of having the corruption of shared resources between par-



allel tasks (like caches or critical resources such as the scheduler)
that can generate multiple failures in the output, significantly re-
ducing the reliability of output [7, 5]. Modern processors are in-
trinsically more likely to be corrupted by radiation faults and can
generate more critical errors than on older processors.

3. Duplication with Comparison

Experimental data show that both memory and logic resources
of GPUs are prone to being corrupted by radiation. Then, it is
crucial to design and validate hardening strategies able to miti-
gate the effects induced by neutrons. As shown in [6] and [5],
for a limited set of applications, it is possible to design a software
hardening based on Algorithm-Based Fault Tolerance (ABFT).
Typically, a hardened ABFT algorithm is based on the encod-
ing of the input data. The algorithm is then redesigned to work
with the encrypted data and steps of the computation are dis-
tributed between different processing units, when available, to
reduce the occurrence of multiple errors. Finally, the output data
is checked and when an error is detected it can be corrected if
the ABFT has enough information to do it, or redo the calcula-
tion.

For most of the applications is not possible to hardened with
ABFT, to design and implement it would require a great ef-
fort. Therefore, the goal of this work is to test generic harden-
ing strategies like duplication with comparison (DWC). duplica-
tion with comparison is a generic hardening strategy that can be
easily applied to most of the algorithms. The strategy is based on
duplicate the work done by the algorithm, re-execute the transac-
tions with the same input and comparing the results. Therefore,
the implementation and performance effectiveness of DWC is in-
dependent of the algorithm.

Using GPUs, DWC can be implemented in various ways, such
as duplicating blocks, or threads executing operations. Although
is important to notice that duplicate processes must be carefully
distributed since shared resources (such as caches) or critical re-
sources (such as the scheduler) can propagate errors for both
copies which undermines the detection capability of the DWC
strategies.

We use three DWC strategies with different duplication and dis-
tribution philosophies: Spatial, E-O Spatial, and Time. In spa-
cial duplication strategies (Spatial and E-O Spatial) the number
of blocks needed to calculate the solution, and consequently the
number of instantiated thread, is doubled. The blocks of threads
are divided into two domains, each running the standard version
of the algorithm. The result of a block is then compared with the
result of duplicate blocks, detecting errors. We chose to dupli-
cate blocks and not the number of threads per block since this
form is easier to be implemented. In addition, doubling the num-
ber of threads in the same block will result with the threads using
the same cache where data input is stored. A radiation-induced
failure in the cache probably propagate to all threads and go un-
noticed. We designed two different strategies for spatial duplica-
tion. In Spatial a threads domain is formed by the first half of
the blocks and the other domain by second half. The redundant
blocks are not necessarily performed in parallel with the first half

of the blocks, since the number of blocks instantiated can exceed
the maximum number of blocks that can be executed in paral-
lel. The second spatial duplication, E-O Spatial arrange original
and duplicate blocks with an even-odd form. In other words, the
blocks i and i+ 1 will perform the same operations. Spatial and
E-O Spatial are illustrated in Figure 1(a) and Figure 1(b).
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Figure 1. Duplication with comparison Strategies.
Each block is represented by a box and has its in-
dex identifier (for example, block id in CUDA) and
a letter corresponding to the task which it was as-
signed. The apostrophe means that the letter is a
duplicate task.

The detection capability of the spatial strategies may differ sig-
nificantly. Redundant calculations are probably held in separated
SMs with Spatial. With the E-O Spatial strategy, redundant cal-
culations are probably processed in the same SM, sharing re-
sources such as caches. While more efficient, since data does
not need to be copied and moved in two different regions of the
GPU, in E-O Spatial errors may occur in the caches of the SM
that propagate in both duplicated threads, thus causing these er-
rors to go unnoticed. On the other hand, Spatial have the same
data copied to two different locations in the GPU, increasing the
exposed area and reducing device performance.

The last DWC strategy implemented is Time, each thread ex-
ecutes a redundant calculation after calculating the first time.
In Time is instantiated approximately the same amount of par-
allel resources (i.e.,, number of threads, the programming volt-
age, caches) that the original implementation instantiates. How-
ever, the complexity of threads is increased since each thread per-
forms twice the operations and compares the results. If the results



SDC FIT FI FIT Performance
Plain 204.13± 11.10 112.17± 5.61 1.00
ECC 45.19± 9.15 246.56± 24.66 1.00
Spatial 0.00± 0.06 154.75± 7.38 2.51
E-O Spatial 72.48± 1.20 176.04± 8.80 2.45
Time 54.19± 8.80 120.03± 12.00 1.90

Table 1. FIT at New York City and the performance
of plain and hardened versions of Hotspot.

differ, the execution is marked as failed. The strategy Time is de-
scribed in Figure 1(c).

4. Experiments and Results

Hotspot is the algorithm chosen to evaluate the efficiency and
effectiveness of the DWC strategy. Hotspot is a well known al-
gorithm to estimate the surface temperature of the processor. The
thermal simulation solve a series of differential equations in-
cluded in the CUDA implementation provided by Rodinia bench-
mark suite [2]. The maximum available input by benchmark was
chosen to test the Hotspot (a matrix size of 1024× 1024) allow-
ing to split the surface of the chip at 1048576 points. The par-
allel processes are divided into blocks of 196 threads each. The
block size was selected to best fit the available hardware, An
NVIDIA K20 GPu, fully occupying the SMs of the GPU. Is im-
portant to notice that the generality of DWC assures the exten-
sibility of experimental results obtained using Hotspot as refer-
ence to any other application.

Experiments were performed in VESUVIO beam at ISIS,
Rutherford Appleton Laboratories, Didcot, UK, in December
2013 and May 2014. ISIS provide a source of neutrons that em-
ulates the energy flow spectrum of Earth’s atmosphere. The ISIS
beam was empirically demonstrated to be sufficient to repro-
duce the Earth radiation environment [9].

After measuring the sensitivity of the plain version of the
Hotspot (that is, without any hardening technique applied and
the ECC OFF), the performance of proposed hardening strate-
gies and the correction capability are evaluated and compared
with the ECC from NVIDIA.

Table 1 and Figure 2 shows the sensitivity of Hotpot. The re-
sults are presented in the plain version, ECC enabled, and hard-
ened versions. The first column of Table list silent data corrup-
tion (SDC) and the functional interruption (FI) and failures in
time (FIT) expected at New York City, that is, the number of fail-
ures per time unit expected for the electronic device being irra-
diated by a flux of neutrons equal to a flux in the New York City.
while last column indicates the relative execution time and ref-
erence values (execution time of the Hotspot version divided by
the execution time of the plain version).

An SDC occurs when the output is corrupted, while the FI oc-
curs when the GPU stops responding and the application must be
killed and launched again. A SDC is typically produced when ra-
diation corrupts memory elements storing variables or data used

Figure 2. Silent data corruption (SDC) and failure
in time (FIT) at New York City for the plain and
hardened Hotspot versions.

to computing, or when the execution logic of an operation suf-
fers SET and corrupts the result [10]. Furthermore, a SDC may
occur when the scheduler fails to synchronize threads, assign a
thread to a CUDA core properly, or presented results are still in-
complete [8]. An FI happens for example, when the radiation in-
duces an error in the control flow, causing the application run-
ning on the GPU to not be able to complete, when a failure in
the scheduler crashes the kernel or when the driver of the PCI-
Express bus is corrupted.

FIT in New York City are calculated by multiplying the cross
section obtained experimentally by the average neutron flux at
sea level (i.e.,, about 13n/cm2h [3]). The cross section is an in-
dication of the probability that a neutron that hits the GPU to
produce a failure that propagates to the output (SDC) or gener-
ates a FI. The experimental cross section was calculated by divid-
ing the number of errors observed (SDC or FI) per time unit by
the average flow. As ISIS mimics the flow of atmospheric neu-
trons, the probability of having a neutron corrupting the GPU
during our experiments at sea level or during an standard opera-
tion are very similar [9]. FIT are reported with a confidence in-
terval of 95% that includes both statistical error and the uncer-
tainty of neutrons count.

The FI rate is particularly critical for processing high perfor-
mance and for safety-critical applications. The FI means that a
supercomputer node remains unavailable until it is restarted. in
safety-critical applications, one device that does not respond is
not an option. As shown in the second column of Table 1 and
represented in Figure 3 FI are 55% of the SDC for Hotspot.

The ECC mechanisms included in advanced GPUs is capable
of correcting errors with one bit flip and detect more than one bit
flip in every memory structures of NVIDIA K20. Unfortunately,
the details of the ECC are proprietary. However, we tested the
Hotspot under radiation with ECC enabled and we compare the
SDC and FI with the plain version to empirically evaluate the ef-
ficiency of the ECC mechanism.

As shown in Figure 2, ECC appears effective in reducing the
SDC of Hotspot. However, some SDCs still occur even if the
ECC is enabled once SET in logic resources or failures in the
scheduler are not detected.



Figure 3. Function interruption (FI) for plain and
hardened versions of Hotspot.

The main problem of ECC is that the rate of FI does not benefit
from their protection and remains high, possibly preventing the
GPU to achieve reliability requirements for most safety-critical
applications. When the ECC is enabled the rate is doubled for
the FI Hotspot. Even if the instruction cache and registers (con-
taining, for example, variables loops or repeat counters) are pro-
tected with ECC [4], the GPU becomes more likely to experi-
ence a FI. ECC throws an exception when an error more than
one bit flip is detected and this is not always properly treated
by GPU, causing FI. Furthermore, the ECC will not significantly
reduce the FI caused by corruption of schedulers since these re-
sources are left unprotected.

As shown in Figure 2, when DWC strategies are implemented
the number of radiation-induced errors doubles since the amount
of resources needed for computation are doubled. However, most
radiation-induced errors are detected. Therefore, DWC strategies
are extremely efficient, reducing and even eliminating the SDC
occurrence (see Table 1 and Figure 2). In Spatial, in which all
blocks are doubled and distributed in different SMs, all errors
are effectively corrected while in E-O Spatial few errors were
left without being detected. E-O Spatial is less reliable than Spa-
tial because the even-odd redundant distribution block can be run
on the same SM and an error on the shared resource will propa-
gate to both copies and remain undetected.

With both spatial DWC the number of blocks to be dispatched
are duplicated, significantly increasing the effort needed for the
scheduler. The block scheduler has been shown to be particu-
larly critical under radiation in [8]. Even though some FIs are
detected with spatial DWC, more pressure in the blocks sched-
uler increases the possibility of have a locked block and conse-
quently lock the kernel on the GPU. Instead, Time instantiates
exactly the same number of blocks and threads that the plain
Hotspot version. The amount of FIs due to failures in the sched-
uler remains the same with Time, as shown in Figure 3.

The increased reliability achieved using DWC is expected since
data are processed at least twice and the probability of an er-
ror occur twice and affect both runs is negligible. However, SDC
and FI still happens due to errors in shared resources and criti-
cal operations. In Spatial, data is also duplicated, further increas-
ing reliability. DWC comes with a non-negligible computational
overhead, ranging from 90% to 151%. Time has better perfor-
mance since there is no overhead in the scheduler, while in Spa-

tial and E-O Spatial more blocks need to be created and sched-
uled.

5. Conclusion

In this work we present three different hardening strategies us-
ing duplication with comparison for generic algorithms. These
strategies were experimentally evaluated and compared with the
ECC mechanism of NVIDIA. It was demonstrated that ECC was
efficient to reduce silent data corruption (SDC). However, in-
creasing the occurrence of functional interruptions that is a crit-
ical aspect of safety-critical applications and high performance.
The hardening strategies based on duplication with comparison
were more effective than ECC. However, they increase signif-
icantly the time needed for completing the task, since the op-
erations are performed at least two times. Therefore, to reduce
or eliminate the amount of errors duplication with comparison
strategies is quite appropriate.
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