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Abstract

Many tools use a trace-based approach for perfor-
mance analysis of parallel applications, usually supplying
a graphical interface that enables the analyst to exam-
ine individual portions of its code for performance issues.
However, few offer a scalable and automatic compari-
son between traces of different versions of the same pro-
gram, which is a desirable feature when trying to improve
the performance of an application. In this article we intro-
duce some basic concepts, as well as some of the available
tools, their limitations, and a few strategies to over-
come them.

1. Introduction

One way to analyse the performance of parallel applica-
tions is through execution traces. Each event that belongs to
a trace identifies meaningful states during the execution of
a program, such as function calls and changes in variables
values. Unlike an execution profile, traces are timestamped,
allowing the construction of an execution model chronolog-
ically faithful to the original run. That is, given that the in-
trusion caused by the tracer is sufficiently low and that there
are no programming errors in the code that might generate
non deterministic executions [3].

The execution model derived from the traces might be
insufficient for the performance analysis. The issue appears
when there are too much events to be analyzed. In such sce-
narios, an automatic analysis of the trace file or a tool that
creates a visual representation of the trace is required. Aky-
puera [6] is a tool for tracing MPI applications and con-
verting the trace files to the Pajé open trace file format.
PajéNG [7] provides a framework for the analysis of Pajé
trace files and is also a visualization tool for such files. Fig-
ure 1 presents the space/time view of PajeNG: states and
events are displayed chronologically in the horizontal axis
for each process (vertical axis). Textual information about

each state and event are displayed through mouse hover.
The analyst can zoom in and out (vertical and horizontal
bars) in order to obtain an overview or a detailed vision of
the trace. The combination of these tools, which are two of
the many available [4, 5, 1, 9, 2], supply an execution model
from which the analyst can extract significant performance
information from specific regions of the code.

Figure 1: A screen capture of the PajéNG visualization tool.

Still, when trying to improve the performance of an ap-
plication, it is commonplace to want more than a detailed in-
sight of the performance of individual sections of the code
– a comparison between different versions of the same pro-
gram is also desirable. One way to approach this is compar-



ing the trace files generated by the execution of each ver-
sion, followed by a graphical representation in which the
analyst can identify the changes and its effects, as well if
troublesome regions of the code improved or not. However,
identifying comparable parts of two different trace files and
the relation between them can be extremely difficult, es-
pecially with large-scale trace files. Nevertheless, there are
tools [4, 5] that perform such comparison, although with in-
sufficient automation [12]. The objective of this work is to
provide an automatic comparison not only between two, but
multiple traces at the same time.

The rest of this paper is organized as follows. Section 2
presents the related work. Section 3 lists the objectives of
this work. The paper ends with a conclusion and future
work, in Section 4.

2. Related work

P. Velho, L. M. Schnorr, A. Legrand and H.
Casanova [10] use markers to identify comparable re-
gions, which could be improved and automated. M. Weber
et al. [11] borrow classic algorithms used in bioinformat-
ics, namely Needleman-Wunch’s and Hirschberg’s, to do a
pair-wise alignment of two hierarchically sequenced traces,
coupling them with custom similarity metrics [12] and us-
ing a proprietary tool called Vampir [1] in order to display
the results. Although being a step forward in the automa-
tion of trace comparison, to the best of our knowledge it
does not support comparison between multiple traces or ex-
ecution flows. Another branch [8] focuses on profiling
and profile comparison, which, although more auto-
mated than present trace comparison algorithms, supplies
less information, given the less informative nature of pro-
files.

3. Goals

Our goal is to develop a free software tool capable of
comparing trace files in a scalable and automatic manner
and supplying a graphical representation of the differences.
We also intend to validate the approach using large scale
traces from parallel and distributed applications. The abil-
ity to automatically compare multiple traces and execution
flows is one of the main challenges for the state of the art.

4. Conclusion

In this paper we presented some of the current chal-
lenges of the field and a few proposed solutions. Our cur-
rent strategy is to study, implement, and experiment with
this novel proposals, possibly improving them and develop-
ing new approaches to allow scalable and automatic com-
parison of multiple traces. This work is in its initial, planing

stage, and is being presented in this workshop to foster dis-
cussion.

We found the Pajé trace file format and the tools men-
tioned in the introduction, PajéNG and Akypuera, to be
good candidates for research and development, considering
they are relatively well known in the community, familiar to
us, and free software.
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