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Abstract

Analysis tools for parallel applications have to achieve
a good performance, as it is very important for the fast in-
terpretation and optimization of such programs. PajeNG is
a tool designed for behavioral analysis of parallel and dis-
tributed programs, and has low performance for large trace
files. For example, traces with just 700MB spend to much
time to be processed, approximately 30 seconds. This paper
presents the PajeNG tool and the first efforts to optimize it.
We also present some results of the first strategy used for the
parallelization of PajeNG.

1. Introduction

The development of high-performance parallel programs
is a complex task. Two factors have great impact for this
complexity. The first is the high scalability of current super-
computers. The second is the lack of deterministic execu-
tion: the processing nodes are independent, so two execu-
tions with the same entry can demonstrate completely dif-
ferent behavior. Libraries like OpenMP [2] and MPI [5] are
used to help the development of such parallel applications.

Performance analysis are techniques that help the ana-
lyst to achieve a good performance of the program. They
intend to find regions of the program that have low utiliza-
tion of the resources. There are many ways to do this analy-
sis, for example, through execution profiles, monitoring and
behavior observation.

The behavior observation can indicate exactly how much
time a section of code requires to be executed and because
of that, this technique is very important. Most of the times it
is implemented based on large execution traces, generating
visualizations. Thus, implementations of this technique re-
quire a high performance. Some tools implement this tech-
nique, like PajeNG (Paje Next Generation) [7], Vampir [1]
and Scalasca [4].

PajeNG is a re-implementation of the Paje visualization
tool [3] and works based on execution traces in the paje

trace file format [6]. With these traces, the tool simulates the
execution of an application and shows his behavior through
visualizations or a simple export to the CSV file format. The
great point about PajeNG is his dynamism, it is able to sim-
ulate the behavior of several libraries. On the other hand,
it is great problem lies on it is performance. It was imple-
mented sequentially and sometimes can not process larges
trace files. This article focuses on the analysis that use be-
havior observation and also introduces improvements for
PajeNG.

This text is structured as follows. Section 2 presents
parallelization or distribution efforts on other performance
analysis tools. Section 3 details how PajeNG works inter-
nally, showing the basics of the first parallelization effort
described in Section 4, with the corresponding results.

2. Related work

Vampir [1] and Scalasca [4] are performance analysis
tools based on execution traces. Vampir was designed to
analyze applications developed with MPI and other paral-
lel frameworks. It provides several functions to create vi-
sualizations that represent the application behavior. It also
provides the possibility to create profiles. This tool has high
performance, it can split the trace files and simulate the be-
havior in a parallel or distributed-fashion. Scalasca is de-
signed to analyse applications that uses OpenMP, MPI, C,
C++ and Fortran. Like Vampir, it can generate profiles and
analyse execution traces. In Scalasca each process gener-
ate a trace file. With these collected files the tool can ana-
lyze the behavior of the application in parallel, thus gaining
performance, using the same resources that are used to exe-
cute the applications.

3. PajeNG workflow

The workflow of PajeNG can be basically divided in
three steps. It is represented by the Figure 1. In the first step,
the PajeFileReader class is responsible for reading the trace
file, split it into lines and send these lines to the second com-



ponent. In the second step, the PajeEventDecoder class re-
ceives the lines transforming them into objects, based on the
definitions contained in the trace file. After that, it sends the
objects to the third step. Lastly, the PajeSimulator class re-
ceives the objects and sends them to their respective con-
tainers.

Figure 1. PajeNG workflow.

4. First strategy to parallelize PajeNG

PajeNG1 tool has low performance when large trace files
are used as input. Because of that, it needs to be optimized
with parallelization or distribution strategies. The Figure 2
shows the modified workflow, representing the first strategy
used to make PajeNG parallel. The modifications has focus
on the communication between the PajeSimulator class and
the containers, separating the reading of the file from the
simulation. In the normal workflow, the simulator needs to
wait for each object processed by the containers to deal with
the next event. In this strategy it was implemented a queue
of objects and a single thread to process it. Thus, the sim-
ulator can queue the objects and continue working, while
a thread manages the containers processing. We have de-
signed this strategy to verify the performance of two parts:
the reading of the trace file and the parallelization of the
other components. This second part is still ongoing since it
involves the implementation of complex parallelization ef-
forts.

Figure 2. The layout of the first parallelization
strategy.

1 Strategy available on GitHub:
https://github.com/jhmkorndorfer/pajeng/tree/est2T-ThreadQueue

The Figure 3 shows the results obtained comparing our
parallelization strategy with the sequential version. The
tests represent thirty executions of three trace files, ondes3D
with 234MB, scorep-lu with 741MB and scorep-cg with
2006MB. It was made on a machine with four cores, run-
ning at 3.1GHz and with 20GB of memory. The X axis of
the figure 3 represents the size of the trace files and indi-
cates the type of the execution, sequential or parallel. The
Y axis of the same figure represents the execution time of
PajeNG in seconds. Although not very easily to seen, each
rectangle represents the standard deviation and the center
lines represent the average time. The experiment shows that
we obtain a very little variation in the executions.
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Figure 3. Performance results comparing par-
allel and sequential executions with three in-
put files.

The execution time of the implemented strategy re-
mained roughly the same as the sequential. For example,
for the file scorep-lu with 741MB, the average execu-
tion time and standard deviation were respectively, 30.33
and 0.31 seconds for the sequential and 30.25, 0.20 sec-
onds for the parallel. One hypothesis for these results
is the following. Since only one thread process the con-
tainers, even if the simulator finishes filling queue with
objects, the thread needs to keep consuming. Other hypoth-
esis is that the simulator is not fast enough to fill the queue,
thus continuing practically sequential.

5. Conclusion

PajeNG is a tool with a great advantage over the oth-
ers because it is dynamic and can simulate different pro-
grams that use different libraries. However his performance
is much worse. With that, this paper has presented the first
steps to improve PajeNG. The work is on a investigative



phase, so the first results were not good, but with that, new
ideas have been created. The future work will be develop
a new strategy to verify the hypotheses created in this. In-
tending to discover new approaches to optimize PajeNG.
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