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Abstract

Performance analysis tools are essential in helping pro-
grammers harness parallel computing systems resources ef-
ficiently. Considering the scale to which parallel systems
are in today, the performance analysis must scale together
in order to be able to be informative and relevant for par-
allel application programmers. One path to provide such
scaling to the necessary levels is through the automation of
analysis. This article aims to survey automatic performance
analysis tools for parallel applications, discuss their short-
comings, and propose some ideas to solve those issues.

1. Introduction

Parallel computing systems are going through a pro-
cess where the processor count of such systems is increas-
ing rapidly. The main force behind this trend are develop-
ments in the semiconductor and electronics industries that
deliver more computing capacity within the same physical
space [11]. Another trend influencing the evolution of par-
allel computing systems regards the increasing heterogene-
ity within machines. Graphics processing units (GPU’s)
evolved into powerful and flexible processors and are now
being used to perform computations traditionally handled
by the central processing unit (CPU) [8].

All this increased computing capability provided by the
world’s most powerful machines and the sole focus in
increasing the speed of these machines have the conse-
quence of producing supercomputers that consume enor-
mous amounts of electrical power. This increased energy
consumption is a critical problem considering the fact that
the cost of powering computing systems can surpass the
cost of the machines themselves in the near future [2].

Thus, given the aforementioned trends in parallel com-
puting systems - growing processor count, increased pro-
cessor diversity within a system, and rising energy con-
sumption - the task of the programmer to use such a sys-

tem efficiently is a difficult one. Scaling an application so
that it takes advantage of multiple and eventually heteroge-
neous processors is challenging. Also, not only it is impor-
tant to maintain performance as the systems grows and be-
comes diversified. The developer must use the system effi-
ciently so that no resources - and, thus, energy - are wasted.

In such a scenario, performance analysis tools are essen-
tial in helping programmers harness parallel computing sys-
tems resources efficiently. There are multiple techniques to
analyze an application’s behavioral data, such as interactive
visualization and automatic analysis.

Automatic analysis of performance consists in detecting
behavioral patterns and performance issues in a completely
automated fashion, with no input from a human analyst.
Therefore, the amount of information that can be parsed and
analyzed is not limited by the capacity of a human being to
comprehend the collected behavioral data.

Large-scale parallel applications with long running times
can easily generate huge amounts of information. Analyz-
ing it in order to understand the behavior of an application
may overwhelm the developer or performance analyst. Con-
sidering the scale to which parallel systems are headed -
and, also, the scale that these systems already are in today
- the performance analysis must scale together in order to
be able to be informative and relevant for parallel applica-
tion programmers. One path to provide such scaling to the
necessary levels is through the automation of analysis.

An open issue regarding automatic analysis is the static
nature of the process as implemented by most performance
analysis tools. Automatic analysis is usually static in terms
of the performance problems that are dealt with. There-
fore, automatic performance analysis tools search only for
previously known bottlenecks in parallel applications. Fur-
thermore, automated tools usually have static expectations
regarding the environments where the applications under
analysis run: hardware is assumed to be homogeneous.
Thus, normal behavior of parallel applications running on
heterogeneous systems could be erroneously flagged as
problematic by automatic performance analysis tools.



This article aims to survey automatic performance anal-
ysis tools for parallel applications, discuss their shortcom-
ings, and propose some ideas to solve those issues. The rest
of the text is structured as follows. Section 2 presents tools
that automate the performance analysis of parallel applica-
tions. After, Section 3 follows with a discussion of these
tools deficiencies. Section 4 debates approaches to tackle
these issues. Finally, section 5 contains the final considera-
tions and presents the next steps of this research.

2. Automatic Performance Analysis Tools

This section presents automatic performance analysis
tools for parallel applications. Three tools are discussed:
Paradyn (2.1), Periscope (2.2), and Scalasca (2.3). These
tools were chosen for three distinct reasons: all three of
them automate some aspect of the process of analysis of
performance; their focus their analysis in the performance
of parallel applications; and were made public trough peer-
reviewed articles in academic conferences and journals.

2.1. Paradyn

Paradyn [9] is an automatic, online, performance analy-
sis tool for parallel and distributed applications. It was de-
signed to provide detailed performance information with-
out incurring the memory space and processing time associ-
ated with tracing. This is achieved through an instrumenta-
tion mechanism that automatically and dynamically selects
which regions of the application to profile. The tool auto-
mates both instrumentation and analysis of behavioral data
(i.e. search for performance bottlenecks).

The tool’s architecture is presented in Figure 1. Para-
dyn is composed by a main process, one or more daemons,
and zero or more external visualization processes. The cen-
tral part of the system, Paradyn’s main process, is a multi-
threaded process composed by the Performance Consultant,
a Visualization Manager, and a User Interface Manager. The
most important of those threads is the Performance Consul-
tant: it is responsible for performing Paradyn’s automated
online search for performance problems.

The W3 Search Model is Paradyn’s automatic perfor-
mance analysis strategy. It is responsible for automatically
finding performance bottlenecks in parallel applications.
This search strategy is based on trying to answer three dis-
tinct questions: why is the application performing poorly,
where is the bottleneck, and when does the problem occur.
The search model is designed for an execution-time search.

Potential bottlenecks are represented within Paradyn by
two constructs: hypotheses and tests. Hypotheses represent
the bottlenecks and are statically defined. Tests correspond
to boolean functions that determine if the application un-
der analysis exhibits a specific performance behavior that is

Figure 1. Paradyn’s Architecture [9]

related to a hypothesis. The search for bottlenecks in a par-
allel application is an iterative process. First, a hypothesis
is selected and a corresponding test is performed to see if
the hypothesis holds. If it does hold, the hypothesis is re-
fined and further tests are conducted.

The W3 Search Model can be seen as an automatic
depth-first search over data structures that represent re-
sources and pre-defined performance issues. The key aspect
of the W3 Search Model is its ability to automatically search
for performance bottlenecks. This is accomplished by mak-
ing refinements across the where, when, and why axes with-
out requiring the user to be involved.

2.2. Periscope

Periscope [6] is an automatic, online, performance anal-
ysis tool for parallel applications. It consists of a set of
distributed autonomous agents that search for performance
bottlenecks in the application’s processes and threads. The
types of bottlenecks searched are formally defined in the
APART Specification Language (ASL) [5].

Periscope is capable of analyzing the performance is-
sues of parallel MPI-based applications as well as evalu-
ating single-node performance. The analysis is solely based
on summary information: instead of keeping a record of ev-
ery single performance-critical event, the collected informa-
tion is aggregated as soon as possible.

Figure 2 depicts an overview of the tool’s architecture.
Periscope is composed by a user interface, a hierarchy of
analysis agents and a monitoring system. The user interface
allows the user to start up the analysis process and to in-
spect the results. The agent hierarchy performs the actual



Figure 2. Periscope’s Architecture [7]

analysis. The analysis agents autonomously search for per-
formance problems which have been specified with ASL.
Detected performance bottlenecks are reported back to the
front-end through communication agents.

The application processes are linked with a monitor-
ing system that provides the Monitoring Request Interface
(MRI). MRI allows the agent to configure the measurements
and to retrieve the performance data. Typically, an analysis
agent is started on each SMP node of the target machine and
is responsible for the processes and threads on that node.

The search for performance bottlenecks is performed ac-
cording to a search strategy selected when the front-end is
started. Periscope provides two search strategies for detect-
ing inefficiencies (i.e. stalled cycles) in single-node perfor-
mance and an MPI search strategy (i.e. load imbalances).

The strategy defines an initial set of hypotheses, as well
as the refinements from the found properties to a new set
of hypotheses. The agents start from the set of hypotheses
and gather the necessary data to test the hypotheses through
MRI. After evaluating which hypotheses hold, the found hy-
potheses might be refined and, in that case, another execu-
tion evaluation cycle is performed.

At the end of the local search, each agent forwards back
to the front-end, through the agent hierarchy, the detected
performance properties. With the goal of scaling the tool’s
analysis capabilities, the communication agents aggregate
similar properties found in their child agents and forward
only the combined properties.

2.3. Scalasca

Scalasca is a performance analysis tool-set designed to
be used on large-scale systems with many thousands of
cores [4]. Scalasca performs an automatic, post-mortem,

performance analysis procedure based in event tracing us-
ing a parallel trace analysis scheme. Besides providing
trace-based analysis, Scalasca also implements the gener-
ation of a summary report with aggregate performance met-
rics. The tool supports measurement and analysis of MPI,
OpenMP and applications written in C, C++, or Fortran.

When tracing is enabled, Scalasca’s performance anal-
ysis occurs post-mortem (i.e. after the application finished
its execution). The analysis consists of a parallel search for
some previously defined performance problems. Therefore,
to accomplish the search in a scalable way, instead of se-
quentially analyzing a single global trace file, Scalasca an-
alyzes separate process-local trace files in parallel by re-
playing the original communication on as many cores as
have been used to execute the target application itself. The
local traces are traversed from beginning to end while ex-
changing information exploiting MPI messaging semantics
at synchronization points of the target application.

This parallel search process is used for the identification
of wait-states in message-passing applications. Wait states
are intervals during which another process is prevented
from progressing while waiting to synchronize with a de-
layed process [3]. Scalasca identifies wait states in large-
scale MPI programs by measuring the temporal displace-
ment between matching communication and synchroniza-
tion operations that have been previously recorded in traces.

3. Issues

The most apparent problem is related to the overall static
essence of automatic analysis. This manifests itself in both
the problems that automatic analysis tools diagnose, and in
the assumption that these tools make regarding the parallel
machines where the applications are executed.

3.1. Bottleneck Search

Currently available automatic performance analysis tools
search only for pre-defined bottlenecks in parallel applica-
tions. Any previously unknown issue that may harm the
performance of the application will not be caught. The
tools presented in section 2 search for patterns statically de-
fined prior to analysis: Paradyn refers to such patterns as
hypotheses and they are defined within the Performance
Consultant; Periscope’s search for performance problems
is based in bottlenecks defined by a human analyst with
ASL; Scalasca’s analysis searches in parallel for statically-
defined performance properties [10]. Considering these sur-
veyed tools, Periscope has the advantage of allowing the
user of the tool to extend the bottlenecks that are automati-
cally searched for. However, once again, none of these tools
is capable of discovering an issue that has not been defined
prior to the analysis.



3.2. Environment Expectations

Automatic analysis of parallel applications assumes the
environment where the applications under analysis run to
be homogeneous. Behavior of parallel applications running
on heterogeneous systems could be wrongly determined to
be problematic. Scalasca’s wait states identification, for in-
stance, might erroneously pinpoint a normal imbalance be-
tween different machines. Such assumptions on homogene-
ity are not guaranteed, especially considering the aforemen-
tioned trend in parallel systems where increasingly hetero-
geneous machines are being put in production. Therefore,
it is important to convey flexible automatic analysis algo-
rithms that learn what the system’s characteristics and adapt
the analysis to them.

4. Solutions

An approach to tackle these issues would be the use of
machine learning algorithms. Machine learning, a subfield
of Artificial Intelligence, consists in a set of techniques that
enable the machine to extract from data the algorithm for the
task being computed [1]. Therefore, machine learning algo-
rithms have no pre-defined assumptions on how to solve the
particular task at hand.

Those techniques can be broadly categorized in two dis-
tinct classes: supervised learning algorithms and unsuper-
vised learning algorithms. These categories are different in
the way they extract data in order to learn how to compute
the task. Supervised learning algorithms learn the mapping
from an input to an output whose correct values are pro-
vided by a supervisor. In unsupervised learning, there is no
such supervisor; there is only input data. The aim is to find
patterns in the input.

Unsupervised learning techniques carry the promise of
being exactly the approach to deal with the issues in au-
tomatic analysis: it makes no assumptions on how to ana-
lyze the data and what to look for. Clustering is an unsu-
pervised learning technique where the goal is to find group-
ings in the input. Thus, in the context of performance anal-
ysis of parallel applications, it can be used to identify dis-
tinct phases in an application’s computation; or it can be de-
ployed as a means to look for irregularities and inefficien-
cies in scheduling. Other unsupervised learning techniques
that can be explored to perform automatic analysis of par-
allel applications are self-organizing maps, adaptive reso-
nance theory, and hidden markov models.

5. Conclusions

Hardware is scaling to unprecedented levels, while
becoming more heterogeneous, and more power hun-
gry. Therefore, the programmer needs tools that can help

in dealing with this increasingly complex scenario. Au-
tomatic analysis is a technique that has the potential to
make sense of huge amounts of performance data gen-
erated by long duration parallel applications. However,
current automatic analysis tools are limited: they have
static expectations and assumptions about the applica-
tions and hardware under analysis.

Machine learning techniques, especially those classified
as unsupervised learning, are a potential and promising so-
lution to automatic performance analysis limitations. The
future of our research will consist in implementing and
evaluating multiple machine learning algorithms over event
traces generated by parallel applications.
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