2016 |IEEE Symposium on Computers and Communication (ISCC)

MARS: An SDN-Based Malware Analysis Solution

Jodo Marcelo Ceron*, Cintia Borges Margi*, Lisandro Zambenedetti Granvillef
*University of Sdo Paulo
Av. Professor Luciano Gualberto, travessa 3, 158 — Sdo Paulo, SP —Brazil
{ceron, cintia}@usp.br
Federal University of Rio Grande do Sul —
Av. Bento Gongalves, 9500 — Porto Alegre, RS — Brazil
granville@inf.ufrgs.br

Abstract—Mechanisms to detect and analyze malicious soft-
ware are essential to improve security systems. Current secu-
rity mechanisms have limited success in detecting sophisticated
malicious software. More than to evade analysis system, many
malwares require specific conditions to activate their actions in
the target system. The flexibility of Software-Defined Networking
(SDN) provides an opportunity to develop a malware analysis
architecture integrating different systems and networks profile
configuration. In this paper we design an architecture specialized
in malware analysis using SDN to dynamically reconfigure the
network environment based on malware actions. As result, we
demonstrate that our solution can trigger more malware’s events
than traditional solutions that do not consider sandbox surround
environment as an important component in malware analysis.

I. INTRODUCTION

Malwares pose a major threat to computer systems [1]. Mal-
wares are continuously evolving, increasing their complexity
and sophistication [2]. New malwares arise extremely often,
forcing the constant update of defensive mechanisms. To cope
with this situation, the research community has proposed and
deployed tools to identify malicious software and improve cur-
rent security mechanisms. One of the most employed approach
is dynamic analysis [3]. That approach consist in executing the
suspicious software in a sandbox (instrumented system) in a
controlled environment and, based on the actions performed
in system, identify software’s malicious behavior [3].

Modern malwares, however, do not promptly reveal their
malicious behavior. Such malwares are able to detect the envi-
ronment where they are running. Malwares can, for example,
fingerprint the infected host by inspecting registry keys and
running processes, and detect whether that host is actually
a malware detector [4]. Advanced malwares do not restrict
their observation to the infected host; in fact, they also con-
sider the whole execution environment that surrounds them.
Some malwares, for example, require network connectivity
and specific services available in the execution environment
before initiating malicious activities. Unless these conditions
exist, those malwares expose inoffensive behavior that prevents
them from being detected. This is typical of fargeted malwares,
which are malwares carefully designed to compromise specific
targets such as companies, governments, and manufacturers.
For example, Stuxnet [1] is a remarkable malware that re-
mained dormant until it found a specific hardware component
present in the local network.
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Given the current context, modern malwares demand flexi-
ble malware-analysis solutions. Flexible solutions can provide
different analysis environments that can trigger the disguise
malware’s malicious behavior. Instead of focusing in the
sandbox like several studies [4, 3, 5-7] do, we focus in the
environment that surrounds the sandbox. In MARS — MAI-
waRe Analysis Architecture based on SDN — we specifically
tackle the problem of dynamic analyzing advanced malwares
that are network environment sensitive.

The hypothesis of our work is that executing the same
malware in different networking scenarios could reveal distinct
behavioral profiles. Thus, through our solution, we are able
to analyze malwares that would otherwise remain dormant in
other analysis tools. We implement a prototype as a proof of
concept; a software component that can inspect the network
traffic and based on a set of rules can modify the network
environment and identify new behaviors. To materialize dif-
ferent networking scenarios in a flexible way, we employed
Software-Defined Networking (SDN) technologies [8]. More
precisely, by using the OpenFlow protocol [9], we managed
the malware analysis architecture in a centralized fashion, pro-
viding dynamic network resource allocation and containment
polices. The main contributions of this work comprises:

o An architecture for malware analysis that dynamically
reconfigure the network environment based on malware
interaction. The network reconfiguration can dynamically
redirect or forward traffic to local server with associated
services, e.g., DHCP servers, SMTP servers, shared file
systems, SCADA systems.

o The network layer customization can be automated. Using
network profiles it is possible to execute the malware
sample in multiple network profiles environments (e.g.,
IPv6 only, industrial network, academic network).

o The assurance of containment rules using fine-grain con-
trol policies. Our solution provides a complete control
over inbound and outbound per-flow communication.

The remainder of this paper is organized as follows. In
Section II, we review related work. In Section III, we present
our malware analysis system architecture. In Section IV, we
describe how the system was evaluated and, in Section V we
present the results. Section VI concludes this paper presenting
final remarks and future directions.
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II. RELATED WORK

Malware analysis has been extensively studied in the litera-
ture. Two main approaches are used to observe the behavior
of suspicious software: static analysis and dynamic analysis.
In static analysis, the suspicious software (or just binary) is
examined with the goal of extracting information from it, but
without actually executing the binary file. In dynamic analysis,
instead, the binary file is executed in a controlled environment
and its behavior is monitored [4]. Each approach has pros and
cons, being feasible to apply to any kind of malware. Because
of issues related to scalability and reliability of analysis, the
dynamic analysis approach is often considered more effective
and prominent in the context of automated malware analysis
[5].

A typical dynamic malware analysis solution is composed of
a sandbox (in which a suspicious binary file runs) and network
middleboxes that provide security and network isolation. The
research community has presented a number of studies on
sandboxes, taking into account monitoring mechanisms and
analysis transparency [10-12]. Usually, a sandbox is based
on a modified virtual machine (VM) or machine emulator
prepared to monitor system calls and network access. Some
of these sandboxes use in-guest techniques to monitor system
calls, as it is the case of Cuckoo [12] and CWSandbox [10].
Anubis Sandbox [13], in turn, is based on machine emulation
using Qemu [14] to map system calls. In another front,
Kirat [3] and Dinaburg [7], proposed a solution to monitor
malwares’ behavior using hardware virtualization technolo-
gies.

In fact, monitoring malware behavior using sandboxes is a
convenient way to study the malicious actions against a target
system. As a consequence, many malware coders ended up
creating new techniques to evade potential malware monitoring
systems. Before carrying out with malicious actions, many
malwares perform reconnaissance by fingerprinting the guest
system, in order to both improve the efficient of an attack and
avoid detection. Malwares such as Agobot [15] can change
the execution behavior when they detect an analysis systems.
Other malwares simply terminate their execution when they
detect a virtualized machine [16,17,6]. In addition, a subset of
malwares checks for users activities and system configuration
to try to detect monitoring systems [4].

Great attention has been given to specific approaches used
to detect sandboxes and evade monitoring systems [3, 7, 6,
4]. Fingerprinting a sandbox is not the only approach used
by malwares to avoid disclosing their behavior. Advanced
malicious software explores characteristics of the whole ex-
ecution environment that surrounds a sandbox, including the
network profiles. These network profiles encompass Internet
connectivity, local network connectivity, vulnerable services,
and specific vendor devices. To fight against these malwares
that outline network characteristics to tune their behavior, it
is necessary to provide tools that allow an investigator to
create different network profiles in order to identify malwares
behavior deviation. Unfortunately, as previously discussed,

the majority of researches targets sandbox transparency and
information granularity. One exception is presented by Chen
[16], where the author observes network activity to identify a
remote virtualized system and builds a taxonomy for malware
evasion. Kreibich et al. [18], on the other hand, describe large
scale malware analysis environment focusing in containment
policies using customized route protocol. Our solution, in
contrast, focus on dynamically reconfiguring the environment,
providing network resources based on this network traffic.
To achieve the dynamic scaling of resource and per-flow
containment policies, we propose the use of Software-Defined
Networking (SDN) technologies. The use of SDN to identify
malicious software is not new. Jin and Wang [19], for example,
describe a solution to detect mobile malwares using an SDN
controller. Such a controller stores pre-defined malwares sig-
natures, and acts like an Intrusion Detection System (IDS) to
detect suspicious network flows. In contrast, we implemented
a solution where SDN is used to reconfigure the network envi-
ronment where sandboxes are located, including containment
policies.
ITI. ARCHITECTURE OVERVIEW

In this section, we describe MARS, our architecture for
dynamic malware analysis. Our goal is to provide a flexible
network layer to compose distinct and dynamic analysis en-
vironments that surrounds the sandbox. To achieve that, we
have defined a modular event-driven architecture. Each event
is associated with actions that directly interact with malware
analysis by configuring the network and/or controlling the ex-
ecution flow. An architecture overview is depicted in Figure 1
and the main elements are:

e Sandbox - It is responsible for executing the malware
and tracking down its associated behavior. By design,
and to simplify our observations, the sandbox executes
a single malware sample per analysis. We do not specify
any sandbox technologies; it can be a virtual machine or
a plain physical system. As a requirement, the sandbox
must provide an interface to remotely control the malware
analysis execution.

e SDN controller - It is responsible for controlling the mal-
ware analysis and to manage the network elements. By
having a centralized view, the controller can coordinate
the malware analysis execution using software modules
implemented on top of the controller.

e Resource pool - It is composed of network services
and devices used to set an analysis scenario where the
malware is executed. These elements may be inserted on
the analysis environment to stimulate new behaviors or
to collect detailed information about a specific service
(traffic redirection).

In the next sub-sections we present in details the modules

implemented on top of the SDN controller.

A. Inspection

This module is responsible for analyzing the network traffic
looking for pre-defined patterns. These patterns could be a par-
ticular byte sequence or malware’s family characteristics (i.e.
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Fig. 1.

Malware analysis’s flow: The sandbox @ executes the malwares and performs connections to the Internet and/or to local network elements. All

network traffic is inspected @ generating events to the SDN modules implemented on the SDN Controller. The controller, based on these events, modifies
the network topology by forwarding or redirecting network flows to internal device ®. Every connection can be managed (packet-rate, throughput, dropped)
by the controller to enforce pre-defined containment policies. If required, the controller can interact with the sandbox and restart the analysis in order to
investigate new network behavior @. If new traffic behavior occurred by changes in the environment, the analysis can be repeated until it achieves the stop

condition (i.e., number of rounds, specific behavior found, network threshold).

regular expressions, ports, IP address). The SDN controller
is able to observe all communications — internal and external
— and to examine full stack packets details. Once traffic that
matches a pre-defined patterns is found, an event is issued and
the appropriate module is responsible for handling that event
is triggered. Events can be generated in response to network
patterns that may take into account: number of packets,
number of TCP/UDP sessions, packet payload, throughput,
source/destination address, and TCP/UDP port.

In our proposed solution, we associate each event to an
action that is translated into OpenFlow rules and incorporated
into the SDN controller. The generated events are handled
by one of the following three modules of the architecture,
based on their functionality: Containment module for network
policies, Configuration Manager module for topology configu-
ration, Analysis Control module for sandbox interaction. For
example, when a specific destination IP address is identified,
one event can be triggered and the Containment module can
block that connection in the whole environment.

B. Containment

The Containment module is responsible for applying con-
tainment rules related to network activity. The analyzed mal-
ware sample can communicate with other systems across
the Internet as well as within local environment elements.
Thus, it is appropriated to implements mechanisms to protect
system elements in order to prevent the running malware from
harming other systems too. Therefore, this module implements
this protection in the core of the network. Using a centralized
view, it is possible to provide a set of containment rules
considering:

o Throughput - To determine characteristics of the affected
systems, some malwares carry out tests. A common test
is to download large files from the Internet and evaluate
the connection parameters, such as the elapsed time.
Systems connected to high-speed networks are more valu-
able for the attackers being used in malicious activities,

such as spam propagation. Therefore, limiting the system
throughput is a beneficial protection.

o Packets rate - Similarly to throughput, it is possible to
configure the packet rate associated to each element in the
architecture. This is useful in Denial of Service attacks
(DoS): a class of malwares performs DoS using a high
rate of small packet size.

o Connection limit - Other malwares perform connections
at a higher rate than benign systems, especially in brute
force and scanning attacks. In consequence, limiting the
number of connections can be effective to avoid this kind
of attacks.

e Blacklist - Sometimes, it is interesting to avoid access to
few destinations from the analysis environment. In this
way, malwares cannot attack the pre-defined destinations.

The containment rules are applied on the SDN controller
affecting the architecture. Consequently, it is possible to define
access policies to the whole analysis environment and for
individual elements. For instance, individual elements like a
Web Server can be limited to access a specific domain.

C. Configuration Manager

This module is responsible for handling events related to the
network environment configuration. The essential actions con-
sist in building a network topology and dynamically modifying
it based on traffic characteristics. This configuration is highly
customized enabling to insert new services into the analysis
environment, implementing a different addressing policy, or
reconfiguring the current network topology.

The analysis environment that surrounds the sandbox is
instantiated before the analysis starts. For convenience, our
solution provides different environment profiles, including:
‘simple network with few Web Servers’; ‘IPv6 only’, ‘indus-
trial network’, ‘academic network’, ‘governmental institution’.
Nevertheless, a custom environment profile could be instanti-
ated by the user to create specific analysis scenarios. During
the analysis the initial environment can be changed to incor-
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porate new services or add more elements. An environment
template example is presented bellow:

# initial analysis environment

web-server = {ip=10.0.0.1,ip=10.0.0.2,1ip=10.0.0.3}

smtp-sever = {ip=10.0.0.4,status=waiting}
sandbox = {ip=10.0.0.10}

The above configuration sets 3 Web servers and one sand-
box. The SMTP server is available but actually it is not part
of the analysis environment in the initial stage. However, the
SMTP server is in ‘waiting mode’ and could be incorporated
into the environment depending on the malware’s actions.

D. Analysis Control

In our architecture, the malware analysis process might
be composed of multiple cycles which means executing a
malware sample multiple times. Thus, this module is respon-
sible for controlling theses cycles by handling events where
the interaction with the sandbox is required. Such events
are generated in the presence of network events and trigger
actions that can: conclude the analysis, restart the malware
execution, or revert the sandbox to a clean state for next
reinfection. For example, when the analysis environment is
changed — new services are added —, the controller can interact
with the sandbox and restart the analysis to investigate new
network behavior with the new element present. If new traffic
behavior is presented because of changes in the environment,
it is possible to repeat the process until achieving the stop
condition (number of rounds, specific behavior found, network
threshold).

IV. SYSTEM EVALUATION

To validate our architecture, we have implemented a pro-
totype of our solution. We identify distinct malware network
behaviors by changing the network environment that surrounds
the sandbox. To achieve that, we have specified three net-
work environment profiles. Although, our architecture enables
dynamic topology configuration we choose to implement a
fixed topology and diversify the access policy to carry out our
evaluation. The three network profiles environment configured
are:

e Open: no restrictions, i.e., all protocols in any direction
(inbound or outbound) are allowed;

e partial: no restrictions on the local network, but the ac-
cess is limited to elements out of the analysis environment
(Internet). The allowed ports are: 80/TCP, 6667/TCP,
53/TCP, 53/UDP, 67/UDP, 68/UDP;

o close: only local network access is permitted, no Internet
connectivity.

The malwares samples were executed in the three network
profiles and all network access attempts were examined. The
50 malwares are classified as APT (Advanced Persistent
Threat), publicly available at the VirusShare repository !. Eve-
ry malware was instantiated in a Windows XP for 3 minutes
and exposed to the three environment profiles, producing 150

Thttp://www.virusshare.com/

analysis reports. Our analysis scenario is shown in Figure 2
and describe bellow:

e POX Controller - The controller used in our prototype is
POX [20]. All implemented SDN modules was developed
using the POX API and the OpenFlow 1.0 protocol.

e OpenVSwitch - An OpenFlow specialized [21] switch that
interconnects all elements in the analysis environment.

o Web Server - The Web Servers are elements in the
environment where the malware can access end exploit
possible vulnerable Web application (Wordpress, for ex-
ample).

o Sandbox - We used the Cuckoo Sandbox [12] with minor
customization. The sandbox instantiates the malware in a
Windows XP virtual machine.

o Malware repository - It is responsible for submitting each
malware sample to the architecture.
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Fig. 2. System implementation overview.

In our evaluation methodology we focus the analysis on the
network connections. We classified the network connections
as internal events and external events. One event is defined
as an unidirectional flow composed of timestamp, protocol,
source IP, source port, destination IP, destination port, and the
action applied by the controller (drop or accept). The following
listing shows an example:

#time,proto, src—-ip, src-port,dst-ip,dst-port,action
1444772807,udp,10.1.1.1,55858,20.X.34.1,53, accept
1444772811,tcp,10.1.1.1,1505,54.%X.X.220,80, accept
1444772824 ,udp, 20. .1,53,10.1.1.1,55858, accept
1444772832,tcp,10. .1,1506,20.X.X.6,80,accept
1444772843,tcp, 10. .1,1507,20.X.X.6,80,accept

1444772850,tcp,17. .12,80,10.1.1.1,1504, accept
1444772855, tcp, 54. .22,80,10.1.1.1,1505,accept

XX R e X
XX P e X

Flows destined to external IPs are external events and
flows destined to internal network are internal events. We are
interested to map network behaviors available in the different
network profiles, consequentially all repeated event in the
same report were discarded to avoid inconsistency results.
When the sandbox downloads files, for example, many flows
associated to this specific behavior were observed. Thus,
avoiding redundancy events is a feasible way to map distinct
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malicious behavior. In the next section we describe the findings
and a detailed discussions.

V. RESULTS

The set of analyzed malwares presented interesting behavior
and corroborates with our hypothesis. Our first analysis con-
sists in examining the total number of events — internal and
external — in every network profiles. Results are summarized
in the Table I, where we present the arithmetic mean and
standard deviation of events. Notably, more network events are
observed in ‘open’ and ‘partial’ profiles. The ‘close’ profile, in
particular, shows a reduced in the number of events. The first
two profiles are permitted to access the Internet with minor
restrictions. In opposite, in the profile ‘close’, only local access
is permitted. So, it is possible to infer that the behavior of the
analyzed malwares is high dependent on the Internet access.
The majority of malwares tries to access the Internet in order to
download other malicious software or to associate to a remote
administrative control. When this is not possible, malwares
stayed dormant and did not try to explore the local network.

Network profile Mean Std Var.

open 38,94 25,52

partial 30,04 21,67

close 18,90 78,69
TABLE I

NETWORK EVENTS BY PROFILE.

In Figure 3, Figure 4, Figure 5 we present the results from
the 50 analyzed malwares in three graphs. Each one represents
the network events in the respective network profiles: open
(Figure 3), partial (Figure 4), close (Figure 5). In the X axis of
each graph, we show the same 50 MDS5 hashes from analyzed
malwares. It is interesting to see the behavior deviation from
particular malwares in the tree profiles. For example, the
number of events presented by malware ‘002...b8e’ is the
same in partial and open profile, but in close profile the number
of events is significantly low. This malware in particular uses
port 80/TCP as the main vector of attack. So, the partial profile
— where 80/TCP is allowed — does not affect the behavioral
profile for this malware. However, the close profile where
80/TCP is not allowed, the number of events is low.

Malware analysis using network profile ‘open’
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Fig. 3. Network events mapped using the network profile ‘open’ where
restrictions are not imposed.

Malwares executed in the network profile ‘partial’ exposes
a minor pattern deviation from the ‘open’ profile (Figure 4).

Despite the traffic restriction, imposed by the network profile,
we continue to observe the high number of external events
(connections destined to the Internet). Results show that a set
of malwares can adapt themselves trying to connect in other
ports, ports that are not restricted by the system. One example
is the sample ‘001...4e6’, where it is possible to see more
events in the ‘partial’ profile than in the ‘open’ profile.
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Fig. 4. Network events mapped using the network profile ‘partial’. In this
environment there are no restrictions on the local network, but Internet access
is limited.

The behavior presented by the malware ‘159...fe8 is a
typical behavior of malwares that probe the environment
before execution. In this case, the network profiles were not
decisive to trigger network events. This class of malwares
may require specific systems (operational system, softwares,
network environment) to enable its malicious behaviors.

Malware analysis using network profile ‘close’
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Fig. 5. Network events mapped using the network profile ‘close’ where only
local network connections are permitted, no Internet connectivity.

In the ‘close’ scenario, we might expect that malwares with
no connections will try many ways to access the Internet.
However, as can be observed, the number of internal and
external events is very low in comparison to other profiles.
Again, this behavior supports the argument that without the
specific network and system profile, malwares stay dormant
without performing substantial network activity.

VI. CONCLUSIONS AND FUTURE WORK

In this paper we presented MARS, a novel architecture for
malware analyzing based on SDN technologies. The proposed
architecture integrates dynamic topology configuration and
per-flow containment polices. Using our solution, it is possible
to execute a malware in distinct network environments with
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their own containment rules in an automated-fashion. As
discussed, the network environment where the malware is
executed directly influences the malware behavior. So, using
an integrated and automated solution contributes to improve
the malware analysis process, dispensing traditional solutions
based on middleboxes.

To prove the concept, we have analyzed 50 malwares in
different network environments and we have identified beha-
vioral deviations based on network properties. In our analyses,
we implemented three different network profiles that lead us
to the following conclusions:

o The network profile indeed affect the malware analysis
and the quality of information collected in the sandbox.
When the malware achieves the proper networks connec-
tions, more activity can be traced in the host system by
the sandbox.

o In the analyzed set of malware, it is possible to identify
few samples that tries to access different ports when one
specific port is unreachable. The majority of malwares
does not do that, but they try to access different destina-
tion IP address using the same port.

o Using the proposed architecture, it is possible to map
behavior deviations in an automated way. Our analysis
has identified particular malware actions in different
network profiles.

We do have limitations on this architecture. As others
SDN-based solutions, MARS is also vulnerable to threats and
attacks targeting SDN models. If the controller is compromised
the system can not properly execute the malware analysis.
The elements that are used to compose the analysis scenario
(resource pool), likewise can potentially be compromised by
one malware executing in the environment. So, we should
implement in the future mechanisms to ensure system integrity.
On the other hand, the implemented prototype only materia-
lizes a set of functions proposed by our architecture. In that
way, we argue that our solution can be effective to what we
proposed, but given a set of characteristic that can influence
our results. For examples, there is a class of malwares that
try to connect in a dynamic IPs (P2P administration con-
troller, fast-flux domains, CDNs) generating distinct network
events in each analysis. So, this is not a limitation of our
architecture, but it may introduce deviations in our results.
To address this limitation, in the next step of research, we
will improve the evaluation methodology considering ‘system
malware behavior’ — signature [12] — besides the network
connections. In addition, we plan to implement new features
of the architecture using dynamic configuration to stimulate
new malwares behaviors improving the quality of reports. By
doing that, we expect to analyze more extensively the malware
ecosystem including mobiles malwares.
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