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Figure 1. (a) Picture of a dummy head, about the size of an adult’s head, showing projected laser stripes. (b) A photograph of the
dummy’s face used for texturing. (c) Polygonal mesh reconstructed from the laser lines visible in (a). Reconstructed texture-mapped
model seen from the same and from a novel viewpoint, (d) and (e).

Recently, various technologies have become available for
scanning real-world objects, enabling rapid and accurate
shape acquisition. In most cases, such solutions have high
cost, lack portability and require a considerable amount of
user intervention. We present a lightweight, point-andshoot 3D camera, intended for reconstruction of smooth
surfaces. Our approach extracts 3D shape from a single
image and is completely automatic. We demonstrate the
effectiveness of our approach by capturing the shapes of
several objects and human faces.

triangulation. The other picture is used as texture. This
situation is illustrated in Figure 1. Figure 1(a) is a
photograph of a dummy head exhibiting the laser lines.
Figure 1(b) shows the texture image. Figures 1(c) and 1(d)
show renditions of the reconstructed dummy’s face. The
acquisition of the pair of images takes less than one second
and can be performed with the user holding the camera.
The effectiveness of the proposed design has been
demonstrated by recovering the 3D shapes of several realworld objects, such as human faces, dummies, and pottery
items. The new results presented in this paper include:

1. Introduction

•
•

Abstract

Shape acquisition of real world objects and scenes has
become an essential component of modern computer
graphics systems and numerous technologies are available
to perform this task [9, 19, 27, 8, 16, 5, 20]. Most of the
existing devices, however, have high cost, complex usage,
or lack portability due to large sizes, weight or power
requirements. We describe the design and implementation
of a truly portable 3D color camera suitable for shape
acquisition of smooth surfaces. The 3D camera consists of a
consumer grade digital camera, an eye-safe (Class IIa) laser
pattern generator and some image-processing software. It
acquires a pair of pictures with a single press of the
camera’s trigger. One of the pictures contains a set of
projected laser lines (created by the pattern generator) and
is used to reconstruct the object’s imaged geometry using

•

The design of a reversible digital/3D camera;
A new algorithm for handling the inherent ambiguity
associated
with
single-image
multiple-lines
triangulation approaches (Section 4.2);
An algorithm for filling surface holes caused by gaps in
the laser lines (Section 4.3.1).

2. Related work
Shape reconstruction from intensity images has proven to
be a hard problem. Many computer vision methods,
collectively known as shape from X, try to estimate shape
using stereo, motion, focus/defocus, zoom, and other 3D
cues available in 2D images, such as shading, texture, and
contours [22, 21]. Better shape extraction results are usually
obtained with the use of active optical techniques [3], in
which case some kind of energy is projected onto the
surface of the object being digitized [8]. Active
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triangulation is probably the most commonly used of these
techniques. Its basic principle consists of projecting some
light pattern onto the scene, whose image is captured by a
camera. By knowing the camera-projector geometry, scene
depth can be calculated (Figure 2).
Most triangulation-based systems project a moving
stripe onto the scanned object’s surface. Jalkio et al. [14],
and Mundy and Porter [28] have described the use of
multiple simultaneous stripes for shape acquisition. While
this approach can potentially accelerate the reconstruction
process, it is prone to ambiguities. Such ambiguities can be
eliminated with the capture of a sequence of images
containing coded binary patterns [3], or with a single color
image containing color-coded stripes [7]. The use of colorcoded stripes, however, is usually sensitive to ambient light
[19], which reduces its use in non-controlled environments.
By contrast, laser light can be easily filtered from the
ambient light [19].
Petrov et al. [19] have built a 3D laser scanner
(Galatea) that uses multiple projected lines (usually four) to
reduce digitization time. This scanner can produce highquality reconstructions, but it is not exactly portable.
Moreover, it requires multiple images for digitizing a
subject (e.g., approximately 50 are required for digitizing a
human face using four stripes at a time).
In recent years, a few companies have built devices for
3D shape extraction. Eyetronics’s ShapeCam [10] projects
a fine grid pattern onto the subject, which is recorded with a
digital camera. This device is intended for well-trained
users and consists of a SLR-size camera and a small pattern
projector, mounted on a relatively large frame (about 2ft x
1ft). A similar concept is used by 3D Metrics [1], which
uses a color-coded pattern, instead of a monochromatic
grid. Their product, named 3DFlash!cam, incorporates one
camera for the pattern acquisition, one camera for texture,
and the pattern projector in a single enclosure, having a
volume of about one cubic foot. 3Q [29] reconstructs 3D
shapes using active stereo. Six cameras and two projectors
are used. The cost, size and weight of the system as well as
its calibration requirements, make this solution unsuited for
a general user. Another stereo-based camera is the Virtuoso
Shape Camera [24], which consists of six high-resolution
black-and-white digital cameras and a built-in grid
projector. The Minolta 3D 1500 [17] is a portable 3D color
camera (currently discontinued from production),
measuring 240x77x76mm. It is based on MetaCreation’s
MetaFlashTM, requiring the acquisition of a series of images
for shape recovery [17] and, therefore, not intended as a
point-and-shoot camera.

3. The Point-and-shoot pipeline
Figure 3 shows our point-and-shoot 3D photography
pipeline. Given a picture showing the laser lines, model
reconstruction is carried out in three steps: first, the laser

lines are extracted (Section 4.1) and each such line is
assigned an elevation angle (Section 4.2). This information
is then used to compute depth for each of their pixels
(section 4.3). Next, the 3D coordinates of recovered points
are processed to remove outliers, minimize the effects of
possibly incorrectly assigned angles, and fill in holes in the
model (Section 4.3). After 3D geometry has been
recovered, the second picture is used only for texture
mapping in the last stage of the pipeline (Figure 3).
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Figure 2. Camera-raster geometry. Depth is recovered by active
triangulation

3.1 The 3D Camera
The design of a point-and-shoot camera imposes a series of
constraints in terms of capture time, size and weight, as well
as ease of operation. In order to address all these issues
simultaneously, we restrict the class of shapes that our 3D
camera can handle to smooth surfaces. Note that such a
class includes, for instance, human faces, finding
applications in several areas such as games, planning and
simulation of cosmetic surgery, and people identification.
The 3D camera is comprised of three main hardware
components: a digital camera, a laser pattern (raster)
generator and an interface between the digital camera and
the raster generator. Some image processing software is
used to reconstruct shapes from the acquired images. The
raster generator and the interface are attached to the camera
using the tripod screw hole and a bolt/nut combination,
which provides a rigid and consistent mounting (Figure 4).
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Figure 4. Our 3D camera prototype. A laser pattern generator is
attached to a consumer-grade camera and electrically connected
to it through the external flash connector.
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Figure 3. Our 3D photography pipeline: the 3D camera acquires a pair of images. One of them contains a projected laser pattern used for
shape extraction; the other is used as texture for the resulting 3D model.

Conceptually, the system works as follows: the raster
generator projects a set of laser planes in the scene, each at
a different elevation angle. Thus, the image captured by the
camera contains a set of lines (intersections of the planes
with the scene objects) used to compute depth, using
triangulation. Figure 2 illustrates the camera-raster
geometry in 2D, for the case of a single plane with
elevation angle θ. a, d and f are the intrinsic parameters of
the system. The values of a and d are fixed by construction.
The value of f (the digital camera’s focal length) and the
various elevation angles are obtained using a calibration
procedure (Section 3.2). Depth extraction follows from
simple trigonometric relations (Figure 2):
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where h is the vertical distance between the imaged point
and the center of the camera’s CCD in 3D, and H is the
height of the point in 3D measured with respect to the
camera’s optical axis. Solving for the depth value Z of the
imaged point C, one gets:
a tan θ − d
(1)
Z=
( h / f ) − tan θ
The values of the corresponding (X, Y) coordinates of point
C in 3D are computed using a linear projection model (i.e.,
a pinhole model) as:

((

3.1.2 Laser raster generator
The laser raster generator is responsible for creating the
lines used for the 3D reconstruction. It projects a set of
quasi-horizontal scanning lines produced while a narrow
laser beam bounces onto two mirrors, which oscillate
around perpendicular axes. This configuration is illustrated

(

)))* Z

where (pcx, pcy) are the pixel coordinates of the imaged
point, npx and npy, are the number of pixels in the x and y
dimensions of the image, and CCDx and CCDy are the x and
y physical dimensions of the useful area of the camera’s
CCD, respectively.
3.1.1 The Digital camera
We used an Olympus C-2020 zoom (top portion of Figure
4) because of its relatively low cost, and provision of two
features: support for external flash, and exposure time
control. In order to keep the design as modular as possible,
the only electrical connection between the camera and
raster generator is through the external flash connector,
whose signal is used for synchronization. Such a design
provides great flexibility, allowing any consumer-grade
digital camera with support to two listed features to be
quickly turned into a 3D camera.
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Figure 5. Laser raster generator. Concept and Realization.

in Figure 5. The laser beam bounces off a mirror with a
vertical axis (x-mirror), oscillating at 2KHz, and then
encounters the second mirror (y-mirror), which oscillates at
6Hz. This motion composition results in a zigzagged line (a
particular case of the Lissajous patterns [13]). Thus, a
raster-control circuit (Section 3.1.4) has to turn off the laser
every other line, eliminating the retrace.
The baseline (distance d in Figure 2) of our current
prototype is 10.5 cm. While it is traditionally believed that
accurate ranging requires large baselines, given any fixed
focal length f and baseline d, the range resolution of a
triangulation system is only limited by how accurately one
can measure the angle θ and the height h (Figure 2) [3].
Next, we provide some details about the various
components of the raster generator.
laser module: The laser module (Figure 6 (left)) produces
an eye-safe laser (Class IIa at 650nm), requiring about 2.7V
at 80mA.
x-mirror: The x-mirror is a mechanical resonating device
actuated by an electromagnetic field. Constructively, it
consists of a coil with an iron core, an elastic steel taut
band, a magnet, and a mirror (Figure 6 (center)). When an
alternate current is applied to the coil, the electromagnetic
field acts upon the magnet, forcing the band together with
the mirror to twist accordingly. The direction of the spin is
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Figure 6. Components of the laser raster generator. Laser
module (left), x-mirror (center), y-mirror (right).

determined by the polarization of the magnet and the
direction of the current through the coil.
y-mirror: The y-mirror is similar in construction to the
high frequency one, but has a much larger mirror (Figure 6
(right)). This is necessary since the first element deflects the
laser beam in a fan-like pattern, which needs to be
accommodated by the second element’s mirror.
3.1.3 Camera-raster-generator interface
The motions of the x- and the y-mirror are continuous in the
sense that their oscillations cannot be stopped or started
abruptly due to the mechanical inertia and the system’s
intrinsic elastic restoring forces. It is, therefore, necessary
to consider the mirrors as two independent free running
oscillators and synchronize the rest of the system based on
them. To accomplish the proper timing, it is necessary to
control the opening of the camera’s shutter with a precision
of less than one millisecond. This is not practical for a
commercial grade camera. An alternative solution is to
open the camera shutter and wait until the mirror has
traveled one quarter of the total angular deflection, then
turn on the laser until the y-mirror has traveled to three
quarters of its motion range (this is intended to avoid
projecting laser lines when the y-mirror is
accelerating/decelerating). Finally, the camera shutter is
closed, after some delay. This configuration is possible with
the Olympus C-2020 zoom by using its “slow shutter sync
mode” [18]. In this mode, the camera opens the shutter,
fires the flash (i.e., produces a signal to the external flash
connector), and then maintains the shutter opened for a
predefined time interval. We conservatively set this interval
to 200ms (the laser is kept on for only 20ms).
The camera-raster-generator interface (Figure 7 (left))
operates as a finite state machine with timer. In the idle
state, the laser is off and the circuit is waiting for a signal
from the camera’s external flash output. When this signal
occurs, the circuit enters state one, in which an image is

Figure 7. Camera-raster-generator interface circuitry (left).
Raster control circuitry (right).

taken with the raster generator off. As the user keeps the
trigger pressed, the flash signal occurs again and the circuit
enters state two, in which it waits for the “laser on”
command. This command is generated by the raster
generator control circuit (Section 3.1.4) and takes place
when the vertical mirror has reached the one-quarter
position from the top, traveling downwards. At this
moment, the laser is turned and maintained on for 20 ms,
time sufficient to project the laser lines over the field of
view of the camera. The laser is then turned off and the
circuit returns to the idle state, completing a cycle.
3.1.4 Raster-control circuit
The raster generator has to turn the laser off as it
approaches the end of each scanning line. This is needed to
eliminate the zigzagged pattern and to avoid the scanning
lines
from
bending,
as
the
x-mirror
also
accelerates/decelerates near the ends of its angular range.
Another function of the raster control circuit is to synthesize
the periodic waveforms of 2 KHz and 6 Hz that drive the xmirror and the y-mirror, respectively.

3.2 3D Camera calibration
Before the 3D camera can be used, we need to obtain the
remaining parameters of the system required for depth
calculation: f and θ (Equation (1)). The intrinsic parameters
of the digital camera, including its focal length f, can be
obtained using a standard camera calibration procedure
[23]. The procedure used to obtain values for θ will be
explained in Section 3.2.1.
For the current prototype, we decided to use a depth of
field of 20 cm, with a standoff distance of 40 cm (enough
for the digitizing a human face). Since we intend to allow
the same digital camera to be used interchangeably as a
regular camera and as a 3D camera, we need a simple
procedure to allow its zoom factor (which is related to the
focal distance and to the field of view) to be easily reset to
cover a field required by our specifications. We do this by
placing the camera at 60 cm (measured from the lens) from
a wall containing some calibration marks and varying the
zoom level until these marks (40 cm apart) are just visible
near the vertical edges of the image. This corresponds to a
horizontal field of view of 33.6 degrees, for which we have
f = 11 mm (camera focused at 50 cm).
3.2.1 Obtaining elevation angles
Since the angular velocity of the y-mirror is not really
constant during the time the laser is on, we decided to
compute these angles off-line and store them in a lookup
table. Such values were obtained positioning the 3D camera
at a known distance from, and parallel to, a flat wall
containing a vertical ruler. A square on the wall was used to
enforce the parallelism. A picture was taken with the laser
on and the elevation angles were computed from the

measured distances. The use of the lookup table will be
explained in Section 4.2.

4. 3D Shape from single image
In order to disambiguate among dozens of raster lines, our
shape-reconstruction algorithm assumes that the topmost
raster line is always visible in the picture. This will be the
case if the object is in the intended focal range and the
object’s surface reflects the laser light appropriately. The
first raster line is used as reference for the assignment of
angles to all other lines.

4.1 Laser lines extraction
Since the 3D camera uses a red laser (650nm), the process
of extracting the raster lines starts by discarding the green
and blue channels of the image (Figure 10 (a)). Normally, a
focused laser spot is characterized by a Gaussian energy
distribution, meaning that starting from the outer edge of a
spot and moving diametrically across it, the light intensity
will follow a Gaussian profile [12]. We exploit this
property to distinguish between laser lines and other bright
elements in the image. Unfortunately, due to speckle noise,
the apparent light intensity will be randomly distributed
according to surface irregularities [12] (Figure 9 (a) (left)).
Besides speckle, surface reflectance variations, partial
occlusions and surface geometry can also affect the profile
of the imaged laser lines [8].
Speckle reduction can be obtained with the use of
spatial averaging [25, 26]. We use a Gaussian filter to
reduce sporadic high frequency noise in the image.
Experimentally, it was found that a kernel of size three
pixels smoothens the line intensity, without blurring them
too much (Figure 9 (a)). The intensity profile of a laser line
obtained from the previous step is more or less Gaussian in
the direction perpendicular to that line. The loci of the
intensity peaks are the ideal lines that need to be extracted
from the image. A pixel in the blurred image is considered
as part of a raster line if its intensity is above some
threshold and it satisfies the following condition: at least
one of the three pairs of its neighbors, (top, bottom), (topleft, bottom-right), and (top-right, bottom-left), have
intensity slopes, computed at the pixel location, of opposite
signs above a predefined threshold. The threshold should be
higher if the laser lines in the image are bright and it should

(a)
(b)
Figure 9. (a) Raster lines extraction. Image fragment showing
some raster lines corrupted by speckle noise (left). Blurring
obtained with a Gaussian filter (center). Extracted lines, after
intensity gradient filtering (right). (b) Lines projected at surface
discontinuities.

be lower if the lines are dim. Ideally, some preprocessing of
the image should estimate this value and assign it
adaptively. For the examples shown in this paper, a
threshold value of 5 (out of 255) was used. Figure 9(a)
(right) shows the lines extracted from Figure 9(a) (left).
Note that the resulting lines may contain gaps, which will
be discussed in Section 4.3.1.

4.2 Assigning angles to the extracted lines
The process of assigning an angle to each of the extracted
lines starts by ordering them vertically. Based on the
assumption that the top-most raster line is visible, we assign
this sorted sequence the angle values stored in the lookup
table from top to bottom. Thus, given the set of extracted
pixels from an image, we use the following algorithm to
disambiguate among the lines:
(i) Collect groups of adjacent pixels into segments;
(ii) Find the column that crosses the largest number of
segments. This is called the reference column;
(iii) From top to bottom, assign a tentative line id for each
segment crossed by the reference column. This ordered
set of segments form a skeleton.
(iv) Assign line ids to the remaining segments based on
their relative position with respect to the skeleton
segments. This is done inspecting the crossings along
all other columns of the image.
Extensions of skeleton segments are identified, assigned
the proper line ids, and linked to the skeleton. New lines,
originally missed by the reference column, are also assigned
a line id and linked to the skeleton as they are found. Some
ambiguous situations can still happen in areas containing
holes extending over two or more lines, if small segments
(islands) are found there (Figure 10(c)). These situations
can be addressed by interpolating the surrounding segments
(or extrapolating a segment in case a single one exists) and
checking for the closest line to the “island”.
The use of the skeleton-based algorithm is illustrated
in Figures 10 (a) to (c). The vertical line in Figure 10 (b)
indicates the reference column. A set of ten pseudo-colors
is used in Figure 10 (c) to help the reader visualize the
results of the line ids assigned by the algorithm.

4.3 3D Reconstruction
The 3D coordinates associated with the points in the laser
lines can be recovered (using Equations (1)-(3)) as soon as
angle values have been assigned to the lines segments.
Since the imaged surface is assumed to be smooth, we can
eliminate outliers and samples with improperly assigned
angles by triangulating the points and eliminating the
vertices associated with acute angles in skinny triangles (a
single sample is removed per skinny triangle).
4.3.1 Hole filling
The laser lines may contain gaps (Figure 10(b)), leading to
holes in the reconstructed surface. Although, in most cases,

it is not possible to exactly reconstruct the missing regions,
we can still approximate them. While several surface fitting
approaches [15] can be used for this purpose, for smooth
surfaces, a simple interpolation procedure generates
satisfactory results in most cases. Thus, we eliminate
surface holes by interpolating gaps in the extracted lines in
3D. Figure 10(d) illustrates the idea in 2D for the lines
corresponding to Figure 10(c). The resulting 3D mesh is
shown in Figure 11 (left).

5. Results
We have built a prototype of the 3D camera (Figure 4). The
image processing software component was implemented in
C++. The x- and y-mirrors were carefully built in order to
achieve the intended oscillation frequencies. The cameraraster-generator interface and the raster control circuitry
(Figure 7) were built using off-the-shelf components. In our
current prototype, the weight of the raster generator (with 3
AA batteries) and control circuits is about 0.33 Kg.
The capture time for a pair of images required for 3D
model reconstruction is 0.7 seconds, which is how fast the
Olympus C-2020 can take two consecutive pictures. The
acquisition time can be improved with the use of a faster
camera. The pictures are stored in the digital camera’s
memory card. For the examples shown in the paper, all
images were saved as JPEG files. Although some
information is lost due to compression, this seems not to
affect the reconstruction process significantly.
We have used our system to create 3D reconstructions
of many shapes, including human faces, toys and pottery
items. The results shown here were obtained in a
completely automatic fashion and preserve the original
features of the objects. Since the 3D models are built from a
sparse set of lines, these models are not intended for
applications that require highly accuracy, such as the case
of CAD and reverse engineering. For these applications,
more accurate approaches should be used [8]. Figures 1, 11,
12 and 13 show some examples of surfaces reconstructed
with our 3D camera. The dummy head shown in Figures 1
and 11 has approximately 20 cm (from the chin to the top of
the head) by 15 cm (at the ears level), being about the size
of an adult’s head. Figure 11 (center) and (right) display
two views of the reconstructed model showing its
silhouettes.
Figure 12 shows the reconstruction of a human face.
On the top left, one sees the original picture containing the
raster lines and, on the bottom left, the texture image. In the
center, we show the extracted segments (before cleanup and
reconstruction) using pseudo-colors to identity the assigned
angles. Note that our skeleton-based algorithm does a good
job in grouping disconnected segments. For instance, see
the regions around the eyes and across the nose. On the
right, we have two views of the resulting 3D model. Note
the parallax effect involving the nose and the rest of the
face, as well as the face silhouette. This example also

illustrates the use of our eye-safe laser and exposes one of
the limitations of our hole-filling strategy: the missing
eyebrow does not quite characterize a hole, but it rather
extends itself all the way to the right. While this can be
fixed with the use of surface fitting techniques [15],
followed by the resampling of the missing areas, this feature
is not yet available in our software.
Figure 13 illustrates the reconstruction of a pottery
item. Figure 12 (a) shows the original picture containing the
raster lines. Figure 12 (b) depicts the extracted lines after
the elevation angles have been assigned (also before
cleanup and reconstruction). Figure 12 (c) shows the final
texture-mapped model. Notice that some real holes have
been filled, as the algorithm has no way of distinguishing
between discontinued lines due to actual surface holes or
due to surface properties. To address this issue, we allow
the user to specify whether holes should be filled or not.
Although the Olympus C-2020 can acquire highresolution pictures (up to 1600x1200 pixels), we have not
observed any benefit in processing images at resolutions
higher than 640x480. For a typical 640x480-pixel image,
the average time required to process and reconstruct its
corresponding 3D model is about 5.8 seconds, measured on
1.3 GHz Athlon PC, with 512 MB of memory and running
Windows XP. The size of the reconstructed meshes varies
with the number and extension of the raster lines visible in
the image, and with the density of the mesh. The mesh
shown in Figure 11 (left), constructed by triangulating
every fiftieth sample, contains a total of 4,556 triangles.
Although the 3D camera works in ambient light, best
images for 3D reconstruction should be taken in subdued
light. This tends to make the texture images to have poor
contrast. Since the flash is not supposed to turn on for the
image with laser lines, the built-in camera flash cannot be
used. Instead, an auxiliary flash was built by modifying the
electronic circuit of a disposable camera. A small connector
attaches it to the raster generator control circuit, enabling
proper synchronization. The auxiliary flash, however, was
not needed for capturing any of the texture images shown in
the paper, which had their contrasts enhanced using imageprocessing techniques [11].

6. Limitations
Like all other laser-based techniques, our approach is also
subject to several physical limitations due to the optical
material properties, ambient illumination, occlusions, and
speckle noise, which make the task of shape extraction
significantly harder.
The existence of depth discontinuities can make the
proper segmentation of lines considerably difficult.
Figure 9(b) illustrates a situation where raster segments
(pointed by the arrowhead) appear to be continuous. A
careful examination, though, reveals that this is not the
case. Handling these situations would require an analysis of

the extracted lines at a global, rather than local level, and is
not currently supported by our software.
A limiting factor in the amount of geometric detail that
can be captured by the 3D camera is the density of the
raster lines used to sample the surface. Currently, the raster
generator projects sixty lines. While a larger number could
potentially allow the recovery of more surface detail,
reducing the spacing between two consecutive lines makes
the extraction and disambiguation task more difficult.
Commercial diffractive optics elements can be used to
generate similar laser patterns. However, the cost of these
elements is still high (approximately US$ 800.00 for a 33line element) and they lend to a significant loss of laser
power (around 30%) [30]. Recently, Symbol Technologies,
Inc. has announced a small, lightweight, laser projection
display capable of projecting arbitrary patterns stored as
bitmaps. Such a device could replace our current raster
generator with advantages.

7. Summary and future work
We have described the design and implementation of a truly
portable, point-and-shoot color 3D camera, and have
introduced new algorithms for reconstructing 3D shape
from single images. Our approach is totally automatic and
significantly easier to operate than existing techniques. The
pair of images required to reconstruct a texture-mapped
model of an object is captured with the single press of a
button. A major advantage of our design is the ability to
convert any digital camera with an external flash connector
and exposure time control, into a 3D camera.
An important step towards making our approach more
robust is to use a global analysis for correctly handling the
projection of raster lines at surface discontinuities. We also
would like to use surface fitting strategies to perform
surface reconstruction in cases such as the one shown in
Figure 12. We have not addressed the problem of merging
together several partial 3D models. For this purpose, we
would like to try one of the variations of the iterative
closest point (ICP) algorithm [4].
We foresee uses for our 3D camera in entertainment,

(a)

(b)

planning of cosmetic surgery, capture of forensic and
criminal records, and personal identification.

References
[1] 3D Metrics, Inc. http://www.3dmetrics.com (Jan, 2003)
[2] Asada, M., H. Ichikawa, S. Tsuji. Determining Surface Orientation by
Projecting a Stripe Pattern. IEEE Trans. on PAMI., Vol. 10, No. 5,
1988, pp. 749-754.
[3] Active Optical Range Imaging Sensors. Advances in Machine Vision,
in Jorge Sanz (editor). Springer-Verlag, 1988. pp. 1-63.
[4] Besl, P. and McKay, N. A Method for Registration of 3-D Shapes.
IEEE Trans. PAMI, Vol. 14, No.2, pp. 239-256, 1992.
[5] Borghese, Nunzio, et al. Autoscan: A Flexible and Portable 3D
Scanner. IEEE CG&A, May/June 1998, pp. 38-41.
[6] Bouguet, Jean-Yves. Visual Methods for Three-Dimensional
Modeling. Ph.D. Thesis. CALTECH, 1999.
[7] Boyer, K. and A. Kak. Color Encoded Structured Light for Rapid
Active Ranging. IEEE Trans. PAMI, PAMI-9, 1, pp. 14-28.
[8] Curless, Brian. New Methods for Surface Reconstruction from Range
Images. Ph.D. Thesis. Stanford University, 1997.
[9] Cyberware. http://www.cyberware.com/ (Jan 2003)
[10] Eyetronics USA. http://www.eyetronics.com (Jan, 2003)
[11] Gonzales, Rafael and Richard Woods. Digital Image Processing,
Prentice Hall, Upper Saddle River, NJ, 2002.
[12] Goodman, J.. Statistical Optics, John Wiley & Sons, 2000.
[13] Greenslade, Jr., Thomas B. All About Lissajous Figures, Phys.
Teach, 31, 364-370 (1993).
[14] Jalkio, J., R. Kim, and S. Case. Inspection using Multi-Stripe
Structured Light. Opt. Engineering., 24, 6, 1985, pp. 966-974.
[15] Lancaster, Perter and K. Saukauskas. Curve and Surface Fitting: An
Intoduction. Academic Press, San Diego, 1986.
[16] McCallum, B. et al. Hand-held Scanning in Practice. Proceedings of
Image and Vision Computing, New Zealand, pp.17-22.
[17] Minolta. The Minolta 3D 1500. http://www.minolta.com/pdf/
3d1500e.pdf (Jan, 2003).

[18] Olympus. Olympus C-2020 zoom manual.
[19] Petrov, Michael. et al. Optical 3D Digitizers: Bringing. Life to the
Virtual World. IEEE CG&A, May/June 1998, pp. 28-37.
[20] Rusinkiewicz, Szymon, O. Hall-Holt, M. Levoy. Real-Time 3D
Model Acquisition. Proc. of SIGGRAPH 2002, pp. 438-446.
[21] Shapiro, Linda and George Stockman. Computer Vision. Prentice
Hall, New Jersey, 2001.
[22] Trucco, Emanuele and Alessandro Verri. Introductory Techniques for
3-D Computer Vision. Prentice Hall, 1998.
[23] Tsai, Roger. A Versatile Camera Calibration Technique for High
Accuracy 3D Machine Vision Metrology Using Off-the-shelf TV
Cameras and Lenses. IEEE Journal of Robotics and Automation,
Vol RA-3, No. 4, pp. 323-344.

(c)

(d)

Figure 10. (a) Red channel of the original image. (b) Extracted raster. The vertical line represents the image column crossing the larger
number of segments (reference column). (c) Lines after segments have been grouped and angles have been assigned. Note the gaps in
regions corresponding to dark surface areas. (d) Reconstructed lines using interpolation.

[24]

The Virtuoso Shape Camera. http://3dk.asu.edu/digitizers/
digitizer.html#virtuoso (Jan, 2003).
[25] Baribeau, R and M. Rioux. Influence of Speckle on Laser
Rangefinders. Applied Optics, 30(20): 2873-2878.
[26] Dorsch, R., G. Hausler, and J. Herrmann. Laser Triangulation:
Fundamental Uncertainty in Distance Measurement. Applied Optics,
33 (7): 1306-1314.
[27] Nyland, Lars et al.. The Impact of Dense Range Data on Computer

Graphics. Proc. of IEEE Multi-View Modeling and Analysis
Workshop (MVIEW99), Fort Collins, CO, 1999. pp. 3-10
[28] Mundy, J. and G. Porter. A Three-dimensional Sensor Based on
Structured Light. In: Three-Dimensional Machine Vision. Kluwer
Academic, Boston, pp. 3-62.
[29] 3Q. www.3q.com. (January 2003).
[30] www.lasiris.com. Personal communication via e-mail (May 2003).

(a)
(b)
(c)
Figure 11. (a) Reconstructed 3D mesh for the dummy’s face. (b) and (c) Views of the texture-mapped model highlighting the silhouettes.

Figure 12. Dwana. Original picture with the raster lines (top left) and texture image (bottom left). Extracted lines after angles have been
assigned and before hole filling (middle). Reconstructed texture-mapped model seen from different viewpoints (right).
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(c)

Figure 13. Pottery item. (a) Original picture containing the raster lines. (b) Extracted lines after angles have been assigned
(before hole filling). (c) Reconstructed texture-mapped model.

